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Consider the following database tables.  Primary keys are underlined. Note that the driver involved in a car accident may not always be the owner of the car. Assume that accident_date is of type integer, and represents a year (e.g. 1980). Year is also of type integer. We assume that a car cannot get involved in more than one accident on a certain

date.

Person(SSN, name, address)

Car(license, year, model)

Accident(license, accident_date, damage_amount)

Owns(SSN, license)
1. Use Relational Algebra to find the SSN of every person who owns one or more cars, none of which has ever been

involved in a car accident.
(SSN(Owns)– (SSN(Owns        Accident)
2. Use SQL to find the SSN of every person that has at least one car that is not involved in an accident.

SELECT O.SSN

FROM Owns O

WHERE O.license NOT IN (SELECT A.license

                                               FROM Accident A)

3. Use Tuple Relational Calculus to find the SSN of every person that has at least one car that is not involved in an accident.

{O | ∃O1∈Owns(O.SSN = O1.SSN ∧ ¬∃A∈ Accident(O1.license = A.license))}
4. Use SQL to find the SSN, address and cheapest accident for each car owner that was involved in one or more accidents.

SELECT O.SSN, P.address, MIN(A.damage_amount)

FROM Accident A, Owns O, Person P

WHERE O.license=A.license AND O.SSN=P.SSN

GROUP BY O.SSN, P.address
5. Describe in English what this query returns:

SELECT DISTINCT A1.license

FROM Accident A1

WHERE A1.license IN (SELECT A2.license

                                        FROM Accident A2

                                        WHERE A1.accident_date<>A2.accident_date)

The query returns the license numbers of all cars involved in more than one accident. It does not return duplicates.

6.  Rewrite the query in question 5 in a different way that returns the same result.

SELECT license

FROM Accident

GROUP BY license

HAVING COUNT(accident_date)>1

7. Does this query return the same result as the queries in questions 5 and 6?

SELECT A1.license

FROM Accident A1, Accident A2

WHERE A1.license=A2.license AND A1.accident_date<>a2.accident_date

No; it returns duplicates while the other two queries do not.
8. Write the DDL statements to create these tables.  Assume SSN is an integer.
CREATE TABLE person(ssn INTEGER NOT NULL, name VARCHAR(56), address VARCHAR(56), 
                                           PRIMARY KEY(ssn));

CREATE TABLE car(license INTEGER NOT NULL, year INTEGER, model VARCHAR(56), 
                                     PRIMARY KEY(license));

CREATE TABLE accident(license INTEGER NOT NULL, accident_date date, damage_amount DOUBLE,
                                              PRIMARY KEY(license, accident_date);

CREATE TABLE owns(ssn INTEGER NOT NULL, license INTEGER NOT NULL, 
                                        PRIMARY KEY(ssn,license));

9. Write an UPDATE statement that changes all accident dates on 02/29/2000 to 03/01/2000.
UPDATE accident 

SET accident_date = '03/01/2000' 

WHERE accident_date = '02/29/2000'

10. Write a DELETE statement that deletes all accidents created by the car owner with SSN = 000112222.
DELETE FROM accident WHERE license IN

(SELECT o.license h
 FROM owns o, accident a 

 WHERE o.SSN = 000112222 and o.license = a.license)

11. You are given a database system with four buffer frames (A, B, C, D) and a file of 6 disk pages (1, 2, 3, 4, 5,6). Assume that you start with an empty buffer pool. A sequence of requests is made to the buffer manager as described in the Request column (below).  Assume that a page is pinned, used, and unpinned immediately, and when there are empty frames, the leftmost frame is filled first. 
Use a clock algorithm and fill in the table below to illustrate the contents of the buffer pool at different points in time (T1, T2, …) .  The first two time points have been filled in for you.
	Time

    |

    |

   V
	Request

     |

     |

    V
	Buffer Frames

	
	
	A


	B
	C
	D

	T1
	1
	1
	
	
	

	T2
	2
	1
	2
	
	

	T3
	3
	1
	2
	3
	

	T4
	2
	1
	2
	3
	

	T5
	4
	1
	2
	3
	4

	T6
	5
	5
	2
	3
	4

	T7
	4
	5
	2
	3
	4

	T8
	6
	5
	6
	3
	4

	T9
	1
	5
	6
	1
	2

	T10
	2
	5
	6
	1
	2


Show where the ref pointer and current

11. Use an LRU algorithm. 
	Time

    |

    |

   V
	Request

     |

     |

    V
	Buffer Frames

	
	
	A


	B
	C
	D

	T1
	1
	1
	
	
	

	T2
	2
	1
	2
	
	

	T3
	3
	1
	2
	3
	

	T4
	2
	1
	2
	3
	

	T5
	4
	1
	2
	3
	4

	T6
	5
	5
	2
	3
	4

	T7
	4
	5
	2
	3
	4

	T8
	6
	5
	2
	6
	4

	T9
	1
	5
	1
	6
	4

	T10
	2
	2
	1
	6
	4


Show the contents of the LRU queue after step 10.
Head (next victim) -> D  - C  - B - A

12. Use an LRU algorithm. Now assume pin and unpin requests happen in an interlaced manner with other requests.
	Time

    |

    |

   V
	Request

     |

     |

    V
	Buffer Frames

	
	
	A


	B
	C
	D

	T1
	Pin 1
	1
	
	
	

	T2
	Pin 2
	1
	2
	
	

	T3
	Unpin 2/Pin 3
	1
	2
	3
	

	T4
	Pin 2/Unpin 2
	1
	2
	3
	

	T5
	Pin 4
	1
	2
	3
	4

	T6
	Unpin 3/Pin 5
	1
	5
	3
	4

	T7
	Unpin 1
	1
	5
	3
	4

	T8
	Pin 6
	1
	5
	6
	4

	T9
	Unpin 4/Pin 2
	2
	5
	6
	4

	T10
	Pin 3
	2
	5
	6
	3
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