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Abstract 

A variety of factors is making it increasingly difficult and ex-
pensive to design and manufacture traditional Application Spe-
cific Integrated Circuits (ASICs). This has started a significant 
move towards the use of programmable solutions of various forms 
– increasingly referred to as programmable platforms. For the 
platform manufacturer, programmability provides higher volume 
to amortize design and manufacturing costs, as the same platform 
can be used over multiple related applications, as well as over 
generations of an application. For the application implementer, 
programmability provides a lower risk and shorter time-to-market 
implementation path. The flexibility provided by programmability 
comes with a performance and power overhead. This can be sig-
nificantly mitigated by using application specific platforms, also 
referred to as Application Specific Instruction Set Processors 
(ASIPs). This paper details the reasons for this significant change 
in application implementation philosophy, provides illustrative 
contemporary evidence of this change, examines the space of 
application specific platforms, outlines fundamental problems in 
their development, and finally presents a methodology to deal 
with this changing design style. 
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1. INTRODUCTION 
Designing an ASIC in today’s deep submicron geometries is 

harder than ever, and the problems continue to worsen with 
shrinking geometries. Design tools are finding it difficult to han-
dle the complexity and electrical design challenges posed by each 
new technology generation. The net consequence is increasingly 
lowered design productivity despite increasingly expensive design 
tools. ASIC manufacturing costs are also rising – multi-million 
dollar mask sets are projected for sub-100nm designs. These high 
non-recurring design and manufacturing costs imply either larger 
break even volumes at fixed per-unit costs, or prohibitive per-unit 
costs at fixed volumes. 

An alternative implementation style to ASICs that is rapidly 
emerging is the use of programmable solutions - alternatively 
referred to as programmable platforms, or Application Specific 
Instruction Set Processors (ASIPs). For the hardware developer 
the programmability of these devices enables a larger volume, as 
multiple related applications, as well as different generations of 
an application can be mapped onto the same ASIP. For the appli-
cation developer, a programmable solution provides a much lower 
risk as well as a predictable and shorter time-to-market solution – 
writing and debugging software is cheaper than designing, debug-
ging and manufacturing working hardware. In fact, there are signs 
of a revolution afoot, with an increasing trend of engineers from 
hardware application groups going off and rapidly deploying the 

application in software on available domain specialized proces-
sors [1].  

Historically, designers adopting manageable alternatives have 
heralded a significant change in design methodology – much be-
fore the change in design methodology has stabilized and accept-
able tool flows are widely available. The move from schematic 
capture to logic synthesis and simulation in the mid-80s was led 
by designers unwilling to deal with increasing complexity in a 
non-scalable methodology. Home-grown rudimentary simulation 
and synthesis tools were enough to deliver enough increased pro-
ductivity to these engineers for them to abandon the old tools and 
also some design optimality. It did not take mature stable tools for 
them to make the change – those tools followed to convert the 
trend to accepted design practice on a larger scale. 

We believe that we are at a similar watershed in design imple-
mentation practice today. The individual ASIC designers that are 
today abandoning hardware design for the productivity benefit of 
software solutions on an ASIP, even at some loss of design qual-
ity (measured in area, delay, power), portend the acceptable de-
sign practice of tomorrow. This paper focuses on the tools and 
methodologies that will get us rapidly to that tomorrow by focus-
ing on the development of these ASIPs. 

This paper is organized as follows. We start by motivating the 
move from ASICs to ASIPs due to increasing design and manu-
facturing costs in Section 2. In Section 3 we describe the various 
axes along which we can characterize ASIPs. Section 4 points to 
significant contemporary evidence of the rise of ASIPs. The prob-
lems in existing methodologies for ASIP development is the focus 
of Section 5. In Section 6 we address these methodology gaps by 
outlining a disciplined methodology for ASIP development. Fi-
nally we summarize in Section 7. 

2. MOTIVATION 

Increasing Design Costs 
Designing an integrated circuit is getting increasingly expen-

sive with each succeeding generation. Design difficulties arise 
from four distinct causes: 
 Deep-Submicron Effects (DSM): Designing in deep sub-

micron geometries (generally accepted as < 250nm) raises a 
host of new electrical design challenges.  The primary 
change is the increase in interconnect delay as a fraction of 
the gate delay due to scaling effects. Since this is not avail-
able till physical design (place and route) is over, the tradi-
tional synthesis flow of logic synthesis, with simple inter-
connect wire-load models, followed by physical synthesis 
does not work anymore. This has resulted in multiple itera-
tions, with feedback, of this flow, with no promise of con-
vergence. This is referred to as the design convergence prob-
lem. In addition to this, an increase in coupling capacitance 
results in crosstalk, thus compromising signal integrity. 
While design tools offer some support (and increased ex-



pense) for both of the above issues, these problems are far 
from being solved.   

 Increased Complexity: The flip-side of smaller geometries is 
that we can now integrate more transistors on the same die. 
This is amplified by the fact that manufacturing advances 
have further increased possible die-sizes (roughly a growth 
of 20% every four years [2]). Thus, not only is each transis-
tor harder to design, we have an exponentially more number 
of them. This complexity has put pressure on existing design 
tools, as well as has required a different set of tools to better 
manage the hierarchical block level designs that ensue from 
this increased complexity. 

 Heterogeneous Integration: Increased functionality of sys-
tems at lower costs requires the integration of heterogeneous 
functionality on the same die. In addition to the traditional 
digital part, it is not uncommon to integrate analog and 
mixed signal components on the same die. Further, inde-
pendent of the case being made in this paper, increasingly 
control and feature-support software is also part of the de-
sign. This heterogeneous integration requires diverse spe-
cialization and expertise in design groups. 

 Shrinking Time-to-Market: While the above three factors 
arise out of technology challenges, the fourth arises from 
commercial challenges. Increasingly, the time-to-market for 
products is shrinking – providing the added degree of diffi-
culty in realizing commercially successful designs. 

The above trend has been clear for several years now, and not 
much over the past few years has happened to change it. The de-
sign productivity gap, first presented by SEMATECH in 1997 [2] 
largely holds even today. ITRS 2001 aptly summarizes this: “The 
main message in 2001 is this: Cost of design is the greatest threat 
to continuation of the semiconductor roadmap.” Subsequently, it 
goes on to state: “In 2001, many design technology gaps are cri-
ses.” (The emphasis is original for both quotes.) Even with ex-
pected improvements in design technology, the estimated cost for 
the design of an SOC is estimated to hit $100M in 2010 [3]. 

Increasing Manufacturing Costs 
Besides design, the NRE costs associated with manufacturing 

have also increased over the past several years. 
 Mask costs for designs in today’s 180-130nm technologies 

are in the 0.5-1M$ range. This is expected to only rise with 
further shrinking geometries. 

 Testing 100M-1B transistor circuits at high operating fre-
quencies poses significant challenges. We have reached the 
point where the cost to test a transistor is no longer negligi-
ble compared to the cost to manufacture it. ITRS 2001 states 
that “test costs have grown exponentially compared to manu-
facturing costs” [3]. While this is largely reflected in a cost-
per-part, there are NRE design costs associated with devel-
oping test strategies and test vectors. 

 
The increases in NRE design and manufacturing costs have a 

direct impact on the nature and price of designed parts. For fixed 
volume parts, this results in possibly prohibitive per-part costs. If 
this cost is not acceptable, then it leaves the application designer 
no alternative but to implement the application in software on 
some existing programmable platform. For fixed cost parts, this 
requires a much larger volume to amortize these costs. For the 

manufacturer, one way to achieve higher volume is by providing 
programmability. Programmability provides flexibility, enabling 
multiple designs as well as multiple generations of the same de-
sign to be implemented on the same part. Either way, a direct 
consequence is the reduction in the number of ASIC design starts, 
with an attempt to manufacture and use a programmable solution 
as far as possible.  

While programmability provides flexibility, it comes at a sig-
nificant cost in performance and power consumption. As a rule of 
thumb this is two orders of magnitude for a software implementa-
tion on a general purpose processor and one order of magnitude 
for an implementation on a Field Programmable Gate Array 
(FPGA). The actual ratio will of course depend on the specific 
application and processor/FPGA involved. For a processor, this 
significant loss arises due to the overhead of instruction fetch and 
decode, as well as operand load and store, necessitated by hard-
ware multiplexing between instructions. For an FPGA, the loss is 
in the switches (programmable interconnect points) that provide 
the programmability.  

What is obviously desired is the flexibility of programmable 
solutions, with the efficiency of ASIC implementations. This is 
exactly what ASIPs strive to achieve. This is accomplished by 
providing specific hardware features for the application class 
being supported. This is further examined in the next section. 

3. THE ASIP LANDSCAPE 
The ASIP landscape provides us with a wide range of imple-

mentation alternatives – each point in the space is an attempt to 
match application characteristics with hardware support so as to 
minimize the power and performance overhead of a programma-
ble solution. At the top level we can broadly classify them into 
two classes: 

 Instruction Set Architecture (ISA) based: These ASIPs 
have their roots in classic ISA processors, with program-
ming enabled through an instruction set. Efficiency en-
hancements are provided through specialized resources. 

 Programmable hardware based: These ASIPs have their 
roots in programmable logic such as FPGAs. Mapping an 
application to such an ASIP is a hardware design task, 
much like programming an FPGA. 

The above classification is not very sharp for a couple of rea-
sons. Increasingly, programmable platforms are available with 
hybrids of the above forms of programmability available in the 
form of processors and programmable hardware on the same die. 
Further, as we will show, the distinction between an instruction 
and hardware programming bits is gradually getting blurred. 

We now examine each of these two main categories in terms of 
how they provide application specific support. 

ISA Based ASIPs: 
Elements of this class can be distinguished from each other in 

their approaches to parallel processing, elements of special-
purpose hardware, structure of memory architectures, types of on-
chip communication mechanisms and use of peripherals [4]. 

Parallel Processing 
Hardware is inherently parallel – however, a classic von Neu-

mann processor is inherently sequential, executing one instruction 
at a time. Thus, if ISA architectures are to approach the efficiency 
of ASICs, they must exploit all possible forms of parallelism. We 
see this happening at three different levels: the processing element 



(PE) level, instruction level, and word/bit level.  While these ap-
proaches are orthogonal, a decision at one level clearly affects the 
others.    

Processing Element Level 
Multiple PEs (each executing its own instruction stream) can be 

used in the following two configurations: 
 Pipelined: each processor is designed for a particular proc-

essing task. 
 Symmetric: each PE is able to perform similar functionality. 

In the pipelined approach, inter-PE communication is very 
similar to data-flow processing – once a PE is finished processing 
some data, it sends it to the next downstream element. Examples 
of this architectural style include Cisco’s PXF [5], EZChip’s NP-1 
[6], Vitesse’s IQ2000 [7], and Xelerated Packet Devices [8] in the 
network processor domain.  In general, these architectures are 
easier to program since the communication between programs on 
different PEs is restricted by the architecture.   

Symmetric PEs are normally programmed to perform similar 
functionality. These are often paired with numerous co-processors 
to accelerate specific types of computation.  Arbitration units are 
often required to control access to the many shared resources.  
Again, looking at the network processor space, The Cognigine 
[9], Intel IXP1200 [10], IBM PowerNP [11], and Lexra NetVor-
tex [12] are examples of this type of macro-architecture. While 
these architectures have more flexibility, they are difficult to use, 
as programming them is very similar to the generic multi-
processor programming problem. 

The independent execution streams here may share the same 
memory space as in simultaneous multi-threading, or be inde-
pendent processes. 

Instruction Level 
For multiple-issue architectures, there are two main tactics for 

determining the available parallelism: at compile time (e.g. Very 
Long Instruction Word or VLIW) or at run time (e.g. superscalar).  
While superscalar architectures have had success in exploiting 
parallelism in general-purpose architectures (e.g. Pentium), VLIW 
architectures have been effectively used in domains like signal 
processing, where compilers are able to extract enough parallel-
ism. VLIW architectures are often preferred because they are 
lower-power architectures. In network processors, the Agere 
Routing Switch Processor [13], Brecis’ MSP5000 [14], and 
Cisco’s PXF [5] use VLIW architectures. In the communication 
processors space, the Improv Jazz [15]  has a customizable VLIW 
processor (typical issue width is 8). Clearwater Networks uses a 
multiple-issue superscalar architecture in which a hardware en-
gine finds the available ILP at runtime [16].   

Bit Level 
Depending on the data types and operations present in an appli-

cation, it is possible to exploit bit level parallelism.  An example 
of this is an instruction that computes the CRC field of a packet 
header in network processing. In the absence of such an instruc-
tion it would take a large number of instructions to sequentially 
go through each bit for this processing. 

Special-Purpose Hardware 
A fairly direct way to approach the efficiency of ASICs is to 

have part of the processor resemble an ASIC by implementing 
common functions in dedicated hardware instead of a slower im-
plementation on a standard Arithmetic and Logic Unit (ALU). 
This specialization comes at the cost of generality – and may not 

benefit all algorithms in the application domain. Further, the ac-
tual speedup obtained is limited by Amdahl’s law – it depends on 
the fraction of total compute time that is being replaced by the 
hardware unit. Special-purpose hardware can be broadly divided 
into two categories: co-processors and special functional units.   

Co-Processors 
A co-processor is a computational block that is triggered by a 

PE (i.e. it does not have an instruction decode unit) and computes 
results asynchronously. In general, a co-processor is used for 
more complicated tasks, may store state, and may have direct 
access to memories and buses.  As a result of its increased com-
plexity, it is more likely to be shared among multiple processing 
elements. A co-processor may be accessed via a memory map, 
special instructions, or a bus transaction. Operations ideally suited 
for co-processor implementation are well defined, expensive 
and/or cumbersome to execute within an instruction-set, and pro-
hibitively expensive to implement as an independent special func-
tional unit.  The functions of co-processors vary from algo-
rithmic-dependent operations to entire kernels. For example, the 
Hash Engine in the Intel IXP1200 is only useful for lookup if the 
algorithm employed requires hashing. 

Special Functional Units 
A special functional unit is a specialized computational block 

that computes a result within the pipeline stage of a processing 
element. The focus here is on operations for which it would take a 
large number of cycles for the computation with a standard in-
struction-set. For example, Intel’s IXP1200 has an instruction to 
find the first bit set in a register in a single cycle [10]. 

Memory Architectures 
A third strategy employed is the structure of memory architec-

tures.  The major memory-related tactics are: multi-threading, 
memory management, and task-specific memories. 

The most common approach to hiding memory-latency is 
multi-threading. The stalls associated with memory access are 
well known to waste many valuable cycles.  Multi-threading al-
lows the hardware to be used for processing other streams while 
another thread waits for a memory access (or a co-processor or 
another thread).  Many network processors (Agere, AMCC, 
ClearSpeed, Cognigine, Intel, Lexra, and Vitesse) have separate 
register banks for different threads and hardware units to schedule 
threads and swap them with zero overhead. Without dedicated 
hardware support, the cost of operating system multi-threading 
would dominate compute time, since the entire state of the ma-
chine would need to be stored and a new one loaded.   

With memory management support, the goal is to eliminate the 
overhead of operating system calls for this purpose by providing 
direct hardware support. This can be done using copy units for 
copying blocks of memory (e.g. Clearwater’s Packet Management 
Unit), as well as hardware list data structures for keeping track of 
memory blocks (e.g. Intel IXP 1200).   

Like co-processors and special functional units which are spe-
cializations of a generic computational element for a specific 
purpose, task-specific memories are blocks of memory coupled 
with some logic for specific storage applications.  For example, 
Xelerated Packet Devices has an internal CAM (Content Address-
able Memory) for classification [8].  On the Vitesse IQ2200, the 
Smart Buffer Module manages packets from the time they are 
processed until they are sent on an output port [17]. 

On-Chip Communication Mechanisms 



In general, on-chip communication mechanisms are tightly re-
lated to the PE configuration.  For ASIPs with pipelined process-
ing elements, most communication architectures are point-to-
point - between processing elements, co-processors, memory, or 
peripherals.  ASIPs with symmetric PE configurations often have 
full connectivity with multiple busses.  For example, Motorola’s 
C-5 DCP [18] has three busses with a peak bandwidth of 60Gbps 
that connect 16 channel processors and 5 co-processors. However, 
this solution has limited scalability. The use of on-chip packet 
switching networks is emerging as a scalable alternative to buses. 

Support for Peripherals 
In addition to support for computation, ASIPs may also provide 

support for getting data in and out of the processing core. This 
peripheral support may come either in the form of hardwired pe-
ripherals to support a specific standard, (e.g. Brecis’s MSP5000 
has two on-chip 10/100 Ethernet MACs) or programmable pe-
ripherals that can support multiple protocols (e.g. the Motorola 
DCP C-5 has two parallel Serial Data Processors that can be mi-
cro-coded to support a number of different layer 2 interfaces, like 
ATM, Ethernet, or SONET). This may be viewed as a special 
case of parallel processing, with the data I/O task being handled 
by the peripherals. Similarly, in the field of communication proc-
essors, the Motorola MPC8260 PowerQUICC II has built in 
MAC, I2C, Serial, PCI interfaces. 

Programmable Hardware Based ASIPs 
Programmable hardware based ASIPs tend to be more applica-

ble to data-flow style computation, with minimal control flow 
requirements. Any significant control flow tends to be better sup-
ported by ISA based ASIPs. Elements of this class of ASIPs can 
be distinguished from each other in terms of the granularity of 
hardware programmability and time of programming. 

Granularity of Programmability 
There are two main points along this axis – fine grain pro-

grammability and coarse grain programmability. The building 
blocks in fine grain programmability are of the order of logic 
gates – this corresponds to conventional FPGAs. While in some 
cases there is support for special functions such as fast carry, 
these fabrics are still intended for general purpose use and it 
would be hard to classify them as being application specific. Ap-
plication specific support is provided in coarse grain fabrics – 
here the building blocks are function units which can be custom-
ized to the application domain, as well as specialized memories 
(register files as well as larger memory banks) that are customized 
to provide support for efficient data flow during computation. 
Examples of this are the Pleiades [19], MorphICs [20], Quicksil-
ver [21] and Chameleon [22] platforms for digital signal process-
ing.  

Time of Programming 
The two main points along this axis are – program once before 

deployment (also referred to as static reconfiguration) and pro-
gram possibly multiple times during execution (also referred to as 
dynamic reconfiguration). Initial dynamically reconfigurable 
fabrics required a large number of cycles for the reconfiguration 
process (of the order of thousands). Thus, the reconfiguration had 
to be initiated well in advance. Recent dynamically reconfigur-
able architectures, such as the Chameleon processor, provide for 
single cycle switching between contexts. This is accomplished by 
storing the different reconfiguration contexts in a distributed 
memory at each programmable point, rather than storing the con-
texts in a separate unified and remote memory.  

These dynamically reconfigurable processors with single cycle 
context switches can be viewed as instances of VLIW processors, 
with each context being a long (and distributed) instruction. 
Unlike a VLIW instruction, however, a context is typically exe-
cuted for a very large number of cycles before being switched and 
replaced by another context. Nonetheless, we can see a blurring of 
the line between these dynamically reconfigurable and VLIW ISA 
processors. This has even prompted a study of the efficiency of 
exploiting operation level parallelism among these two styles of 
processors [23]. Going forward, one of the challenges is to view 
the entire spectrum of ASIPs – from those based on programma-
ble hardware to those based on ISAs, in a single unified frame-
work. 

4. CONTEMPORARY EVIDENCE 
ASIPs have existed for a while now – probably the earliest ex-

ample being the first fixed point digital signal processors for au-
dio applications available since 1982. These had support for basic 
audio rate DSP algorithms (FFT, filters) through specialized func-
tional units (Multiply-accumulators), memories (multiple data 
banks) and control functions (zero-overhead loops). However, 
there was no immediate proliferation of processors specialized for 
other domains. The next domain to see the use of ASIPs was 
video processing in the early 90s. This resulted in some estab-
lished processors for this domain – notably from Trimedia and TI 
(the C6000 series). Till this point the need for programmability 
was driven by the requirement for flexibility and not by the diffi-
culty of ASIC design.  

More recently, the last five years have seen the emergence of 
two additional domains with a strong representation of ASIPs – 
network and communication processing. At last count there were 
over thirty distinct network processor companies [4]. What is 
interesting about this space is that the processors are further sub-
specialized based on the specific networking tasks that they are 
targeting, i.e. ASIPs are being targeted to narrower sub-domains. 
Figure 1 provides a distribution of networking processors based 
on their approaches towards parallelism. On this chart, we have 
also plotted iso-curves of issuing 8, 16, and 64 instructions per 
cycle.  

While in the network processing space, all ASIPs are ISA 
based, in the communication processors space we have a greater 
diversity of implementation styles. These cover a wide range from 
programmable hardware based such as the dynamically recon-
figurable Chameleon and Quicksilver processors, to VLIW based 
such as the Improv Jazz (which also provides a multi-processor 
architecture). The low end of this space has absorbed the tradi-
tional DSPs. 

What characterizes this new breed of ASIPs in the networking 
and communication spaces is that unlike their predecessors, these 
ASIPs were created not just to provide flexibility through pro-
grammability, but in a large part, also to provide an easier imple-
mentation alternative to ASICs for their respective application 
domains. We expect this trend to grow significantly into other 
domains (and sub-domains as evidenced by the networking and 
communication spaces) in the near future. 

5. GAPS IN EXISTING METHODOLOGY 
The proliferation of ASIPs in the networking and communica-

tion space notwithstanding, the design of ASIPs is still an art, 
based on the design experience of a few experts, with a clear lack 
of complete methodology. This is clearly non-scalable in our 



vision of ASIPs replacing ASICs.  We see the following as being 
the key gaps in design methodology that need to be addressed: 
 Incomplete application characterization: Designs tend to be 

done with representative computation kernels, and without 
complete application characterization. Inevitably this leads 
to a mismatch between expected and delivered performance. 

 Ad-hoc architectural exploration: As indicated in Figure 1, 
there is a wide diversity of competing architectural points in 
the design space. Unfortunately, design space exploration in 
this space tends to be very ad-hoc with attention quickly fo-
cusing on a small number of alternatives based on designer 
expertise.  

 Inadequate software environments: While simulator support 
tends to be reasonable, compilers tend to be generally inef-
fective in efficiently mapping application concurrency to ar-
chitectural concurrency. This is not surprising, given that the 
software environments are generally an afterthought.  

6. A METHODOLOGY FOR DISCIPLINED ASIP 
DEVELOPMENT 

The MESCAL1 project, part of the Gigascale Silicon Research 
Center (GSRC) [24], is directed towards developing a methodol-
ogy and set of supporting tools for the development and deploy-
ment of ASIPs. As part of this we have outlined the following 
five-step methodology for ASIP development: 

Step 1: Disciplined Benchmarking 
ASIP development by definition must be application driven. 

However, not enough attention is paid to the benchmarks driving 
the design. In general, benchmarks must be representative of the 
application domain targeted, easy to specify and must be a man-
ageable set. They need to enable a quantitative comparison of the 
architectures being considered. Traditionally benchmarks have 
consisted of application kernels, and the only quantitative meas-
ure used is the number of execution cycles. We find this grossly 
inadequate. A benchmark must consist of a functional specifica-
tion, a requirements specification, an environmental specification, 
as well as a set of measurable performance metrics. The require-
ments specification recognizes that the application needs to meet 
certain requirements, and beating these requirements does not add 
to design quality. The environmental specification ensures that 
any stimuli needed to exercise the benchmark are well specified. 
Finally the set of measurable metrics recognizes the need for ad-
ditional metrics such as power consumption and memory as well 
as shared channel communication bandwidth requirements.  In the 
MESCAL methodology, benchmarks are selected with careful 
application domain analysis, are indicative of real-world perform-
ance, capture both the environment and the functionality and are 
communicated with a precise specification. In order to be indica-
tive of real world performance, we find it essential that the 
benchmark be at the application and not the kernel level. While 
kernel level benchmarks are simple, they can potentially hide 
performance bottlenecks. A detailed application of this bench-
marking methodology is described in the context of network proc-
essors in [25].  

                                                                 
1 Modern Embedded Systems, Compilers, Architectures and Lan-

guages. 

Step 2: Define the Architectural Space 
As seen in Section 3, there is a wide range of available choices 

along multiple axes that help define the complete design space for 
an ASIP. However, not all of this space may be appropriate for a 
particular application domain. A careful definition of the appro-
priate design space is essential for subsequent design space explo-
ration. The classification axes in Section 3 are critical in helping 
constrain the design space. Even the design points in Section 3 
may need to be constrained further. For example, if special func-
tion units or co-processors are to be considered, then these may be 
constrained to those suitable for the application, and possibly to 
those available in libraries. 

Step 3: Efficiently Describing the Space to be Ex-
plored 

Systematic exploration of the design space requires software 
tools to map the application benchmark(s) onto the architectural 
design point in consideration, as well as to evaluate the quality of 
this mapping for the design metrics in consideration. This requires 
a software mapping and evaluation environment for each design 
point to be considered. This is obviously impractical if done for 
each design point from a scratch, and is the principal reason for 
the ad-hoc design space exploration in existing methodologies – 
only that part of the design space is explored for which the soft-
ware environments were put together. What is needed instead is a 
retargetable software environment, driven by a description of the 
design point in consideration. In MESCAL, the MESCAL Archi-
tecture Description (MAD) serves this purpose. It provides a sin-
gle description that can be used for the compiler, as well as the 
functional, timing and power simulators. Since each of these tools 
have different requirements in terms of what they need to under-
stand about the design point, tool specific views are automatically 
generated from the MAD description. This is critical to ensure 
consistency between the specifications for these tools. In contrast, 
existing software environments have independent starting points 
for the compiler and the simulator – thus permitting semantic 
inconsistency to creep in between what the application assumes 
about the architecture and what the architecture actually provides. 

Step 4: Exploring the Design Space 
Design space exploration is a feedback driven process, where 

each design point is evaluated on the appropriate metrics. This is 
done using the appropriate software environment consisting of a 
compiler to map the application to the architecture, and simulators 
to quantify the quality of the result. The key to doing this effi-
ciently for a large number of design points is to quickly reconfig-
ure the compiler and simulators for each design point. In 
MESCAL this is done using a retargetable compiler and simula-
tors that start from a MAD description of the design point. 

MESCAL uses the Liberty simulator infrastructure [26] for its 
retargetable timing and power simulators. Liberty provides for 
automatic construction of a simulator starting from a netlist like 
description of the micro-architecture using basic building blocks 
from its library. The Liberty environment provides for a library of 
standard building blocks (e.g. pipelines) that can be connected to 
each other in the micro-architectural specification using a clean 
model of computation for their composition. This specification is 
then used to generate a compiled code simulator for the specific 
design point. A compiled code simulator provides significant 
performance advantages over interpreted simulation. A Liberty 
simulator view is automatically generated from a MAD descrip-
tion, which in turn is used to automatically synthesize a simulator. 



The MESCAL compiler is a retargetable compiler, currently re-
stricted to statically compiled VLIW and RISC architectures. 
However, within this space, it is capable of considering a range of 
specializations – in the issue logic, in the register files, in the 
functional units and in the specialized memories, to make this 
reasonably powerful. The attempt here is to use clean algorithms 
to handle the irregularities that are an inherent part of achieving 
efficiency in ASIPs. For example, irregular VLIW due to code 
size and issue width constraints in DSPs is handled by algorithmi-
cally enhancing traditional reservation table based VLIW sched-
ulers [27]. 

Step 5: Export the Programming Environment 
An ASIP may achieve high efficiency by providing for an ex-

cellent match between the application and the architecture and at 
the same time may be completely useless if it cannot be pro-
grammed efficiently. Programming at the bit or assembly level is 
unacceptable at current software complexity levels. There is at 
least one instance of an ASIP project being cancelled (in this case 
a video processor that shall stay nameless) after successful silicon 
was available to customers, because of the sheer inability to pro-
gram this efficiently. Efficient programming does not mean pro-
gramming in C as is widely construed. It is hard, if not impossible 
for existing and emerging compiler technology to fully harness 
the hardware capabilities of ASIPs starting from application de-
scriptions in C.  

Nonetheless, there are valuable lessons to be learned from the 
C language. C provided an efficient programming environment 
for von Neumann architectures of the 70’s and their modern de-
rivatives. It accomplished this by exposing 20% of the architec-
tural features of these processors (such as pointers and registers) 
that resulted in 80% of their performance. What we need is the 
modern equivalent of such a programmer’s model that is capable 
of exporting critical features of these ASIPs that will enable ex-
ploitation of their specific features. How do we do this while re-
taining application portability? Do we need separate language 
features for different architecture classes? This remains the holy 
grail of this research effort. 
 

The above five-step methodology addresses important concerns 
in the development of ASIPs. However, this covers only part of 
what needs to be done in the migration from ASICs to ASIPs. The 
other part, dealing with the deployment of ASIPs, and one that is 
likely to impact a larger number of designers, has its own set of 
issues that need to be dealt with.  That is part of our current re-
search focus and will be the subject of a future paper! 

7. SUMMARY 
This paper makes a strong case as to why increasingly ASICs will 
be replaced by ASIPs. We do this by first showing that it is get-
ting harder and more expensive to design and manufacture ASICs. 
Next we show why programmable solutions provide better alter-
natives - for hardware manufacturers these parts provide higher 
volume over which design costs can be amortized; for application 
developers it provides lower per-part cost, as well as a lower risk, 
more predictable, and shorter time-to-market path. Programmabil-
ity comes with a power and performance overhead. We show how 
programmable solutions mitigate this through application specific 
customizations. We describe how these customizations shape the 
ASIP landscape by providing axes along which we can classify 
them. This is then supplemented with contemporary evidence of 

the growth of ASIPs by examining two emerging application 
domains – network and communication processing. We then illus-
trate why existing ASIP development methodologies are inade-
quate and inefficient. Finally we outline a five-step methodology 
for ASIP development that we are currently pursuing as part of 
the MESCAL research project. We believe that such a methodol-
ogy is critical in rapidly developing highly efficient ASIPs for 
even narrow application domains, and thus largely replacing 
ASICs in the process. 
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Figure 1: Diversity of Network Processors 


