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 CS252 
 Prerequisite Practice Quiz 
 Solutions August 31, 2007 

 
Problem 1 
 
See “Computer Architecture: A Quantitative Approach” by Hennessy and Patterson for 
background on this topic). 
 
Describe the operation of a data cache.  Your description should include discussion of the 
following: 
 
a) Spatial and temporal locality. 
 

In a computer without a cache, the processor execution would be severely limited by both the 
latency and bandwidth of the main memory (DRAM).  This bottleneck is mitigated by a 
memory hierarchy in which a small cache provides the processor with low-latency, high-
bandwidth data access.  To effectively provide data to the processor, a cache relies on spatial 
and temporal locality in the processor’s data access stream.   
 
Spatial locality refers to the property that, if a memory location is accessed, it is likely that 
nearby memory locations will also be accessed.  A classic example of this is computation on 
the elements of an array.  Spatial locality is exploited by multi-element cache lines which are 
fetched from memory when any individual element is accessed. 
 
Temporal locality refers to the property that, if a memory location is accessed, it is likely that 
it will be accessed again in the near future.  A cache exploits temporal locality by holding 
cache lines so that they can be accessed repeatedly. 

 
b) Valid bits. 
 

Since a cache initially starts out empty, a valid bit must be kept for each cache line to indicate 
whether or not it contains valid data.  The bit is initialized to false, and set to true when the 
cache line is written with data fetched from memory. 

 
c) Direct mapped versus set-associative structures.  Show how cache indexing and tag 

match works for both direct mapped and 2-way set-associative cache configurations 
assuming one word per cache line.  What are the advantages and disadvantages of direct 
mapped versus set-associative structures? 

 
In a direct mapped cache, the data for a particular memory address can only reside in one 
location.  A subset of the address is used to directly index a cache line which contains a tag, 
status bits, and data.  The tag is compared to the non-index part of the address to determine if 
the cache line holds data for that address.  If the tag matches and the line is valid, the access is 
a hit, and the data can be used.  The low-order bits of the address choose the correct word from 
within the cache line.  The following figure shows a direct-mapped cache: 
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Direct-mapped cache 

 
In a set-associative cache, the address indexes a set of the cache which contains multiple 
ways.  The cache line can reside in any of the ways, and the address must be compared to the 
tag in each way to determine if the access is a hit.  Fully-associative caches have only one set, 
and thus allow a cache line to reside anywhere in the cache.  The following figure shows a 2-
way set-associative cache: 
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Direct-mapped caches are simpler and require less hardware to implement.  Set-associative 
caches have one tag per way and more hardware to do the tag compares in parallel.  As such, 
set-associative caches are usually slower.  However, direct-mapped caches suffer from conflict 
misses (where two addresses map to the same line in the cache), so the hit rate is lower. 

 
d) Multiple-word cache lines.  What are the advantages and disadvantages of multiple-

word cache lines?  Describe how they are implemented for a direct mapped cache. 
 
Caches can hold more than one word per cache line.  In this case, more bits are used to select 
the correct word from the cache (this is shown in the direct-mapped cache above).  Multiple-
word cache lines take advantage of spatial locality to reduce compulsory misses and amortize 
the cost of tag overhead for a cache.  However, disadvantages include wasted cache space and 
memory bandwidth if data isn’t used.   

 
e) LRU and random replacement policies. What are their relative advantages and 

disadvantages? 
 

Replacement policies are used in associative caches to decide which cache line to evict when 
the cache set is full. (In a direct-mapped cache, there is only one possibility for which line to 
evict.) An LRU policy means that the cache line that was the least recently used would be 
evicted. A random replacement policy means a cache line is randomly selected. 
 
An LRU policy requires that the state of the cache be updated on every access. The hardware 
needs to maintain an ordered list of the cache lines. For 2-way caches, this can be implemented 
with one bit of state, but for caches with high associativity, this requires the equivalent of a 
hardware stack, a non-trivial piece of hardware to implement. As a result, LRU is generally not 
feasible for caches with high associativity, but an approximation is often used.  
 
A pseudo-random replacement policy is easier to implement in hardware than LRU since it 
does not require updating cache state on every cache access.  In some cases random 
replacement can achieve a better hit rate than LRU (such as accessing a large array in a round-
robin fashion). However, in general, random replacement results in a lower hit-rate.  
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Problem 2 
 
a) Ben was trying to eliminate the hazard that occurs when a load instruction is immediately 
followed by an ALU instruction that requires the value that was loaded.  In the original datapath, 
a pipeline interlock (stall) is needed for this type of instruction sequence, an example of which is 
shown below.  In Ben’s datapath, this load-use interlock is not required because the data from the 
load instruction can be immediately forwarded to the ALU. 
 
LW R1, 0(R3) 
ADDI R1, R1, #5 
 
 
b)  No, Ben is not correct.  By making his modification, he introduced another hazard that did 
not exist in the original datapath.  This hazard occurs when the result of an ALU operation is 
needed to calculate the address of a load or store instruction. 
 
ADDI R1, R1, #5 
LW R3, 3(R1) 
 
Now an address-generation interlock is needed for the LW instruction in the above sequence.  
Note that this new hazard affects both load and store instructions, while the original hazard only 
affected load instructions.  This is a disadvantage of Ben’s modified pipeline.  Also, Ben’s new 
datapath requires more hardware (another adder) than the original datapath.  However, the load-
use hazard illustrated in Problem 1.A has been eliminated.  If we examine the behavior of typical 
programs, we will see that the percentage of load instructions resulting in the load-use interlock 
from Problem 1.A is higher than the percentage of all loads and stores resulting in the address-
generation interlock from Problem 1.B.  This is because many address calculations are based on 
values that change infrequently (e.g. the stack pointer does not change while a procedure is being 
executed).  If a base address register has not been recently changed, then there will be no 
address-generation interlock.  By contrast, when a load is issued, the load value is usually 
required within a few cycles, so a load-use interlock is much more likely.  Whether performance 
is better on the original pipeline or on the modified pipeline will depend on the specific program. 
 
 
 
c)  If we eliminated the displacement addressing mode from the MIPS ISA and only supported 
register indirect addressing, then we would no longer need to compute an effective address for 
loads and stores.  We could improve the datapath by eliminating the AC (effective address 
calculation) stage from Ben’s modified pipeline, resulting in the following stages: 
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IF ID EX/MEM WB 
Instruction fetch Instruction decode 

and register fetch 
Execution of ALU 
operations or 
memory access 

Write-back to 
register file 

 
A diagram showing the new pipeline is given below. 

 
 
This new datapath does not have either of the hazards from Ben’s original or modified 
pipelines.  Thus, bubbles would not need to be inserted into the pipeline regardless of the 
instruction sequence, improving instruction throughput.  As a side note, the latency of a 
single instruction has also been reduced since there are now only 4 stages instead of 5.  
Although this does not improve performance in the steady state, a fewer number of stages 
does help in that fewer pipeline registers and bypass paths are required.  However, this 
instruction set is limited in that it only supports register indirect addressing.  This means 
that displacement addressing would have to be synthesized from simpler instructions (see 
Problem 4.D). 
 
 
d) Programmers could synthesize a displacement load/store instruction using the ADDi 
instruction, a scratch register, and the register indirect load/store instruction.  For 
example, to synthesize the following instruction with displacement addressing: 
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LW R1, 4(R2) 
 
we could use the following equivalent instruction sequence, where R3 is a temporary 
register: 
 
ADDI R3, R2, #4 
LW R1, (R3) 
 
The same programs could be written as before using this technique.  However, using this 
limited ISA may increase the number of instructions in the program as compared to the 
original ISA. 
 
 
e)  If Ben uses the ALU to resolve conditional branches in both his original pipeline and 
his modified pipeline shown in Problem 1.A, then there will be an additional cycle of 
branch delay in the new datapath because the ALU is now one stage later in the pipeline.  
If we don’t worry about duplicating logic, then we can put a comparator in any stage of 
the pipeline (except Instruction Fetch, as the register file has not yet been read in this 
stage) in order to resolve conditional branches.  The table shown below compares each 
possible placement of the comparator. 
 

Comparator 
In Stage 

Number 
of 

Branch 
Delay 
Cycles 

Additional Stall 
Condition Change in Clock Period 

WB 4 None 
Will remain unchanged since comparator 
is simpler than ALU operation so it cannot 
be the critical path. 

EX/MEM 3 None 
Will remain unchanged since comparator 
is simpler than ALU operation so it cannot 
be the critical path. 

AC 2 

1 cycle stall when the 
ALU output or result 
of a load is used for 
the branch 

Will remain unchanged since comparator 
is simpler than ALU operation so it cannot 
be the critical path. 

ID 1 

2 cycle stall when the 
ALU output or result 
of a load is used for 
the branch 

Will likely increase the clock period since 
it now could be on the critical path (get 
register value + comparator) 

 
Obviously placing the comparator in the Write-Back stage makes no sense since this 
doesn’t provide an advantage over placing the comparator in the Execute/Memory stage, 
and in fact increases the number of branch delay cycles by 1.  Placing the comparator in 
the Address Calculation stage instead of the Execute/Memory stage reduces the number 
of branch delay cycles by 1, but introduces a potential stall condition.  Since the branch 
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delay affects all branches, while the stall condition would only affect some of the 
branches, placing the comparator in the Address Calculation stage is to be preferred over 
the Execute/Memory stage.  Finally, the comparator could be placed in the Instruction 
Decode stage.  If this doesn’t lengthen the critical path, then this would be the best 
placement, as the number of branch delay cycles is reduced to 1.  However, if it does 
lengthen the critical path—and it likely will—then the increased cycle time would 
probably not be worth the reduction in the branch delay, as now all instructions will run 
more slowly. 
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Problem 3   
 
The questions below refer to the following circuit and its associated timing parameters.  
The flip-flops are positive-edge triggered, and FF0 has an enable input (Q only changes if 
En is high).  Assume that all timing parameters are positive. 
 

 

 
 
 
a) Fill in the following timing diagram for the circuit: 

 
 
b) What is the maximum clock frequency for the circuit in terms of the given timing 

parameters? 
 

These are the constraints for the different circuit paths: 
tclkPeriod ≥ tclkQ + txor 
tclkPeriod ≥ tclkQ + tinv + txor 

 
Since the delay of the latter is always larger than the former, the max clock frequency 
is 1 / (tclkQ + tinv + txor). 

 

txor Delay through XOR gate 
tinv Delay through inverter 

 
Flip-flop parameters (for both flip-flops) 

tclkQ Delay from clock to Q output 
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