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Notation. We use · to mean scalar or matrix multiply and • to designate vector inner product.

1 Background

We will look at security issues (and solutions to these issues) in the setting of machine learning. Consider a
machine learning infrastructure. These infrastructures generally consist of:

• sensitive data on which training is run to produce a model

• feature vectors that are passed through the trained model and output predictions.

There are various desirable security properties in this setting. Let us enumerate a few of them as well as
possible solutions:

1. Confidentiality of sensitive data during training, i.e. if training is run on a public cloud or to reduce
risk if a private cloud is compromised (solutions: homomorphic encryption, hardware enclaves).

2. Confidentiality of feature vectors passed through model, i.e. if the user want to run a prediction on
private data (solutions: homomorphic encryption, hardware enclaves, secure multi-party computation,
push model to the user).

3. Confidentiality/protection of the model itself, i.e. if the model gives a business advantage (solutions:
homomorphic encryption, hardware enclaves, secure multi-party computation,).

4. Integrity of model, i.e. make sure the correct model is being run (solutions: hardware enclaves).

5. Making sure predictions of the model do not leak sensitive data, i.e. if corner cases are encoded in
the model (solutions: di↵erential privacy).

2 Case Studies

Here we look at two particular examples of approaches to preserving security in a machine learning setting.

2.1 Privacy-Preserving Ridge Regression

First we will look at a solution to 1. from the previous section (confidentiality of data during training) in the
context of Ridge Regression: in particular we look at the solution elaborated in the paper Privacy-Preserving
Ridge Regression on Hundreds of Millions of Records, by Nikolaenko et al. in SP’13.
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2.1.1 Ridge Regression background

Regression is the process of trying to find a set of parameters to a function (in this case, a linear function) of
some feature vector such that the output variable is correctly predicted. We assume a set of training pairs
(~x

i

, y

i

), where ~x

i

2 Rd is the (vector of) observed variable(s) and y

i

2 R is the output variable (the one we
are trying to predict). We will write vectors as column vectors throughout these notes.

Concretely, ridge regression is given a set of n (~x
i

, y

i

) pairs and tries to find a � 2 Rd such that

~y ⇡ X · �

where ~y = (y1, . . . , yn)> 2 Rn and X = (~x1, . . . , ~xn

)> 2 Rn⇥d. We say ⇡ instead of = since the model may
not fit the model without some error.

Unlike ordinary least squares (OLS) regression, which tries to find the � minimizing the squared error

nX

i=1

(~x
i

• � � y

i

)2

Ridge Regression adds a penalizing term for the weights � so that these are not too large, finding � that
minimizes

nX

i=1

(~x
i

• � � y

i

)2 + �k�k2 (1)

where k · k2 is the `� 2 norm ( the `� 2 norm penalization helps avoid overfitting to the training data and
yields a unique solution where OLS may not).

The � that minimizes = (1), i.e. the goal of ridge regression, has the closed form solution:

� = A

�1
b, where A = X

>
X + �I, b = X

>
~y (2)

2.1.2 Threat model

We consider a case where each user owns their sensitive data (~x
i

, y

i

) and � is evaluated in the cloud by
an evaluator. Notice, from equation (2), that to calculate � näıvely, the evaluator must be able to see
(~x

i

, y

i

). We assume that the evaluator could be a malicious attacker that compute � correctly but may try
to copy/steal the data, (~x

i

, y

i

). However, we assume the final � will be public.

2.1.3 Solution

In the solution we introduce a third party, the Crypto Service Provider (CSP), which we will assume is
trusted, but need not be (as long as it does not cooperate with the evaluator). The solution involves Garbled
Circuits: see the August 29th notes (section 4) for a summary of the Garbled Circuits technique.

Strawman solution. We could potentially solve this issue with garbled circuits alone, where the CSP
garbles a circuit taking n inputs (~x

i

, y

i

). Each user would use oblivious transfer to retrieve the (garbled)
labels for their inputs. The CSP would send the garbled circuit and the users would send their labels to the
evaluator. The problem with this strawman scheme is that the size of the garbled circuit is dependent on
the size of the database (the number of users), n, which is expected to be large in an ML setting. Thus this
strawman solution is not scalable in practice.

The main issue with this strawman solution is that the size of the GC depends on n. Instead we would
like the size of the GC to be constant in n.

Recall that we are trying to solve

� = (X>
X + �I)�1 ·X>

y.
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It can be shown by straightforward linear algebra that since X = (~x1, . . . , ~xn

)>, this is equivalent to

� = (
nX

i=1

(~x
i

~x

>
i

) + �I)�1 · (
nX

i=1

y

i

~x

i

).

Note then that the calculation of A = (X>
X + �I) and b = X

>
y can be reduced to a series of additions.

These additions can be performed by the CSP using partial homomorphic encryption (see the August 29th

notes, section 3.6), i.e. Paillier encryption. Recall that under the Paillier encryption function Enc(·),
Enc(a)Enc(b) = Enc(a+ b).

Thus, the CSP creates the encryption keys and sends the each user the public key. The user can compute
~x

>
i

~x

i

and y

i

~x

i

locally, and send Enc(~x>
i

~x

i

) and Enc(y
i

~x

i

) to the Evaluator. The Evaluator can then easily
obtain Enc(A) = Enc(~x>

1 ~x1) · · · · ·Enc(~x>
n

~x

n

) and Enc(b) = Enc(y1~x1) · · · · ·Enc(y
n

~x

n

). All that su�ces
is for the Evaluator to be able to compute A

�1
b.

Note that A 2 Rd⇥d and b 2 Rd, so the input size is constant in n. Thus, in addition to providing the
keys for encryption, the CSP also constructs a garbled circuit taking Enc(A) and Enc(b) as input. It sends
this circuit to the Evaluator, which also gets the appropriate labels for Enc(A) and Enc(b) from the CSP
via oblivious transfer. Note that the CSP’s ownership of the private encryption key is a key reason that we
assume the CSP and the Evaluator do not cooperate. The garbled circuit produced by the CSP can either
decrypt the values of Enc(A) and Enc(b) using the secret key to compute �, or use random masks: the
details are given in the paper.

2.2 Machine Learning Classification over Encrypted Data

In this second case study we the situation in which a server stores a private machine learning model through
which the client wants to run its data an obtain a prediction from, but the server does not want to make
its model public nor does the client want to leak its data or the prediction returned by the model. This is
e↵ectively 2., 3. and 5., from Section 1. We will look at the paper Machine Learning Classification over
Encrypted Data, by Bost et al. in NDSS’15.

More formally, we have two goals. The server has a prediction function P (·) and the client has data ~x.
We want a solution where

1. ~x and P (~x) is hidden from the server, and

2. P (·) is hidden from the client.

In general, this could be achieved via Fully Homomorphic Encryption, Garbled Circuits, Functional
Encryption or Partially Homomorphic Encryption. In practice, the first three strategies are a bit too slow,
so the paper proposes some PHE strategies to achieve the security goals. Since it is PHE, it is of course not
totally general, so we focus on some particular functions P , notably Hyperplane Decision Boundaries, Náıve
Bayesian Classifiers, and Decision Trees. Let us look in detail and the first of these.

2.2.1 Hyperplane Decision Boundaries

A hyperplane is the generalization of a line (2D)/ plane (3d) to higher dimensional space. All points ~x on a
hyperplane must satisfy ~c · ~x = b, for c, x 2 Rd.

As a line separates 2D space, a hyperplane separates space in d dimensions and can be used to designate
one half of the space as belonging to certain prediction class, and the other half of the space as not belonging to
a certain prediction class. We can determine which side of the hyperplane a certain observation (represented
as point in space) by looking at the signed distance from the point to the plane. For an arbitrary plane with
parameters ~c, b as above, the signed distance from ~x to the plane is

(~c • ~x� b)
1

k~ck2
.
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In the case where k~ck2 = 1 and b = 0 (it is easy to modify a set of hyperplanes to satisfy this and give the
same classification), the signed distance is simply ~c • ~x.

We can solve a multi-class decision problem for n classes using hyperplanes by learning hyperplanes with
normal vectors ~c1, . . .~cn, one for each class, and choosing the class i for the observation ~x which maximizes
the signed distance ~c

i

• ~x.

2.2.2 Problem setting with Hyperplane Decision Boundaries

The security problem elaborated in the beginning of this section can be concretized for the case of Hyperplane
Decision Boundaries as:

1. the client wishes to hide ~x and the class i maximizing ~c

i

• ~x from the server, and

2. the server wishes to hide the ~c
i

from the client.

2.2.3 Solution

The two problems in section 2.2.2 can be solved using Partially Homomorphic Encryption (PHE), i.e. Paillier

encryption, as follows. Note that by definition of the inner product, for ~c

i

= (c(1)
i

, . . . , c

(d)
i

)> and ~x =
(x1, . . . , xd

)>,

~c • ~x =
dX

j=1

(c(j)
i

x

j

)

if one of c(j)
i

or x
j

is known, this reduces to a sum of values multiplied by a scalar value.
In particular, we assume the server creates a secret and private key for Paillier encryption Enc. Then,

the server sends Enc(~c
i

) for each i to the client. Since it has ~x, client can then compute:

dY

j=1

Enc(c(j)
i

)xj =
dY

j=1

Enc(c(j)
i

x

j

) = Enc(
dX

j=1

c

(j)
i

x

j

) = Enc(~c
i

• ~x).

The client can then scramble these Enc(~c
i

•~x) and send them back to the server, which is able to compute
the maximum of the encrypted values. It tells the client which of the values was the maximal one.

This scheme satisfies 1. (from section 2.2.2) since the server never sees ~x and does not know the i

maximizing ~c

i

• ~x since the client sent the encrypted values in scrambled order (it can also not retrieve x

from the encrypted inner products because of the scrambling. The scheme satisfies 2. (from section 2.2.2)
since the client only sees the encrypted ~c

i

’s.
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