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1 Introduction

Hardware security has been becoming more ubiquitous in the design process of hardware with the discovery
of bugs such as Meltdown [7] and Spectre [6]. Both of the these bugs exploit out of order execution and the
cache side channel to read secret data and are even capable of dumping entire regions of protected memory
under reasonable attacker models.

2 Side Channel Attacks

The Spectre and Meltdown attacks can be classified as side channel attacks. On a high level, a side channel
attack is an attack that results from the implementation of the algorithm and not an attack on the algorithm
or the algorithm itself. Aside from these two attacks, there was a series of all kinds of side channel attacks
that were considered and studied by the community. The first of these attacks that we address is the timing
attack among others:

2.1 Timing Attack

Suppose that the following program that is bug free and is accessed by a legitimate user:

1 i f ( d i s e a s e == cancer ) {
2 l o t s o f w o r k ( ) ; // Do l o t s o f work with DB a c c e s s ; takes more time
3 } e l s e {
4 l e s s w o r k ( ) ; // Do l e s s work ; takes l e s s time
5 }

Code Example 1: Timing Attack

The program is given an input disease and depending on the input of the legitimate user, the code will
either take more or less time. In the example above, the attacker can time the process to learn whether the
user’s input was cancer or not.

2.2 Power Monitoring

Another type of side channel attack is the power monitoring attack. Even if the time can’t tell you any-
thing about the process, people are able to look at the power consumption of the machine to determine the
operations of the process. Using this information, the attackers can tell if those operations happened and
maybe even the sequence of operations that caused the high and low power consumption. As a result, this
may even allow people to learn cryptographic keys like AES. This is called differential power analysis, where
the difference in power consumption is observed and analyzed. Despite the amount of noise, attackers can
still infer a decent amount of sensitive information. As an example and in reference to the timing attack
Code Example 1, lots of work() may require more power consumption than less work() which then re-
veals information about the secret key (or as an analog, the disease). As a result, people were able to
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extract cryptographic keys from this and so nowadays, cryptographic libraries are designed in such a way
that branches more or less require equal power consumption. This is called being side channel proof. This
is sometimes implemented by executing dummy instructions to make up for the low power consumption on
the branches that consume less energy. This is one reason to use a well trusted cryptographic library instead
of creating your own.

A very similar class of side channel attacks related to the power monitoring attack is the electromagnetic
attack. These are very similar to the power consumption attacks and depends on what the machine is com-
puting. These attacks are based on electromagnetic radiation.

One last example related to the power monitoring attack is using temperature as a side channel. The
temperature of the components of a machine depend on the workload of the machine. For example, a
computation intensive workload is likely to heat up the machine more than one that has a smaller workload.

2.3 Acoustic Cryptanalysis

A noise of a machine may also allow attackers in infer secret information. Some examples of such acoustics
include a machine’s fan noise, sounds from a hard drive, and keystrokes. For example, keystrokes can be used
to almost exactly learn passwords based on the speed and strength a key was typed at as this is correlated
to how far apart the key may be. This ultimately narrows the search space of the password and allows
attackers to more easily guess the password or information that was typed.

2.4 Access Patterns to Memory

Access patterns to memory are also a side channel. For example, if we have physical access, we can determine
the access patterns to memory addresses by reading off the memory bus. Another side channel is when a
malicious operating system (OS) is observing the page faults from the operating system interrupts to figure
out the memory accesses based on the access patterns.

2.5 Data Remnants

Data remnants after a computation of private data can also be a side channel because transistors can hold
state and hence the data ”remnants” were not entirely deleted. Another relevant attack is the cold boot
attack where an attacker physically steals and freezes the RAM of a machine so that the state is maintained
and so the attacker can then use it to retrieve data.

In all, there are many types of side channel attacks and usually during the design process of a system,
we only look to mitigate a subset of these.

3 Cache Timing Attack

Meltdown and Spectre are two instances of first level cache timing attacks. A cache is a hardware component
that allows memory accesses to be served faster than it would take to read from memory and it contains
lines of addresses that are mapped to data.

Figure 1 1 is an example of caches with varying associativity where each column represents a cache line.
When data is read from memory, a block of data containing that virtual address is fetched into the cache
and stored in a cache line using a part of the address 2. On average, it takes roughly more than an order
of magnitude of time to fetch from memory than from the cache, hence the cache gives a large performance

1This diagram is from Hennessy et. al’s Computer Architecture textbook.
2A part of the address is typically split into a tag and an index which are then used to determine the cache line based on

the caching algorithm
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Figure 1: Caches with varying levels of associativity [5].

improvement.

3.1 Cache Attack

Now the main problem in question is how does an attacker access the cache? Suppose we have a victim
process:

1 buf [ SSN ] // Bob ’ s data at address buf + SSN

Code Example 2: buf Array containing Bob’s data.

and an attacker process that wants to know the SSN. Then a cache attack can proceed as follows:

1. The attacker first scans enough of their own address spaces S until they are confident that the addresses
accessed map to all of the cache lines in the L1D cache (Figure 2, Step 1).

2. Then the victim makes an access to buf[SSN] (buf array at index SSN) (Figure 2, Step 2).

3. Assuming that the attacker knows the address of the buf array, the attacker can infer which address
was accessed by re-scanning the address space S and timing how long it takes to access each address in
the address space S. The memory access that takes the most time determines the memory access made
because with the address offset revealed and address of array buf known, the SSN can be computed
(Figure 2, Step 3).

3.2 Reducing Noise

The attack above is an idealization. During a real attack, multiple processors may be running, other data
aside from the secret may have been accessed, and etc. Noise such as this may reduce the success of an
attempted attack. Despite the noise, an attacker can repeat the attack process a number of times for a
probabilistic guarantee on the validity of the result from the attacks.
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Step 1 Step 2 Step 3
Memory
Address

Value

addr 1 attacker stub value

addr 2 attacker stub value

addr 3 attacker stub value

addr 4 attacker stub value

addr 5 attacker stub value

Memory
Address

Value

addr 1 attacker stub value

addr 2 attacker stub value

buf+SSN buf[SSN]

addr 4 attacker stub value

addr 5 attacker stub value

Memory
Address

Value

addr 1 attacker stub value

addr 2 attacker stub value

addr 3 attacker stub value

addr 4 attacker stub value

addr 5 attacker stub value

Figure 2: Simplified cache states in the Meltdown attack. Each line represents a cache line with a corre-
sponding memory address that mapped to the cache line and the value at that memory address.

Table 1: Instruction ordering.
Instruction State of instruction

I1 last uncommitted instruction

I2 speculatively executed instructions
I3
I4

4 Meltdown

Meltdown is an attack on memory isolation. The operating system tries to give us a contract that different
processes will be isolated from each other. For example if you have process running with banking information
and another process that runs video games, one would wish that their games aren’t able to access their
banking information. That is, we require memory isolation: where one process cannot access the data of
another process. In Meltdown, the user process can access kernel space which breaks the contract’s guarantee.

4.1 Attacker Model

In Meltdown, the attacker is allowed to run a process in user mode on the same machine as the victim process.
This is the only permission required and is undoubtedly a very realistic attacker model in applications such
as cloud services.

4.2 Out of Order Execution

As a precursor to the attack, we recall out of order execution. Out of order execution is an optimization that
allows instructions to be run out of order using a reorder buffer. As long as an instruction does not have
any structural nor data dependency hazards, there is no reason not to run the instruction while previous
instructions are waiting on a resource 3.

For example, in the Table 1, assuming that the instructions are read in the order of index, if the current
last uncommitted instruction in instruction memory is I1 and there are several instructions following I1,
namely I2, I3, and I4 that do not have dependency hazards4, then I2, I3, and I4 may be executed before I1
finishes.

4.3 Meltdown Attack

The main problem that allows the Meltdown attack to happen is introduced by out of order execution and
the fact that memory accesses propagate data to the cache before access permission of the memory address

3A resource here could be a structural resource like the ALU or register results.
4More specifically read-after-write data hazards and structural hazards.
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is checked.

4.3.1 Preparation for an Attack

rcx // x86 register storing the kernel address

rbx // x86 register storing the start of probe array of attacker

First, suppose that the kernel address is stored in the register rcx and the address at the start of the
probe array is stored in rbx. In this attack, the attacker uses two processes because if rcx is accessed,
then the first process will trigger an exception for reading from privileged memory and the attacker will use
another process to access the secret. Now as in the previous cache attack (3.1), the attacker will use process
1 to make many memory accesses to populate the cache with data that’s not from the probe array.

4.3.2 Attack Process

Once the attacker has made the preparation, the attacker will use process 1 to execute the following instruc-
tions 5:

mov rax [rcx] // load secret value at privileged address rcx

mov rdx [rbx + rax] // load value at address contained by probe array

Because rcx is contained in privileged memory and a load occurs before access permissions are checked,
then the exception that occurs due to an incorrect permission access occurs after the first instruction has
loaded the value at the kernel address into rax and also after the address rbx + rax has loaded into the
cache by executing the second instruction. The second instruction is called the transient instruction. After
this, the process terminates due to the exception.

Next, process 2 can run the same cache timing attack from (3.1) by making a memory access to every
location in the probe array to check which access required the least amount of time (because this is likely to
be the address whose tag corresponds to rbc + rax). This will reveal the address accessed after which the
secret rax can be computed because rbx is known to the attacker.

4.3.3 Noise

Again, despite noise (eg. the transient instruction doesn’t execute), the attacker can execute the attack
process many times for a probabilistic guarantee.

5 Spectre Attack (Keyhan Vakil’s Presentation [4]) 6

5.1 Definitions

Spectre is an attack on speculation and out of order execution. It is broader class of attacks (variant 3
of Spectre is refered to as Meltdown) that uses out of order and speculative execution to make observable
changes in the computer architectural state and utilize these state differences to create a side channel. We
begin this section with two definitions to clearly define the Spectre attack:

Definition 1 Microarchitecture is the description of how an instruction set is implemented in a processor,
including implementation details about the ALUs, caches, branch predictors, out-of-order execution, multi-
processing, etc.

5rax, rbx rcx, and rdx are all x86 registers
6Note that many of the points in this section are taken from Keyhan Vakil’s slides.
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Table 2: Meltdown vs. Spectre
Property Meltdown Spectre

Architecture Mostly Intel Mostly Everyone
Prerequisites Limited code execution Limited code execution
Cause Out-of-order execution Out-of-order + Speculative execution
Impact Physical memory reads Variant dependent
Fix Software patches Harder software patches

Definition 2 Speculative execution is the act of speculatively executing instructions before they are known
to be needed and discarding the resulting (non-microarchitectural) state changes if they are not needed in the
future. More specifically, in the case of a branch statement, the branch predictor makes a guess as to which
direction to take and speculatively executes instructions.

Definition 3 Spectre is an attack that tricks a processor into speculatively executing an instruction which
should not have been. This leads to a change in microarchitectural (eg. in the cache and branch predictor)
states which are observable through side channels.

5.2 Meltdown vs. Spectre

As shown in Table 2, Meltdown affects mostly Intel architectures because it’s specific to the implementation
of permission checks while Spectre affects any architecture that utilizes the microarchitectural side channels
and speculative execution. Moreover, Meltdown attacks utilizes the physical memory accesses and the cache
state, whereas Spectre utilizes other side channels for the attack and thus complicates the fixes.

5.3 Branch Prediction

1 i f ( c ond i t i on ) do foo ( ) ;
2 e l s e do bar ( ) ;

Code Example 3: Branching.

Instructions following the branch instructions are allowed to execute speculatively for performance im-
provements. Without this kind of speculation, the processor would have to wait for the result of condition
which would make the pipeline slow. For example, in Code Example 3, if condition is not known but
do foo() and do bar() do not have data dependencies on previous instructions, then these functions can
be speculatively execution while the processor is waiting on the result of condition. The branch predictor
dictates whether the processor should speculatively execute the body of the if or else statement and usually
uses a history table to estimate the speculation direction. In the case of a misprediction after the result of
condition is committed, the speculated instructions are discarded so that the changes to the architectural
states (eg. the reorder buffer, the registers, and etc) do not become visible.

5.4 Spectre Variant 1

1 i f ( idx1 < a r r a y 1 s i z e ) {
2 s i z e t idx2 = array1 [ idx1 ] ∗ 4096 ; // Sec r e t ( array1 [ idx1 ] ) based computation
3 y = array2 [ idx2 ] ;
4 }

Code Example 4: A block of code with an attacker controlled input idx1 and the length of array array1 as
array1 size.
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5.4.1 Preparation for an Attack

As preparation for the attack, we assume that all the variables except for array1 size and array2[idx2]

are cached and that the branch predictor has been trained to take the branch and execute the body 7).

5.4.2 Attack Process

Once the processor runs the code in Code Example 4, the processor will speculate on the branch since it
cannot immediately figure out if idx1 < array1 size as array1 size is not cached and the branch predictor
will predict that idx1 < array1 size. Then processor then computes idx2 = array1[idx1] * 4096 and
gets a cache miss with the memory access on line 3, at which point the memory access propagates to the
other cache levels or main memory and the result is added to the cache. Finally, the attacker times memory
accesses to reveal the value of idx2; since array2[idx2] was cached, accessing this address will tend to take
less time.

5.4.3 Noise

As with any attack, countermeasures are taken to reduce noise. For Spectre, these include the following
techniques:

• Using the rdtscp [1] instruction to time with accuracy up to nanoseconds. This instruction can be used
to capture timing differences accurately.

• To determine the secret, the attacker will try to make accesses to array2[4096 * x], x = 0,1,...,
so that each access falls into different cache lines. The value of x that takes less time is likely to contain
information about the secret.

• The attacker can fill the cache with miscellaneous lines so that array1 size is likely to result in a
cache miss.

• The attacker can engineer the branch predictor so that it predicts idx1 < array1 size.

5.4.4 Impact

The first variant of Spectre however, is somewhat contrived in the sense that the attacker needs to find
code similar to Code Example 4 in an OS or have it generated (for example from a JIT compiler). The
attacker also needs to be able to make time cache accesses to exploit the vulnerability. As a result, however,
Javascript is vulnerable to this attack because it’s code is just in time compiled to machine code.

5.4.5 Mitigations

The following are several mitigations to the first variant of Spectre:

• Serialize branch instructions using the lfence instruction [2].

• Serialize instructions where Spectre may occur. In practice, this only worked for simple cases.

• Never allow out-of-bounds array accesses to occur (even) speculatively.

7this can be done by issuing many executions where idx1 < array1 size to ”poison” the branch predictor.
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5.5 Spectre Variant 2

5.5.1 Indirect Branch Prediction

1 i n t (∗ fp ) ( int , i n t ) = i s m i n i m i z i n g p l a y e r ? &min : &max ;
2 fp (3 , 7 ) ;

Code Example 5: Spectre Variant 1.

As a precursor for the second variant, we recall how indirect branch prediction works on a high level. Un-
like direct branches, we do not immediately know the destination address of the branch until the instruction
is executed. Thus we usually keep a history of virtual address to estimate the destination address. These
types of branches occur in function pointers (eg. Code Example 5), virtual functions in C++, and the ret
instruction in x86 ISA.

5.5.2 Attack Process

Consider two contexts A and B, where B is the victim context and is about to make an indirect jump to a
virtual address. Assume that the branch predictor has been trained by the attacker in context A to jump
to a particular virtual address. Evidently, this address controls the shared branch predictor that context
B uses and fools context B to speculatively jump to an address it shouldn’t jump to and speculatively
execute instructions from this ”bad” address. As in variant 1, the attacker can use timing to observe these
microarchitectural changes.

5.5.3 Impact

Since the branch predictor is a shared resource, it can be trained by an attacker process using the same CPU
as the victim process and hence variant 2 is a very powerful and omnipresent threat.

5.5.4 Mitigations

The following are several mitigations to the second variant of Spectre:

• Disable the indirect branch predictor.

• Flush branch predictor during context switches (there are microcode patches which do this).

• Partition branch prediction by processes (this is done for the TLB using PCIDs and ASIDs).

• Using retpolines [3] which essentially replaces these indirect jumps with ret instructions since the return
stack buffer can’t be affected across processes.
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