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1 Coding Project Requirements

The coding project is based around the Multi-Agent Deep Deterministic Policy
Gradient (MADDPG) algorithm [1], which has an open-source implementation
available at https://github.com/openai/maddpg. You are expected to come
up with a question about MADDPG or multi-agent environments in general,
and perform a sequence of experiments to answer this question. We have some
minimum requirements but beyond this encourage you to be creative, although
we do have some suggested project ideas to start you in the right direction.

The project proposal is due Sept 18th. The final report is due Oct 4th.
You may work individually or in a group of two.

2 Project proposal

The proposal should be a maximum of one page, and be submitted on Grade-
scope. It should clearly state the question you wish to answer, and briefly outline
a plan for addressing this question. This might include details of environments
you wish to create or experiments you plan to run.

If you are working in a group of two, the proposal should additionally list
who the two members are, and sketch how you plan to divide responsibility.
You should both submit the same proposal on Gradescope.

You will receive feedback on your proposal from course staff. This will not
affect your grade in any way, and is entirely there to help you with the project.

3 Project scope

All projects should develop at least one new environment or interesting exper-
imental setup. You may also use existing environments from the multi-agent
particle environments or elsewhere, although you are encouraged to test them
in different configurations than reported in existing papers.

1



We wish you to be free to explore questions that you find interesting. How-
ever, we provide below some ideas for project topics that you are free to use as
starting points:

• Equilibria: Under what conditions does MADDPG converge to Nash?
If it does not converge to Nash, does it converge to anything – if so,
what? The work should be primarily empirical but connections to theory
on multiagent equilibria are encouraged.

• Scalability: How does MADDPG scale to more challenging environ-
ments? For example, more agents, more teams of agents (unique reward
functions), complicated dynamics, higher-dimensional state spaces.

• Reproducibility: attempt to reproduce a substantial fraction (at least
two) of the experiments in the MADDPG paper and conduct an addi-
tional investigation to test if these results are truly representative of its
performance. This could include a sensitivity analysis to random seeds or
hyperparameters, or testing on new environments of comparable difficulty.

The project proposal provides a natural point for feedback, but we’re also
happy to discuss project ideas earlier at office hours.

4 Final report

The final report should be two to four pages long. Each group should submit
a single report. It should motivate your question, describe the method in detail
and discuss the experimental results. Additionally, you will be required to
submit a ZIP file of your code and raw data from the experiments. This should
allow others to easily reproduce your work.

5 Groups

You may work individually or in a group of two people. We will expect a more
substantial project scope from groups than for individuals. If you are in a group,
you will submit the report together, and should add a paragraph explaining the
role of each group member. We will also you to submit individually a paragraph
about what each member of the group contributed to the final project.

Groups must submit the project proposal together, and so you should form
a group no later than Sept 18th, although we would recommend forming groups
earlier to start work on the project. We would encourage most people to work
in a group, especially if you do not have prior experience with deep RL.

If you would like to find other students interested in forming a group, you
can add your information to this spreadsheet: https://goo.gl/pMqFnf.
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