
Floating Point
Convert the following decimal fractions to IEEE 754 32-bit floating point numbers (i.e. give the 
bit patterns). Assume rounding is always to the nearest bit, with ties rounding up.

a. 126.375/1 0 10000101 11111001100000000000000
b. 23.6/0 0 11111111 00000000000000000000000
c. -5.0/16.0 1 01111101 01000000000000000000000
d. 0.0/0.0 1 11111111 10000000000000000000000 (not unique)e)



 
 
You have an array defined as follows:
 
   #define N 1024
   int matrix[N][N];
 
You are running on a processor with 16KB direct-mapped cache, 64-byte cache line/blocks. You 
know that cache locality is very important for efficiency, so you process the array matrix in 
little blocks of size 5x5.
offset bits: 6
index bits: 2^4*2^10 = 2^14 bytes...2^14/2^6=2^8 -> 8 bits
a)      Does a 5x5 block of the array matrix fit entirely in the cache? Explain.
No. The start of each block of the matrix is 4096 apart, which only affects the top 2 bits of the 
index; the 1st and 5th col of the matrix block will collide in the cache.
 
 
b)      Does the answer change if N = 1056?
Yes. Now, when we increment by multiples of 4224, we don’t just modify the top 2 bits of the 
index. It turns out that each block in the cache will differ in the index.



 
 
MIPS, C, and Pointers
 
The following C code sequence translates a source string SRC into a destination string DST 
according to a translation mapping, MAP [256]. The code sequence executes by accessing 
the SRC string character-by-character, using the value located there as an index into the MAP 
string. The value found there should then be copied into next location of DST. 
 
For example, “A” is 65ten in ASCII, “B” is 66ten, and so on. If the desired translation is to map 
capital letters in lower case letters, then MAP[65] would contain “a”, MAP [66] would contain “b”, 
and so on.
 
You should assume that MAP[0] should always be 0 by convention (you can’t translate the null 
terminator), and that DST has been assigned (in some way) to point at sufficient memory to hold 
the translated SRC string.
 
The code snippet is as follows:
 
int main(void)
{

unsigned char *SRC, *DST, *p, *q;
unsigned char MAP[] = “ … abcdef …”; /* 256 char trans string */
SRC = “ … original source string of any length … ”;
DST = MAGIC_HERE; /* initialize DST to allocate memory */
p = &SRC[0]; q = &DST[0];
while ((*q++ = MAP[*p++]));
return (0);

}



 
 
1. Write MIPS assembly code for the while loop ONLY. Comment your code to make it 
understandable.
Recall that the while loop is
 

while ((*q++ = MAP[*p++]));
 
while(*s1++ = *s2++);
 
Assume that before the loop, p and q are assigned to $s1 and $s2 respectively, while the base 
addresses of SRC, DST, and MAP are assigned to $t1, $t2, and $t3 respectively.
 

addu $s1, $t1, $zero # p = &SRC[0]
addu $s2, $t2, $zero # q = &DST[0]

Loop:
lbu $t4 0($s1) # get *p
addu $t4 $t3 $t4 # get &MAP[*p]
lbu $t4 0($t4) # get MAP[*p]
sb $t4 0($s2) # *q = MAP[*p]
addiu $s1 $s1 1 # p++
addiu $s2 $s2 1 # q++
bne $t4 $0 Loop

 
Exit:

 
 



 
 
3. Consider the following MIPS function foobar:
foobar:

addu $v0 $0 $0
loop:

andi $t0 $a0 1
addu $v0 $v0 $t0
srl $a0 $a0 1
bne $a0 $0 loop
jr $ra

 
Give the output of foobar for the following calls:
 
foobar(0) 0 foobar(0xC1001021) 6

foobar(0xFFFF) 16 foobar(0x8000) 1

Give a concise description of the behavior of foobar in one sentence or less (you should be 
able to do it in at most 10 words).
Counts bits set in $a0.
 
 
 
Now consider the MIPS code on the following page. What is returned by baz as the result of the 
following MIPS code segment? Give your answer as a decimal number.
 
la $a0 foobar
li $a1 5
jal baz
 
3 (bits set in addu $v0 $0 $0)
________________



 
 
 

la $a0 foobar
li $a1 5
jal baz
j ELSEWHERE #what’s in $v0 here?
baz: addiu $sp $sp -4

sw $ra 0($sp)
jal hrm
addiu $t1 $v0 48
addu $t0 $0 $0
addu $t3 $a0 $0

L1:
beq $t0 $a1 L1done
lw $t2 0($a0)
sw      $t2 0($t1)
addiu $t0 $t0 1
addiu $a0 $a0 4
addiu $t1 $t1 4
j L1

L1done:
lw $a0 0($t3)
sll $0 $0 0
sll $0 $0 0
sll $0 $0 0
sll $0 $0 0
sll $0 $0 0
lw $ra 0($sp)
addiu $sp $sp 4
jr $ra

 
hrm:

addiu $v0 $ra -4
jr $ra

 
foobar:

addu $v0 $0 $0
loop:

andi $t0 $a0 1
addu $v0 $v0 $t0
srl $a0 $a0 1
bne $a0 $0 loop
jr $ra

 
What is returned by baz?
 
 
 
________________

 



 
 
Consider the following C function dot_product, which computes the dot product of two vectors of 
integers, a and b, of size n:
 
float dot_product(int *a, int *b, unsigned n) {

int result = 0;
while(n != 0) {

result += (*a) * (*b);
a++;
b++;
n--;

}
return result;

}
 
Implement dot_product in MIPS.
dot_product:

addu $v0 $0 $0 # result = 0
loop:

beq $a2 $0 done # done looping?
lw $t0 0($a0) # load a elem
lw $t1 0($a1) # load b elem
mul $t0 $t1 $t0 # assume this is 1 instr.
addu $v0 $v0 $t0 # result += (*a) * (*b)
addiu $a0 $a0 4
addiu $a1 $a1 4
addiu $a2 $a2 -1
j loop

done:
jr $ra
 

 
Express how many instructions are executed by this function, as a function of n.
3 + n * 9
 
Suppose we modify the MIPS ISA to include three new 32-bit integer SIMD instructions and 
accompanying vector registers. The vector registers will be denoted sv{0..31} and will be 
128 bits wide each. $sv0 will always hold all zeros. The new instructions will be lv128, which 
loads 4 words into a vector register, using computed addresses just like lw, sv128, which 
stores a vector register into a block of 4 words, using addresses computed just like sw, and 
mulvi32 and addvi32, which do a vector multiply and add, respectively, of 2 of the SIMD 
vector registers, considering them to hold 4 32-bit integers, and stores the result in a third.
 



Implement dot_product in MIPS, using our new SIMD instructions. For simplicity, you may 
assume that n is a multiple of 4.
 
dot_product:

addiu $sp $sp -16
addvi32 $sv3 $sv0 $sv0 # results = 0

loop:
beq $a2 $0 done # done looping?
lv128 $sv1 0($a0) # load a elems
lv128 $sv2 0($a1) # load b elems
mulvi32 $sv1 $sv1 $sv2 
addvi32 $sv3 $sv3 $sv1 # results[0:3]+= (*a)[0:3]*(*b[0:3])
addiu $a0 $a0 16
addiu $a1 $a1 16
addiu $a2 $a2 -4
j loop

done:
sv128 sv3 0($sp)
lw $t0 0($sp)
addu $v0 $0 $t0
lw $t0 4($sp)
addu $v0 $v0 $t0
lw $t0 8($sp)
addu $v0 $v0 $t0
lw $t0 12($sp)
addu $v0 $v0 $t0
addu $sp $sp 16
jr $ra

 
Express how many instructions are executed by this function, as a function of n.
Non-SIMD: 3+n*9
SIMD: 14 + (n/4) * 9
 
Assuming that all instructions take the same number of clock cycles and the clock period did 
not change (neither are good assumptions in general...), how large does n have to be for the 
performance of the vectorized version to be at least as good as the non-vectorized version?
14 + (n/4) * 9 = 3 + n*9 -> n = 1.62963
It’s useful immediately.
 
Assume we compute the dot product of vectors of size n=128 frequently in our program, and 
that we spend 20% of our program’s execution time in dot_product. What is the speedup 
given that our vector instructions can handle 4 elements at a time?
 
Before, execution of the function took 1155 instructions. With 4 elements at a time, it takes 302 



instructions and the speedup is therefore 1/(.8 + .2/(1155/302)) = 1.17
 
Now let’s take a slightly more realistic view of performance. Although we will still assume that 
all instructions take the same number of clock cycles, we will admit that adding these new 
instructions might force us to increase our cycle time somewhat. By what factor can we allow 
our cycle time to increase while still having a speedup of at least 1.1?
(instrs old)/(instrs new * cycle_time_increase) = 1.1
1.17 * 1/x = 1.1 -> x = 1.064
 


