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This lecture covers:

• Retransmission

13.1 Retransmissions

Given a channel that takes a single bit and keeps asking for retransmission if it does
not receive it, this is clearly a geometric random variable. The expected arrival time
is thus 1

P (success) .
In our transmissions, we do not lose anything. Some packets might be bad, and

these are considered erasures. There is a clear distinction here between erasure and
deletion, however. If synchronization is good, deletion is not an issue. In the case
of an erasure, we are aware that we received a packet, and know that it cannot be
correctly decoded. A deletion would be a packet being completely omitted without
the knowledge of the receiver. With an erasure channel, at best we can get data in
all the non-bad packet positions, so with our retransmission scheme we are really not
losing anything.

Figure 13.1. A graphical representation of good and bad packets over time.
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Usually a packet is transmitted, and then the sender waits for some kind of signal
from the receiver, which means there is dead time. This is a fairly ine�cient system,
and in real world applications, there can be significant lag.

Some strategies of dealing with the overhead of retransmission:

• Keep sending until you get an acknowledgement - this unfortunately wastes
some ”good” spots where you could be sending other data

• Request retransmission in bulk later, in an e↵ort to amortize the overhead.
This is more e�cient but can cause a bigger delay.

• Split the data stream into windows (multiple packets). Let the acknowledge
signals stream in, and you resend the windows. This strategy ”fills in the holes”
of bad packets. Need a sequence number to do this, however.

In putting together one of these systems, you must also worry about how to divide
the channel to enable both sending and receiving. Two of the main strategies for this
are frequency division and time division. Frequency division works by dividing the
given bandwidth into sub-bands, one for transmitting and one for receiving. This
allows you to transmit and receive simultaneously. Time division works by having
specified time periods for transmitting and receiving respectively.

In building a retransmission system, there are some practical concerns to be taken
into account:

• Sequence numbers need to be put on packets

• Some way of both listening and talking needs to exist

• Feedback path must exist for the receiver, this is not necessarily implicit if a
forward path exists

– Need it to succeed even if the forward path is bad

– Often, people use more error correction (lower rate) on this than their
forward path, since it must succeed.
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• Need some sort of error detection in the code, such as a hash. Sometimes this
is implicit in the code.

Retransmission is a fundamentally e�cient system, so it is not a bad thing to
fall back to. However, it adds extra lag to a system. A good way to visualize this
is typing over some laggy medium. There is some inherent delay between pushing a
key on your keyboard and seeing the letter show up on the screen. Although all the
information makes it across, this can clearly be an annoying e↵ect. Depending on
the application, this can be troublesome.

Retransmissions introduce lag because:

• If the channel is bad at a certain time, you usually must retransmit many times

– This is not really a function of how good a retransmission strategy is, the
channel is out of your control

• The retransmission channel often has a low rate with error correction, making
it slower

• In real systems, extra lag comes from the ”window” system, where many pack-
ets are sent together before any sort of retransmission request can be made.
The goal here is to try and keep the channel stu↵ed with data at all times,
making e�cient use of it. However, this results in a longer wait before data
can be retransmitted, sacrificing latency for bandwidth.

Given the abstraction that packets go ”bad,” retransmission is an e↵ective scheme.
However, this is a not necessarily how things work in real life. What if a packet is
only ”a little bad?” For example, what if the wrong tone ”wins” in an FSK scheme?
It would be easy to make it correct by transmitting the tone for a little while longer,
at which point the correct tone ”wins,” and the error goes away.

The basic strategy for retransmission is called ARQ - which stands for automatic
repeat request. There is also Hybrid ARQ, where instead of retransmission, you
transmit a ”boost.” This signal is something you can combine with the data you
previously received to take the packet out of error and successfully decode your
data.

Hybrid ARQ is a fairly modern technique, and sees use in contemporary standards
such as LTE. In a system like that, we see more e�ciency at the cost of complexity,
and more lag in real-world applications. This however improves the overall data rate,
which at least for cell applications is usually the bottom line figure that companies
want to advertise and keep high, trading it o↵ for latency.
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