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Problem 1 [10 Pts]
Peterson and Davie, Chapter 6, Exercise 6.

Solution 1
R1 cannot be congested. Consider the highest traffic scenario for R1, in which all the hosts hanging off of one

end are trying to transfer to hosts on the other end. Since there are 4 hosts on each end, each of which can generate
up to 1MBps of traffic, the total traffic going in each direction is 4MBps, which is supported by the full duplex
4MBps links connected to the router.

For router R1, let us call the left child R2 and the right child R3.
For router R2, let us call the left child R4 and the right child R5.
For router R3, let us call the left child R6 and the right child R7.

R2 can get congested if the four hosts attached to R6 and R7 each try to transmit at 1MBps to the hosts attached
to R4. The link from R2 to R4 is 2MBps, but 4MBps is required to avoid congestion. By symmetry, R3 can get
congested in the same way.

R4 can get congested if any two hosts try to simultaneously send 1MBps each to one of R4’s children. Since
the link from each host to its router is 1MBps, the router would get congested if it had to transfer 1MBps from
more than one host. By symmetry, the same can be said about R5, R6, and R7.

Problem 2 [10 Pts]
Peterson and Davie, Chapter 6, Exercise 16.

Solution 2
(a) Under slow start, the send window size increases exponentially. 1MB = 1KB×210, so the window will be

1MB after 10 RTT’s.
(b) The maximum window size that this link can support is 1Gbps×100ms

8bits/byte = 12.5MB After 1RTT, 1KB has been
sent. After 2RTT’s, 1+2=3KB has been sent. After 3RTT’s, 3+4=7KB has been sent. See the continuation below.
1: 1=1
2: 1+2=3
3: 3+4=7
4: 7+8=15
5: 15+16=31
6: 31+32=63
7: 63+64=127
8: 127+128=255
9: 255+256=511
10: 511+512=1023
11: 1023+1024=2047
12: 2047+2048=4095
13: 4095+4096=8191
14: 8191+8192=16383 (so 10MB gets sent after 14 RTT’s, and the window size does not exceed the link’s capacity)

(c) 14RTTs×100ms= 1.4sec. 10×8Mbits
1.4sec = 57.14Mbps. 57.14/1000 = 5.7% of the available bandwidth.



Problem 3 [10 Pts]
Peterson and Davie, Chapter 6, Exercise 19.

Solution 3
Incrementing by this much each time an ACK arrives assumes that an entire MSS is acknowledged with each

ACK. This is not always the case. For instance, when a duplicate ACK is received due to out-of-order packets,
no additional data may be acknowledged, and when the other host receives the missing packets, the next ACK it
sends could cumulatively acknowledge many MSS’s. Furthermore, ACKs can be sent for smaller amounts of data
than one MSS. Thus it is not appropriate to increment the window by one MSS per ack, but by the actual amount
acknowledged.
Let N = CongestionWindow/MSS, the window size measured in segments. The goal of the original formula was so
that after N segments arrived the net increment would be MSS, making the increment for one MSS-sized segment
MSS/N. If instead we receive an ACK acknowledging an arbitrary AmountACKed, we should thus expand the
window by Increment = AmountACKed/N = (AmountACKed×MSS)/CongestionWindow

Problem 4 [10 Pts]
Peterson and Davie, Chapter 6, Exercise 20.

Solution 4
The window size may be too small to allow for 3 duplicate ACKs, or enough packets may have been lost for

there not to be 3 duplicate ACKs. For instance, assume a window size of 8, and packets 1 through 6 got lost. We
would only receive two duplicate ACKs (for 7 and 8), but we need 3 to trigger fast retransmit.

Problem 5 [10 Pts]
Peterson and Davie, Chapter 6, Exercise 30.

Solution 5
(a) Here is how a connection startup might progress:

Send packet 1
Get ACK 1
Send packets 2 and 3
Get ACK 2
Send packet 4, which is lost due to link errors, so CWND=1.
We end up getting lots of coarse-grained timeouts when the window is still too small for fast retransmit, thus we
will never get ouf of slow start.

(b) No. TCP interprets all losses as congestion (because routers drop packets when congested), thus it would
have no way of knowing if a loss is due to congestion or link errors.

(c) Yes. Assuming an congestion notification scheme like ECN, we could reduce the window size upon receiving
an explicit congestion notification, and assume that all losses are due to link errors, requiring just a retransmission,
not a cut back in window size.

Problem 5 (should be 6) [10 Pts]
Peterson and Davie, Chapter 6, Exercise 33.

Solution 6
We may oscillate between no congestion and heavy congestion. Assume the link can support a window size of

24. With slow start we would move from no congestion (with a window size of 16) to heavy congestion (with a
window size of 32) in one RTT, and then cut back our window size to quell the congestion. The pattern would
then repeat.



Problem 6 (should be 7) [40 Pts]
Consider a congestion control algorithm that works in units of packets rather than bytes, uses additive increase,

multiple decrease, and utilizes slow start. Slow start always begins with a congestion window of size 1. Once the
window size reaches SSTHRESH, the algorithm switches to its congestion avoidance phase, in which the window
size increases by 1 packet after each successful transmission of a window. When there is a loss, SSTHRESH is set to
half of the window size and slow start begins again, with a window size of 1. Assume the delay is latency only (that
is, only consider propagation delay, not data transfer time). An ACK is returned for each packet, acknowledging the
last packet received without gap. Since transfer time is negligible, all packets per window are essentially received
at the same time, and all ACKs for those packets are sent at the same time. Thus, the receiver expects to receive
all the ACKs one RTT after it sends the window. Because all of the ACKs for a window are received at the same
time, you can simplify your window size calculations by just doubling the window size after one RTT (for slow
start) or incrementing it by one (for congestion avoidance) rather than incrementally increasing it per individual
ACK received, as TCP does in real life. If the last ACK received after one RTT does not acknowledge the last
packet sent, then there has been a loss, and the next transmission starts from the missing packet (for example, if
packets 3, 4, 5, 6 are sent and the last ACK received is for packet 3, then 4, 5, and 6 will all get resent). You are
trying to send a total of 46 packets.

(a) Plot the congestion window as a function of RTT in the situation where packets 15 and 40 get dropped. How
many RTT’s does the entire transmission take?

(b) Now suppose we use a modified version of fast recovery, in which we continue in the congestion avoidance
phase, starting from half the congestion window, after a loss. Plot the congestion window as a function of RTT
given that packets 15 and 40 get dropped. How many RTT’s does this transmission take?

Solution 7
(a) 14 RTT’s

Fig. 1. graph for part (a) Fig. 2. graph for part (b)

(b) 11 RTT’s


