
CS174 Lecture 11 John Canny

A Permutation Test

Its possible to take a completely different approach to hypothesis testing that assumes nothing
about the distribution of the data. Rather than assuming a distribution for the data and using that to
derive the distribution of the test statistic, we can instead work only with the experimental outcome
data. Working with our algorithm running time example, we make a modification to hypothesis 2:

Null hypothesis 2AAssume that running times for algorithm A and B are identically distributed,
independent random variables.

The distribution of running time could be anything at all. We didnt even say whether it is
continuous or discrete. Even so, the null hypothesis does induce a probability distribution on the
test statistic without any other information. Specifically, it implies that the samples are indistin-
guishable and exchangeable. Our test statistic is a mean of 6 values (algorithm B running times)
minus the mean of 8 values (algorithm A running times). If the null hypothesis is true, these mea-
surements are indistinguishable. So there is a test statistic distribution induced by all permutations
of the 14 values with the first 8 labelled as “A” and the last 6 as “B”. The resulting test statistic
distribution is called thepermutation distribution.

The permutation distribution has no simple analytic form, but it can be generated numerically
by enumerating permutations and building a histogram. In practice the number of permutations is
usually too large to enumerate. But we can approximate the permutation distribution to arbitrary
accuracy by using enoughrandom permutations. An approximate permutation distribution built
from one million random permutations is shown in figure 1.

Like any other test statistic distribution, we can use this one to determine the p-value of the test
statistic on our original data. The actual difference in mean times between algorithms A and B is
13.0. When we plot this on the test statistic distribution, we find that the fraction of permutations
of the original data which gave an equal or higher test value was 0.0188 (the two-sided p-value is
0.0376). This p-value is remarkably close to the analytic value we derived for hypothesis 2 using
a t-distribution.

The permutation test above is an example of a non-parametric test. We made no assumption
about the distribution under the null hypothesis. Usually, when you weaken the assumptions in the
null hypothesis it becomes harder to reject as our earlier example showed. But the permutation test
rivaled the sensitivity of a parametric t-test assuming equal variances. This wasnt a fluke. Permu-
tation tests often rival or even exceed the performance of parametric tests. They are remarkably
simple to design and implement - the only “hard” part is generating enough random permutations
to get the desired accuracy. But on today’s machines the computing time needed is very small.

Monte-Carlo Permutation Tests

Our random permutation test was an approximation to a true permutation test: instead of enu-
merating all possible (14! ≈ 8.7 × 1010) permutations, we sampled them using a Monte-Carlo
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Figure 1: Permutation distribution on the observed data and the test statistic att ≥ 13

method. This gave us ap-value which was close but not exactly the same as thep-value for the
true permutation distribution. We should estimate the variance of thisp-value.

Let v1, . . . , vn be a sequence of observations which are iid under the null hypothesis. letvπ =
vπ(1), . . . , vπ(n) denote the sequence re-ordered by a permutationπ. Let t(v) denote the value of the
test statistic on the given sequencev. Now assumeπ is a uniformly-chosen random permutation
of 1, . . . , n. Given this distribution letp denote the probabilityPr(t(vπ) ≥ t(v)). That is,p is the
actualp-value for the test statistic on the ideal permutation distribution. Since there aren! equally-
likely permutations, the value ofp will be rational and will have the formm/n! for some integer
m.

Now suppose we run a Monte-Carlo permutation test withN random permutations. Letπk be
one of these permutations, andXk be an indicator variable define such that

Xk =

{
1 if t(vπk

) ≥ t(v)
0 otherwise

thenXk is a poisson trial with probabilityp. The variableX =
∑N

k=1 Xk is a binomial variable
with expected valueNp and varianceNp(1 − p). Our estimate of the actualp-value is found by
dividing the observedX by the number of permutations:

pest = X/N

soE[pest] = p andVar[pest] = p(1 − p)/N . A more useful representation of the variance in the
estimate ofp is its relative errorwhich is its standard deviation divided by its value.
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Theorem 1
Let v1, . . . , vn be a given sequence ofn iid observed experimental values andt(·) → R be a test
statistic. For the permutation test,N iid random permutationsπ : {1, . . . , n} → {1, . . . , n} are
chosen. Letp be the actualp-value for the test, which is the probabilityPr(t(vπ) ≥ t(v)) for such
randomπ. Then the relative error in the estimatepest of p is bounded by:

Rerr(pest) ≤
1√
pN

Proof
The relative error inpest is Std[pest]/E[pest] which is

√
Var[pest]/p. Sincep is usually close to

zero,Var[pest] = p(1− p)/N ≤ p/N . Substituting:

Rerr(pest) ≤
√

p/N/p =
1√
pN

Last lecture, we compared the running times of algorithms A and B using a million-sample
permutation test which gave ap-value of0.0188. From the above theorem, we see that the relative
error in this estimate is about1/

√
0.02× 106 ≈ 0.7 percent. This is good enough for almost any

practical purpose.
But note that the relative error depends on thep-value. If test yields a smaller value, e.g.

0.0001, the million-sample test would have a relative error of 10 percent. In this case, it would be
wise to run more samples since the relative error decreases withN . Fortunately, the time needed
to run even hundreds of millions of samples on today’s computers is very small.

SinceX andpest are computed form poisson trials, we can use Chernoff bounds to bounded
the probability of an error of a given size.

Theorem 2
Let v1, . . . , vn, t(·), andπ be defined as per theorem 1. Then

Pr(pest ≥ (1 + δ)p) ≤ exp(−Npδ2/3) and Pr(pest ≤ (1− δ)p) ≤ exp(−Npδ2/2)

The proof is straightforward application of the Chernoff bounds for sums of poisson trials to
the random variableX.

Bounds of this form are convenient for determiningconfidence intervals. We would like to say
with some given confidence (i.e. with low probability of error), that an estimated value lies in a
given range. For instance, a98-percent CI can be built by limiting the probability for each of the
above errors to 1 percent. IfN is one million, we can solve forδ in both bounds. In the first (upper
tail) bound, we findδ = 0.027. For the second lower tail bound, we findδ = 0.022. It follows that
with 98% probability,

1

1 + 0.027
pest < p <

1

1− 0.022
pest or p ∈ [0.9736, 1.0226]× pest

And similarly to improving relative error, we can increaseN to either reduce the error probability
for the interval, or to derive tighter bounds for the interval.
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The Power of the Permutation Test

Our running-time example from last lecture showed that the permutation test was very similar to
the t-test in its p-value estimate. This was very encouraging. But it would be good to have a more
systematic understanding of the relationship between permutation tests and classical statistical
tests.

This is trickier than it sounds. Since the t-test is a parametric test and the permutation test is
non-parametric, we are trying to compare apples and oranges. Actually, it is more like comparing
apples and fruits. T-tests can only be applied when the null hypothesis is a normal distribution,
while parametric tests are much more widely applicable. But more than that, we are interested
now in thepowerof these tests, that is in how likely they are to reject the null hypothesis when an
alternate hypothesis is true. To make such an evaluation, we have to assume specific distributions
for the alternate hypothesis. For the t-test, the most natural alternate hypothesis is that the two
samples come fromdifferentnormal distributions. For these alternates, it has been shown that the
t-test based on the difference in sample means is the most powerful test. For large samples, the
power of the permutation test using the difference in sample means is equal to the t-test [1] for
normally-distributed alternates.

So using the permutation test seems to give us the best of both worlds. It is non-parametric, and
so can be applied even if we dont know what the population distributions are. If the populations
are normally distributed, we lose very little power by applying the permutation test compared to
an ideal test (the t-test).

1 Bootstrapping

Bootstrapping is the process of drawing a random samplewith replacementfrom an experimental
sample. Bootstrapping provides a non-parametric way to estimate the statistics of a population
from which an experimental sample was drawn. It is particularly helpful for computing confidence
intervals from data samples. For instance, our table of running times from last lecture was:

Algorithm A 95.7 83.3 101.2 102.9 88.5 111.9 112.0 99.6
Algorithm B 112.9 96.6 117.1 126.3 103.1 118.6

Suppose we concluded that the two populations are different based on a permutation or t-test. Now
we would like to know the range of means for each of the two algorithms.

A bootstrap samplefrom the algorithm A data set

A = {95.7, 83.3, 101.2, 102.9, 88.5, 111.9, 112.0, 99.6}

is a random sample of thesame sizedrawn with repetition. e.g. the sample

A′ = {101.2, 111.9, 101.2, 88.5, 83.3, 99.6, 83.3, 102.9}

is a boostrap sample fromA. A histogram of the means of 1 million bootstrap samples is shown in
figure 2.
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Figure 2: Histogram of means of 1 million bootstrap samples of algorithm A’s running time data

Bootstrapping: Same-sized Samples

A bootstrap sample is exactly the same size as the original data sample. That is, if we haven = 8
samples for algorithm A, we should choose 8 (re)samples for any bootstrap sample for A. Since
we are drawing with replacement, a bootstrap sample could have any size at all. But the goal is
to produce a sample with the same statistics as the original sample. e.g. Bootstrap samples have
approximately the same variance as samples from the original distribution. So to measure the
variance of themeanof bootstrap samples (which is the sample variance divided byn), we should
use exactlyn samples in every bootstrap.

Bootstrap Confidence Intervals

To obtain a 90% confidence interval for a population mean from a sample, we find the values at
the 5% and 95% percentiles of the histogram. These are respectively, the values of rank 50,000
and 950,000 in an ordered list of the re-sampled means. The resulting confidence interval for the
running time of algorithm A is[93.775, 104.8].

We can apply the same resampling to the data for algorithm B. In that case, the 90% confidence
interval is[105.6, 118.9].

This simple approach is aprimitive bootstrap confidence intervalor CI. If X is a sample mean,
then ideally we want an interval[l, u] such thatPr(X < l) andPr(X > u) are exactly 5% or
whatever our desired confidence is. In fact for the primitive bootstrap,Pr(X < l) = α+O(n−1/2),
whereα is the desired confidence level.
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Definition
A confidence interval[l, u] for X is said to be first order accurate ifPr(X < l) andPr(X > u) are
α + O(n−1/2), whereα is the desired confidence level.

A confidence interval[l, u] for X is said to be second order accurate ifPr(X < l) andPr(X > u)
areα + O(n−1), whereα is the desired confidence level.

i.e. the primitive bootstrap is first-order accurate. The main problem with the primitive boot-
strap is that it exhibitsbias. The actual percentiles of the population distribution differ from the
resampled population. The error is minimized when the bootstrap distribution is close to normal.
There is a standard transformation for doing this, which leads to thebias-corrected bootstrap CI.
The bias-corrected 90% CI for the mean of algorithm A is[93.56, 104.74], very close to our prim-
itive bootstrap CI. However, it should be noted that the data for the example were generated from
normal distributions and so bias was not significant.
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