
CS 188: Artificial Intelligence
Learning IV: Statistical learning & Naïve Bayes

Instructor: Stuart Russell and Dawn Song --- University of California, Berkeley



Classical stats/ML: Minimize loss function

§ Which hypothesis space H to choose?
§ E.g., linear combinations of features: hw(x) = wTx

§ How to measure degree of fit?
§ Loss function, e.g., squared error Σj (yj – wTx)2

§ How to trade off degree of fit vs. complexity?
§ Regularization: complexity penalty, e.g., ||w||2

§ How do we find a good h?
§ Optimization (closed-form, numerical); discrete search

§ How do we know if a good h will predict well?
§ Try it and see (cross-validation, bootstrap, etc.) 
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Probabilistic: Max. likelihood, max. a priori

§ Which hypothesis space H to choose?
§ Probability model P(y | x,h) , e.g., Y ~ N(wTx,σ2)

§ How to measure degree of fit?
§ Data likelihood Πj P(yj | xj,h) 

§ How to trade off degree of fit vs. complexity?
§ Regularization or prior: argmaxh P(h) Πj P(yj | xj,h) (Max a Priori)

§ How do we find a good h?
§ Optimization (closed-form, numerical); discrete search

§ How do we know if a good h will predict well?
§ Empirical process theory (generalizes Chebyshev, CLT, PAC…);
§ Key assumption is (i)id 
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Parameter Estimation



Maximum Likelihood Parameter Estimation

§ Estimating the distribution of a random variable
§ E.g., here is a coin; what is the probability q of heads?

§ Evidence x = x1,…,xN
§ E.g., three independent coin tosses X1=heads, X2=heads, X3=tails

§ Likelihood: probability of the evidence P(x1,…,xN ; q)
§ E.g., P(X1=heads, X2=heads, X3=tails ; q) = ___________

§ Maximum likelihood: What value qML maximizes the likelihood?
§ Log likelihood: L(x; q) = log P(x; q)

§ E.g., L(x; q) = _______________
§ qML also maximizes the log likelihood and it’s easier to differentiate
§ ¶L/¶q = _____________
§ qML = _______ 
§ For h heads and t tails, qML = __________

H H T



Maximum Likelihood Parameter Estimation

§ Estimating the distribution of a random variable
§ E.g., here is a coin; what is the probability q of heads?

§ Evidence x = x1,…,xN
§ E.g., three independent coin tosses X1=heads, X2=heads, X3=tails

§ Likelihood: probability of the evidence P(x1,…,xN ; q)
§ E.g., P(X1=heads, X2=heads, X3=tails ; q) = q2(1-q)

§ Maximum likelihood: What value qML maximizes the likelihood?
§ Log likelihood: L(x; q) = log P(x; q)

§ E.g., L(x; q) = 2 logq+ log(1-q)
§ qML also maximizes the log likelihood and it’s easier to differentiate
§ ¶L/¶q = 2/q – 1/(1-q) = 0
§ qML = 2/3 
§ For h heads and t tails, qML = h/(h+t) 
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Unseen Events



Laplace Smoothing

§ Suppose we see three heads: is a qML = 0 a 
reasonable estimate?

§ Laplace smoothing with strength a:
§ Pretend you saw every outcome a times before 

starting
§ qLap = (h+a)/[(h+a) + (t+a)]
§ = (3+a)/(3+2a)
§ In general, for a K-valued variable:
§ qk = (Nk+a) / Sk(Nk+a) = (Nk+a) / (N + Ka) 
§ For  a>>N, qk tends to 1/K (uniform prior)
§ For  a<<N, qk tends to Nk /N (ML estimate)
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Probabilistic Classification



Example: Spam Filter

§ Input: an email
§ Output: spam/ham

§ Setup:
§ Get a large collection of example emails, each labeled 

“spam” or “ham”
§ Note: someone has to hand label all this data!
§ Want to learn to predict labels of new, future emails

§ Features: The attributes used to make the ham / 
spam decision
§ Words: FREE!
§ Text Patterns: $dd, CAPS
§ Non-text: SenderInContacts
§ …

Dear Sir.

First, I must solicit your confidence in 
this transaction, this is by virture of its 
nature as being utterly confidencial and 
top secret. …

TO BE REMOVED FROM FUTURE 
MAILINGS, SIMPLY REPLY TO THIS 
MESSAGE AND PUT "REMOVE" IN THE 
SUBJECT.

99  MILLION EMAIL ADDRESSES
FOR ONLY $99

Ok, Iknow this is blatantly OT but I'm 
beginning to go insane. Had an old Dell 
Dimension XPS sitting in the corner and 
decided to put it to use, I know it was 
working pre being stuck in the corner, 
but when I plugged it in, hit the power 
nothing happened.



Bayes net model for ham/spam

§ Class C of a document is spam or ham, with prior P(C)
§ Bag-of-words model: Each word Wi in the document is generated 

independently from a class-specific distribution P(Wi | C) over words
§ This is an example of a naïve Bayes model

C

W1 WnW2

P(C,W1,…,Wn)  = P(C) Pi P(Wi | C)



Inference for Naïve Bayes

§ A Naïve Bayes model is a polytree, so solvable in linear time

§ To compute posterior distribution for class C given a document:

§ P(C | w1,…,wn) = a P(C,w1,…,wn) = a P(C) Pi P(Wi | C)

§ I.e., multiply n+1 numbers, for each value of C, then normalize



P(w|spam) P(w|ham) Cum LogSpam Cum LogHam
Word 0.33333 0.66666 -1.1 -0.4
Stuart 0.00002 0.00021 -11.8 -8.9
would 0.00069 0.00084 -19.1 -16.0
you 0.00881 0.00304 -23.8 -21.8
like 0.00086 0.00083 -30.9 -28.9
to 0.01517 0.01339 -35.1 -33.2
lose 0.00008 0.00002 -44.5 -44.0
weight 0.00016 0.00002 -53.3 -55.0
while 0.00027 0.00027 -61.5 -63.2
you 0.00881 0.00304 -66.2 -69.0
sleep 0.00006 0.00001 -76.0 -80.5

Computing the class probabilities

a[e-76.0,e-80.5] = [0.989,0.011]



Parameter learning for Naïve Bayes

§ We need to estimate the following parameters:
§ P(C) = [qC,1-qC], the prior over classes

§ ML estimate: relative frequencies in training set

§ P(Wi |  C), the distribution for each word position given the class
§ For the bag-of-words model, this is the same for all positions
§ Parameters are qk|c = P(Wi=k | C=c) for each class c and each dictionary entry k
§ E.g.,  q”you”|spam =  0.00881       q”you”|ham =  0.00304
§ Estimated by measuring frequency of occurrence in ham and spam
§ Need Laplace smoothing! Many dictionary words may not appear in training set



Recap: Maximum Likelihood Estimation
§ Learning = Bayesian updating of a probability distribution over H
§ Prior P(H), training data X

§ Maximum likelihood estimation

§ Maximum conditional likelihood estimation

§ How to solve for ⍬ML? 



Recap: Naïve Bayes

§ Naïve Bayes model: 
§ Attributes conditionally independent of each other, given the class
§ Assuming there are 2 classes, n Boolean attributes Xi, how many 

parameters are in this Naïve Bayes model? 

§ Maximum likelihood parameter estimation
§ Inference:  what’s the class given attribute values (x1, …, xn)?  



Deep Learning/Neural Network

Image Classification



Very loose inspiration: Human neurons

Axon

Cell body or Soma

Nucleus

Dendrite

Synapses

Axonal arborization

Axon from another cell

Synapse



Simple model of a neuron (McCulloch & Pitts, 1943)

§ Inputs ai come from the output of node i to this node j (or from “outside”)
§ Each input link has a weight wi,j

§ There is an additional fixed input a0 with bias weight w0,j

§ The total input is inj = Si wi,j ai

§ The output is aj = g(inj) = g(Si wi,j ai) = g(w.a)

Output

Σ
Input
Links

Activation
Function

Input
Function

Output
Links

a0 = 1 aj = g(in j)

aj

gin jwi,j

w0,j

Bias Weight

ai



Activation functions g

(a) (b)

+1 +1

iniini

g(ini)g(ini)

Threshold Sigmoid 1/(1+e-x)



Reminder: Linear Classifiers

▪ Inputs are feature values
▪ Each feature has a weight
▪ Sum is the activation

▪ If the activation is:
▪ Positive, output +1
▪ Negative, output -1 Σ

f1
f2
f3

w1

w2

w3
>0?



How to get probabilistic decisions?

If very positive, want probability going to 1
If  very negative, want probability going to 0

Sigmoid function



Best w? 

Maximum likelihood estimation:

with:

= Logistic Regression



Multiclass Logistic Regression
Multi-class linear classification

A weight vector for each class:

Score (activation) of a class y:

Prediction w/highest score wins:

How to make the scores into probabilities? 

original activations softmax activations



Best w? 

Maximum likelihood estimation:

with:

= Multi-Class Logistic Regression



Optimization

Optimization

i.e., how do we solve:



Hill Climbing

Recall from CSPs lecture: simple, general idea
Start wherever
Repeat: move to the best neighboring state
If no neighbors better than current, quit

What’s particularly tricky when hill-climbing for multiclass 
logistic regression?
• Optimization over a continuous space

• Infinitely many neighbors!
• How to do this efficiently?



1-D Optimization

Could evaluate and
Then step in best direction

Or, evaluate derivative:

Tells which direction to step into



2-D Optimization

Source: offconvex.org



Gradient Ascent

Perform update in uphill direction for each coordinate
The steeper the slope (i.e. the higher the derivative) the bigger the step 
for that coordinate

E.g., consider: 

Updates: ▪ Updates in vector notation:

with: = gradient



Steepest Descent
o Idea: 

o Start somewhere
o Repeat:  Take a step in the steepest descent direction

Figure source: Mathworks



Steepest Direction

o Steepest Direction = direction of the gradient

rg =

2

6664

@g
@w1
@g
@w2

· · ·
@g
@wn
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Optimization Procedure: Gradient Ascent

init 
for iter = 1, 2, …

▪ : learning rate --- hyperparameter that needs to be chosen 
carefully



Batch Gradient Ascent on the Log Likelihood Objective

init 
for iter = 1, 2, …



Stochastic Gradient Ascent on the Log Likelihood Objective

init 
for iter = 1, 2, …

pick random j

Observation: once gradient on one training example has been 
computed, might as well incorporate before computing next one



Mini-Batch Gradient Ascent on the Log Likelihood Objective

init 
for iter = 1, 2, …

pick random subset of training examples J

Observation: gradient over small set of training examples (=mini-batch) 
can be computed in parallel, might as well do that instead of a single one



Neural Networks



Multi-class Logistic Regression

= special case of neural network
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Deep Neural Network = Also learn the features!
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Deep Neural Network = Also learn the features!
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Deep Neural Network = Also learn the features!
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Common Activation Functions

[source: MIT 6.S191 introtodeeplearning.com] 



Deep Neural Network: Also Learn the Features!

Training the deep neural network is just like logistic regression:

just w tends to be a much, much larger vector ☺

just run gradient ascent 



Neural Networks Properties

Theorem (Universal Function Approximators).  A two-layer 
neural network with a sufficient number of neurons can 
approximate any continuous function to any desired accuracy.

Practical considerations
Can be seen as learning the features 

Large number of neurons
Danger for overfitting



Universal Function Approximation Theorem*

In words: Given any continuous function f(x), if a 2-layer neural 
network has enough hidden units, then there is a choice of 
weights that allow it to closely approximate f(x). 

Cybenko (1989) “Approximations by superpositions of sigmoidal functions”
Hornik (1991) “Approximation Capabilities of Multilayer Feedforward Networks”
Leshno and Schocken (1991) ”Multilayer Feedforward Networks with Non-Polynomial Activation 
Functions Can Approximate Any Function”



Universal Function Approximation Theorem*

Cybenko (1989) “Approximations by superpositions of sigmoidal functions”
Hornik (1991) “Approximation Capabilities of Multilayer Feedforward Networks”
Leshno and Schocken (1991) ”Multilayer Feedforward Networks with Non-Polynomial Activation 
Functions Can Approximate Any Function”



Derivatives tables:

How about computing all the derivatives?

[source:  http://hyperphysics.phy-astr.gsu.edu/hbase/Math/derfunc.html



How about computing all the derivatives?

■ But neural net f is never one of those?
■ No problem: CHAIN RULE:

If 

Then

Derivatives can be computed by following well-defined procedures



Summary of Key Ideas
Optimize probability of label given input
Continuous optimization

Gradient ascent:
Compute steepest uphill direction = gradient (= just vector of partial derivatives)
Take step in the gradient direction
Repeat

Deep neural nets
§ Layered computation graph

§ Last layer = often logistic regression
§ Now also many more layers before this last layer

§ = computing the features
§ the features are learned rather than hand-designed

§ Different neural network architectures: CNN, RNN, LSTM, Transformer
Universal function approximation theorem

If neural net is large enough 
Then neural net can represent any continuous mapping from input to output with arbitrary accuracy
But remember: need to avoid overfitting  / memorizing the training data; early stopping!

Automatic differentiation gives the derivatives efficiently



Different Neural Network Architectures

Krizhevsky, Suskever, Hinton, 2012

Neural network as 
General computation graph



Different Neural Network Architectures

§ Exploration of different neural network architectures
§ ResNet: residual networks
§ Networks with attention
§ Transformer networks

§ Neural network architecture search
§ Really large models

§ GPT2, GPT3
§ CLIP
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