
Quantum Wires
Physics C191

Fall 2005

Youming Yang
Scott Beamer

GuanXiong Mao



It is reasonable to assume that in the future, any sophisticated quantum computational 
device of merit would, to process many qubits, necessarily be large.  Thus, it is also reasonable 
to assume that such devices would require the ability to transport data, and therefore qubits, from 
one location to another.  The Kane proposal not only addresses this issue of transport, but is also 
a holistic approach to quantum computing which allows for the implementation of the universal 
gates of quantum computing, and also builds on the solid state foundation which has had decades 
of research and improvement.  That is, the Kane proposal embraces the past few decades worth 
of development in the semiconductor industry, and utilizes that framework to create a quantum 
computing system that is not only easily (relatively) implemented, but also readily scalable. Also 
like any architecture, it must be relatively invulnerable to both decoherence and error buildup 
within the internal circuitry. In this paper, we'll examine how to resolve the latter problem, which 
is often a nastier problem that can still be reasonably resolved given careful circuit design . In 
doing so, we will discuss how to build up individual error correcting elements together to form 
error-correction procedures and examine what elements an overall error correction scheme needs 
to be successful as well as how that affects the design and ultimately architecture of the entire 
setup.

Overview of Wires                            (Youming Yang)
In the Kane proposal, phosphorous ions are embedded into a substrate at specific 

intervals (minimum spacing ~15nm) large enough to not interfere with each other when 
performing one qubit operations.  These qubits are controlled with classical metal wires placed 
above the ions.  When various alternating current signals are applied to these electrodes, a field is 
created over the ions which can perform all the basic single qubit gates.  Wires are also placed 
above vacant areas between ions in order to facilitate two-qubit gates (maximum spacing 
~100nm).   These additional electrodes placed between the ions which are used to “hold” and 
shift electrons are used to implement the two qubit gates necessary for quantum computation.  A 
“nominal” value of ion spacing of 60nm is used by most of our sources.

Due to the nature of the solid state implementation (interacting with spins of electrons 
surrounded by a lattice of atoms), decoherence must be limited by operating in a very cold 
environment (near absolute zero).  At this temperature, there are very few components that can 
usefully interact with the qubit and still leave its data intact.  The main motivation for 
mentioning such a demanding operating environment is to point out the fact that a simple and 
literal ballistic qubit transport process (where a qubit is physically displaced from one location to 
another) is quite impractical.  Not only would it necessitate a device which can kinetically 
interact with the qubit, but it would also require giving the qubit kinetic energy to transport it 
from one location to the next.  Such physical transport mechanisms, aside from being foreign to 
the solid-state world, are also overshadowed by much simpler approaches, as we shall see next. 

Where the beauty of the Kane implementation comes in is its capability of effectively 
using a two-qubit gate as a “quantum wire”. By placing the phosphorous ions adjacently as 
described above, it is possible to have a qubit’s data be transported from one location to the other 
through acting the SWAP gate from qubit to qubit.  Essentially, the electron (whose spin 
contains the data) is moved from phosphorous atom phosphorous atom using the gates, allowing 
for transport of data.  Of course, the fidelity (or quality) of the data (which goes as an inverse 
exponential in time) is exponentially dependent on how long it exists in qubit form (and thus 
how long it couples and evolves with the environment).  Because the swap gates take roughly 



one microsecond to execute per qubit, and with the ions being ~60nm apart, the maximum 
theoretical “wire” length that qubits can be sent using the SWAP gate technique is roughly 6 
micrometers.  Beyond this, the qubit’s data degradation will be too high (beyond 10-4) to be 
considered acceptable by the Threshold Theorem.

Of course, this is a strict theoretical limitation, and no amount of carefulness on the 
implementation side can resolve this issue.  There is however, another method whereby quantum 
teleportation can be utilized to transport qubits over longer distances.  In this method, an EPR 
generator creates entangled qubit pairs and sends them to two locations, one which contains the 
data to be transported, and the other to the location the data is to be transported to.  During this 
transport, the EPR pair couples to the environment, and degrades in fidelity just as a normal 
qubit would.  However, due to special characteristics of EPR pairs, a process known as 
“purification” can be utilized to create an asymptotically perfect subset of EPR pairs from a 
larger original set of imperfect corrupted pairs.  After two (presumably perfect) EPR pairs are at 
either destination, the process teleportation can be performed.  By enacting a CNOT (data qubit 
being control) on one EPR qubit, and then measuring and sending the both measurements 
classically to the other EPR qubit, the original data qubit can be reconstructed at the second EPR 
qubit’s location.

An additional benefit of using transportation is having the option of sending EPR pairs to 
the two locations before there is even a need to transport data.  This data “pre-pipelining” means 
that the time delay of transmitting information is only limited by the latency of a standard 
teleportation process, which can for all intensive purposes be taken as a constant 20 
microseconds.  Thus, in the time it takes the short wire to transport data a mere micrometer the 
long wire implementation could have theoretically transported that data across centimeters.

As great as teleportation sounds, there are still limitations that necessitate using both 
short (purely SWAP based) wires and long wires.  Of course, it can be seen that for sake of 
latency alone, it’s more beneficial to use short wires for very short distances (below 1 
micrometer).  But also, because the purification process generates a subset of asymptotically 
perfect EPR pairs, this creates for a data quality (fidelity) that is independent of the number of 
swaps performed to teleport the pairs.  That is, regardless of the distance of transport for long 
wires, the integrity of the data (and also aforementioned latency) will remain essentially constant.  
Unfortunately, two extremes (long and short distance qubit transport) aside, there are many more 
scenarios where the decision is much less clear cut as the one above.

Let us now look at the aforementioned grey area.  Because the papers did not go into very 
much rigorous mathematical derivation for deriving things such as latency, and because real 
world implementations would undoubtedly throw in more complex and unforeseen factors into 
the equations, let us just assume that the distance for the qubit to be transported is in a region 
where both are physically viable.  As mentioned previously, quantum teleportation has the 
benefit of having a constant latency regardless of range.  The drawbacks in the short distance 
transport however, arise from the following:  the teleportation method requires purification, and 
purification requires an entropy exchange unit to supply it with fresh ground state qubits; also, 
due to the purification process, many qubits are discarded in the creation of the asymptotically 
perfect subset.  The consequence of these two effects is that there is a much higher (near order of 
magnitude) processing overhead for teleportation as there is for SWAP from the extra processes 
required, and because of the discarded qubits, there is a net decrease in bandwidth due to having 
to discard qubits during purification.



Of course, for transport of qubits over a longer (but still feasible for short wires) range, 
there comes the added cost of necessitated error correction code to compensate for the increasing 
data degradation that comes with short wire transport (as opposed to the constant degradation 
seen in the long wire method).  And even assuming this error correcting code can make for data 
integrity equal to long wire transport, and operates at the same overhead (about order of 
magnitude higher than without error correction), there still begs the question of data transport 
latency versus bandwidth, which will depend on the specific purpose of the circuit at hand.

Ultimately, the overall efficiency of these simple processes must also be weighed against 
higher order operations in a quantum circuit.  That is, due to the huge amount of resources that 
are consumed by redundancy and error correction, specific quantum algorithms should always 
have circuits tailored for that purpose, with as minimal a latency as possible in order to reduce 
the necessary lifespan of qubits, and therefore lessen the amount of error correction needed.

Architecture for Wires (Scott Beamer)
One of the big advantages of solid-state based approaches is its ability to scale to many 

qubits. To scale to large numbers, will require many things, but an important one is an overall 
architecture that can scale as well. Since quantum components are difficult enough to produce 
and make reliable, it seems logical to use classical components whenever possible. This limits 
the classical components to the control of the circuit, because if they were in the datapath, much 
of the advantage of a quantum computer would be lost. 

There are a few physical limitations to building classical control for the Kane proposal. 
Due to the tight placement of qubits of anywhere between 15-100nm, probably around 60nm, the 
control wires must be only 10nm wide. Because of the need to reduce decoherence, the circuit is 
to be kept at 1˚K. Although small wires of this size can be fabricated with great effort, the 
problem is that 10nm wide wires at 1˚K do not behave as classical wires would. A way to solve 
this would be to use 100nm wide wires which will behave classically at 1˚K and then narrow it at 
the tip so it is the 10nm wide gate. This will work because even though the electrons must travel 
through a 10nm wide stretch at 1˚K. If the length of this portion is short enough the drive from 
the 100nm portion will overpower it. Since the control gates will be placed 20nm apart, the 
control lines will need to be placed on different layers because otherwise the 100nm wide wires 
would overlap. Another problem is at 1˚K, conventional CMOS transistors fail to operate 
correctly because the donors become frozen. This can be solved by using Single Electron 
Transistors (SET). They need very low operating temperatures to work properly, so this is a good 
match. They also are smaller and produce less heat than current CMOS transistors so they will be 
less obtrusive to the circuit.

To examine the needs of the control and datapath for a solid state Quantum Computer, 
consider the swap operation. This is a 2-qubit operation, and it needs to be done easily and with 
high reliability since it will be the foundation of short wires. For simplicity assume that square 
pulses can be used even though an actual implementation will need to use alternating signals. 
Also assume that the transistors can produce the waveforms even though actual transistors may 
have trouble producing the square wave in the time given. By comparing two approaches for 
constructing a swap wire, some insight into the design tradeoffs between the datapath and control 
can be gained. 

The layout for both approaches is roughly the same. A gates are placed over the ions and 
when combined with a static magnetic field can perform 1-qubit operations on the ion. S gates 



are placed in between A gates, and these combined with an electron are used to do 2-qubit 
operations. To do a swap, an electron must have a hyperfine interaction with one ion as 
controlled by the use of an A gate. Then it must be transported to the other ion by pulses from S 
gates. Then it must have a hyperfine interaction with the other ion as controlled to the other ion's 
A gate. Since this is a swap, both qubits need this done, so there will be 2 electrons moving. 
Electrons are encouraged to move by charging an adjacent control gate and turning off the gate 
above it. They are kept in place by keeping the gate above them high. The hyperfine interaction 
at the A gates actually requires a complex control signal. To keep the evolution pure during the 
hyperfine interaction, it must be done in deltas. Doing twenty four of them with the correct on 
and off times should be sufficient. 

The 1-D layout puts all the control gates in a line. It places 2 S gates in between each A 
gate. This is shown in the figure: 

Assuming both electrons have already interacted with the ions they are near, doing a swap still 
takes quite a number of steps. First e1 must be moved out of the way and e2 must interact with 
the ion under A1. To do this, S1 is turned on so e1 is pulled towards it, and to move e2 to A1, S3, 
S2, and A1 are turned on in succession. Once e2 is there it goes through the hyperfine interaction 
with the ion with the help of A1. To complete the swap, e1 must interact with the ion under A2. 
To do this, e2 is shuttled back to S4 by turning on S2, S3, A2, and S4 in succession. Then e1 is 
moved to A2 by turning on A1, S2, S3, and A2 in that order. Then e1 can interact with the ion with 
another hyperfine interaction facilitated by A2. Finally there must be exactly 1 electron at each 
ion, and this is easiest accomplished by sending e1 back to A1 and e2 back to A2 which involves 
more shuttling. Clearly there is quite a number of number of steps required to complete this 
operation which will need to be basic to the operation of a quantum computer. This requires 6 
control lines for 1 swap cell. 

The other approach is to use a 2-D layout which puts 8 control gates in a square. There is 
now 3 S  gates in between each A gate. This is shown in the figure:

1-D Configuration Layout
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Assuming both electrons have already interacted with the ions they are near, the actual operation 
for a swap is much simpler in this case. With the 2-D layout there are 2 paths between the A 
gates, so both electrons can move at the same time. To get e1 and e2 to switch places, they must 
be shuttled around by turning on S1, S2, S3, and. Then the hyperfine interaction can be done by 
the A gates. Afterwards there is no need to move the electrons back because there is already 1 
electron per ion. Because of the parallelism, there is only 1 signal needed for the A gates. There 
are also less steps for the whole operation. This results in simpler timing requirements and 
subsequent logic to implement it. 

Comparing the two designs illustrates the classic tradeoff between datapath and control 
complexity. By adding more elements to the datapath in the 2-D layout, the control logic was 
simplified. Because there are less steps to execute, a swap takes less time. Because the electrons 
travel on two different routes, there is less chance of them interfering so hopefully the swap 
operation's error rate should decrease. The advantages of the 1-D layout is that it uses less 
components in the datapath and takes up less space. It also has a greater distance between qubits 
which means each swap operations moves a qubit farther. Weighing all these characteristics, it 
seems that the 2-D layout will probably be a better choice because the qubits of a Kane circuit 
will be spread far apart already, so the extra space and cost of datapath units is much less than 
the extra control complexity. 

Even with the simpler control required for the 2-D layout, it still takes up quite a bit of 
area. With  optimized logic it still is significant: "This gives us a grand total of 58 SR latches, 
179 NAND or NOR gates, 51 inverters, and 13 XOR gates. This means that the gates take up a 
total area ~7.6um2"(Whitney 2003). If that was put into a rectangle, it would be on the order of a 
few mm per side. With the qubit spacing being 60nm, clearly the logic is much too big. Luckily 
with a swap channel, each swap cell is doing the same operation at the same time. This lends 
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itself well to a SIMD (Single Instruction Multiple Data) approach. Each swap cell does not need 
its on controller so they can share one control unit as long as they are moving at the same time. If 
SET's are used to multiplex or tristate these control signals, only a few control units would be 
needed for the whole computer. If in certain parts the qubits do not need to be moved, the signals 
to their control gates could be multiplexed to other operations or disconnected with tristates. 
Clearly having the control signals arrive at the same times would be important, but this can 
leverage work done on the classical problem of clock skew and use a clock distribution network. 

There also needs to be control circuity to handle teleportation channels. Since there is a 
need for transporting the pre-pipelined EPR pairs by swap channels, already there is at least the 
same amount of control circuitry to make a swap channel of that length. There is also control to 
handle the EPR generator, the purification unit, and the actual teleportation process. This may be 
harder to do with a SIMD approach because different long wires may need to operate at different 
times. Also depending on how the purification units are made, handling degraded EPR pairs may 
need control logic specific to that module. This is quite an overhead, but there are lengths when 
teleportation is the only option, so it must be done. 

When looking at this in the grand scheme it becomes apparent that to truly scale up a 
quantum computer, a very large number of qubits will be needed, which will put large 
requirements on the control. Since there will be error, an error correction scheme will need to be 
applied. To reach the threshold it will probably need to be recursed for several iterations. 
Already that requires exponential more qubits than originally planned. Then to do any work, the 
qubits must be moved near each other because most algorithms of use require multi-qubit 
operations and with the Kane architecture these operations require the qubits be side by side. To 
move all these qubits, more qubits will be needed to build the swap and teleportation channels. 
These wires also need to be error corrected, meaning even more qubits. It becomes clear than 
when actually considering the layout and architecture of a quantum computer, the number of 
qubits grows very quickly. To control that many qubits would need very complex control logic.
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Quantum Error Correction and Fault Tolerance   (by Guanxiong Mao)

The success of any physical implementation of a quantum computer, under any 
architecture or foundation be it NMR, silicon (Kane), optical, etc. relies upon overcoming the 
problems of decoherence and managing a successful error correction of the design. The key to 
quantum error correction lies within constructing an overall fault tolerant circuity. Without fault-
tolerant circuitry, errors would propagate far too fast for any basic error correction schemes or 
individual error correcting elements (codes) to compensate. To see this, we consider two 
examples of error growth with the commonly used CNOT gate. First, if we have a bit-flip error 
X initially in the control qubit and let U=CNOT, then we find through a trick using conjugation 

UX1=UX1U†U=X1X2U so that the bit-flip has spread to both output qubits. Another example is 
if we had an initial phase-flip Z error on the target that ended up in the control as well through 

backwards propagation: UZ2=UZ2 U†U =Z1Z2U. The basic idea is that quantum errors would 
propagate exponentially fast and quickly grow out of the error handling capabilities of the error 
code. Even if the user were to try to rerun each part of the circuit several times and use majority 
rule of the output of each circuit section, he would need to run each part exponentially many 
times depending on the size of the circuit to compensate for the exponential error growth rate—
ie, completely unfeasible and defeats the purpose of quantum computers. 

A complete fault-tolerant procedure consists of a fault-tolerant encoded gate (which 
directly acted on the encoded data without decoding) along with a fault tolerant error correction. 
A fault-tolerant gate is defined as a procedure in which a single error in at most one qubit of the 
encoded block would cause at most one qubit in each encoded output block. A fault-tolerant 
measurement must ensure that give probability p of error for any component, the probability of 
erroneous measurement is O(p2). Only through an assembly of fault-tolerant procedures can we 
create a fault-tolerant circuitry that will prevent rampant error propgation.

To build a fault tolerant circuit,  we require fault tolerate quantum gates and periodic 
error correction that corresponds with the proper encoding. To see this, we consider the 
following entanglement circuit: 
|0>                                                      This is not fault-tolerant: given error rate p for any 

component, we can see that the outputs would also have an
|0> error rate of O(p).

In the fault tolerant implementation of the above circuit, we use fault-tolerant error correction 
procedures after every FT tolerant gate operation and even use FT tolerant qubit preparation and 
measurement. Even when the second qubit is idle, temporal/spacial separation naturally leads to 
entanglemtn with environment and demands an error correction. In this rigorous manner, we can 
keep error propagation at a controllable (recoverable) level at the expense of many more gates.
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In designing fault-tolerant procedures, we must solve the problem of building fault 
tolerant gates by constructing fault-tolerant universal gates as well as find a way to do fault 
tolerant measurement, which would allow us to implement fault tolerant syndrome diagnosis i.e. 
quantum error protection. In addition, we can use fault-tolerant measurements to prepare any 
desirable initial input qubit state, another necessary component of a complete quantum circuit. In 
this paper, we choose the Hadamard (H), CNOT, /8 (T), and phase gate (S) as our universal 
gate set. For purposes of simplicity and convenience, we choose to use the Steane code as the 
basis for our examples, although in general, there are much better quantum codes and in practice, 
we would choose the quantum codes most optimized for different types of quantum errors a 
specific circuit is inherently vulnerable to.

First, we design a fault-tolerant Hadamard gate for the Steane code. We can show that for 
the Steane code, the encoded X and Z operators are X=X1X2...X7 and Z=Z1Z2...Z7. Now, the 

encoded Hadamard should exchange the X and Z operators 
under conjugation just like the single-qubit Hadamard 
(Z=HXH, X=HZH) and thus we can infer that H=H1H2...H7. 
The key to understanding the fault-tolerance of this 
encoded gate is that each Hadamard gate is applied bitwise. 
This property, deemed transversality, is a recurrent feature 
among many fault tolerant quantum gates and provides 
exactly the basis for fault tolerance. Because each 
Hadamard is applied to only 1 qubit in the code block, an 
error in any qubit is unable to propagate to other qubits thus 
a single qubit error in the input can result in at most a 
single qubit error in the output code-block.

Similarly, we can use the transverality property to try to build the phase gate.  Noting that 
under conjugation, S should transform Z to Z and X to Y; however, if we use S=S1S2...S7, S
takes X to –Y. But we note that Z under conjugation takes Y to –Y also (and Z to Z, of course), 
thus we use S=(ZS)1(ZS) 2...(ZS)7. That is, we transversely apply the gate ZS.

Now we design a fault-tolerant CNOT gate. With CNOT, 
the difficult naturally evolves since CNOT is a two-code block 
gate so it would seem that error propation is inevitably. However, 
because each encoded block is naturally designed to be able to 
handle any arbitrary 1 qubit error, we can use a transversal design 
for CNOT as well. The key to this design’s success is that each 
CNOT gate is operating on exact 1 qubit from each qubit block 
thus a single qubit error from 1 block will propagate to at most 1 
qubit in the second block: a recoverable event.

Finally, we design a fault-tolerant /8 gate. There is no simple transversal imple-
mentation here so we prepare the ancilla in the encoded |0> state and measure e-i/4SX to prepare       

|0>+ei/4|1>)/2. Depending on the result of the 
measure after CNOT, we apply SX to obtain a 
phase gate. Here, all gates used are understood to be 
fault-tolerant versions. (Note, we could also have 
used 2 FT /8 gates to make a FT S gate.
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Finally, we design a fault-tolerant measurement procedure so that we may complete our 
picture of the fault-tolerant /8 gate and also implement fault-tolerant error correction 
mechanisms. To understand the measurement circuit, first we inspect the basic circuit (below) 
for measuring a special observable U. The circuit only work if U is both Hermitian and Unitary: 
thus U is both a quantum gate and observable and has only eigenvalues +1 and -1. After the 
measurement, the output state is an eigenstate of the observable while the measurement is the 
eigenvalue.

|0>

|in>                                                    |out>

The fault-tolerant circuitry diagram shown below is simply an extension of the basic 
measurement circuitry used above. It is important to note that the measured observables here are 
like the U mentioned above: both Hermitian and Unitary since the measurement taken for 
quantum error correction involve stabilizers, which just so happens to possess this special 
property.  The diagram provided is oversimplified in that stean codes should have 7 encoded 
qubits; here we use 3 for simplicity. Nevertheless, the key principal here is the transversality 
property built into the circuit. The controlled-M gates used below only operate upon one qubit in 
each block and at the same time, each C-M gate is linked to only 1 ancilla qubit. The use of 
multiple ancilla once again ensures that an error in either the encoded qubit, gate measurement, 

or even the ancilla itself will spread to at most 
one other qubit in one encoded block thus 
ensuring fault tolerance. The preparation stage 
prepare the ancilla into the cat state of 
|0>+|1>; this stage is not needed to be fault 
tolerant because of the verification stage. 
Although multiple ancilla qubit errors will not 
propagate to the encoded data, they may causes 
erroneous measurements; thus, the make sure that 
measurement errors are O(p2), we run the this 
procedure 3 times and use majority rule.

Now that we have our fault-tolerant universal quantum gate set, we can theoretically 
construct all quantum gates and we examine an example of a complete fault tolerant procedure 
that also includes error correction. 
    Block 1

    Block2

As a whole, we see that this mini-circuit is indeed fault tolerant. We will prove that given the 
error that any individual component p fails in the above circuit, the probability of an error in the 
output after decode is O(p2) (since a perfect decoding would fail only if there were 2 or more 
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errors in the same encoded block). For two errors to enter the first block of output qubits, we 
must have either (1)single pre-existing qubit errors in input block 1 and 2; (2)single pre-existing 
error in step 1 and single failure of CNOT; (3)Two failures during CNOT; (4)Failure during 
CNOT and during syndrome measurement; (5)two or more failures during syndrome 
measurement; (6)failure during recovery and syndrome measurement; (7)two or more failures 
during recovery. The rate of failure for (1)=c0p(c0p)=c0

2p2; for (2)=c1p
2; for (3)=c2p

2; for 
(4)=c3p

2; (5)=c4p
2; (6)=c5p

2; and (7)=c6p
2 where ci is determined by the code used (Steane) and 

the corresponding gates/circuit layout. Thus, the total probability of two errors in the 1st output 
encoded block is P=(1)+(2)+(3)+(4)+(5)+(6)+(7)=(c0

2+c1+c0+c3+c4+c5+c6)p
2=cp2. For Steane 

codes, c~104 so we see that error rate is a most cp2 and success rate at least 1-cp2.
Concatenation is the next logical step by generalizing the fault-tolerant procedure above 

to many levels of encoding to reduce the error even further. With each new level of encoding, we 
can theoretically reduce the failure probability even further. To see this, suppose that the we use 
a two-level concatentation scheme shown bleow. If the failure rate of the components of actual 
components is p, then the failure rate after 1 level of encoding is cp2, and the failure rate for the 
second level would be c(cp2)2. Thus, we can generalize this idea to an n-level concacatention that 
should theoretically reduce the error (cp)2^k/c. However, the tradeoff for multi-level 
concatentaion is an exponential grown in circuit size where for a k-level implementation, the 
circuit could be up to dk times the size of the original circuity (where d is the maximum number 
of operation used in the fault-tolerant procedure for each gate and error correction).

With our fault-tolerant circuit design in place along with a multi-level concatenation 
scheme, we can estimate the error of the entire circuit. Suppose we consider a circuit of p(n) 
gates where p(n) is polynomial in n and n denotes the size of the problem being solved, then to 
make sure that each gate in our circuit is accurate to p(n)we must have (cp)2k <= p(n)we 
can solve for k in this expression only if the quantity cp is less than 1 to begin with thus we 
require p<pthreshold=1/c. To estimate the size of this circuit, we have dk=(log(p(n)/c)/log(1/pc))log 

d=O(poly(log p(n)/)). This result forms the basis for the threshhold theorem which states to 
simulate a circuit of p(n) gates we need at least O(poly(log p(n)/)) gates whose components fail 
with p < pthreshold. Thus, the threshhold theorem provides definitive proof that quantum 
computation is not destined to be uncontrollably and disastrously error prone, as long we 
judiciously implement a fault-tolerant circuit to avert exponential error growth.

In conclusion, any physical quantum computer must be designed to prevent decoherence 
and error propagation. While decoherence rate may be linear with space and time, error-



propagation can be the much greater problem in it’s exponential growth with circuit operations. 
With a fault-tolerant architecture and the quantum threshhold theorem, we can, under certain 
bounds, stabilize error propagation. For the time being, until the pthreshold can be achieved for 
various quantum codes, realization of many of the quantum algorithms remain elusively out of 
reach.

Overall the issue of making a physical implementation feasible for more than a few 
qubits is challenging. New issues appear to prevent scalability. Wires, both short and long are 
needed to move qubits around so they can interact. Now architecture considerations become an 
issue as the circuit attempts to scale. Control complexity may become a problem, and care will 
be needed in designing the datapath. An error correction scheme is needed to do any significant 
computation. We have shown how to implement fault-tolerant procedure and fault-tolerant 
circuitry. With a fault-tolerant theme in mind, we can build a reasonable error-free quantum 
computer. However, the quantum threshhold theorem imposes the condition that we must 
achieve the elusive pthreshold in order to successfully suppress error growth. Thus fault-tolerant 
circuitry , when combined with a physically implementable design such as the Kane architecture, 
can infuse to create a truly viable quantum computer.
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