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Computer vision in 20 minutes

Project intro

The optic flow project option

Today’s lecture:

On Thursday:

Five other project options

More on power and energy
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Project 
Glass
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0.44 ounce
0.19 W Hr

~0.6 ounce for frame
~0.3 ounce per lens

iPod Shuffle battery 
could power a
0.25 µJ/frame 
vision processor 
running at 20 frame/s 
for 10 hours 
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This week 
we present 6 
fixed-function 
vision
processor 
project ideas.

Suitable for 
inclusion in  
an application 
processor for 
Project Glass.

Project

Reserved 
for CS 250 
Fall 2012
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Form a group 
of two people.

Your tasks (1)

Pick a project, 
or define your 
own (pending 
our approval).

Fix the details 
of the vision 
algorithm, and 
code a “gold” 
high-level sim.
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Using Chisel 
and Synopsis, 
do a set of 
designs, down 
to chip layout.

Your tasks (2)

Each design 
should be the 
best design for 
a particular 
area/power/
performance 
point.
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Pareto curve:

Area

µJ/frame 

1

10

100

(mm2)0.1 1 10

Four designs that 
produce identical output 

(bit-accurate, correct),  
all running @ 1 frame/s.

X

X 
X 

X 

(area for Synopsis 28/32nm library)
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Generic project block diagram
Input Frame Stream(s) Output Frame Stream(s)

On-chip SRAM blocks
 (frame storage)

Chisel-defined combinational logic and state.

No off-chip memories -- on-chip SRAM only. 28nm 
process, large die allowance, low-power libraries 
distinguishes your projects from previous efforts. 
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Sandy 
Bridge

32nm
planar

 1.16B 
transistors

Ivy Bridge

22nm 
FinFet

 1.4B 
transistors

28/32 nm supports very large gate counts
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(H,S,L) == High Vt, Standard Vt, Low Vt

(40, 45, 50) are channel lengths (in nm)
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Computer Vision

12Tuesday, September 11, 12



Excerpted from:

20 years of learning about vision: Questions 
answered, questions unanswered, and questions not 
yet asked

Bruno A. Olshausen1

Abstract.  I have been asked to review the progress that computational neuroscience 
has made over the past 20 years in understanding how vision works.  In reflecting on 
this question, I come to the conclusion that perhaps the most important advance we 
have made is in gaining a deeper appreciation of the magnitude of the problem before 
us.  While there has been steady progress in our understanding - and I will review some 
highlights here - we are still confronted with profound mysteries about how visual 
systems work.  These are not just mysteries about biology, but also about the general 
principles that enable vision in any system whether it be biological or machine.  I devote 
much of this chapter to examining these open questions, as they are crucial in guiding 
and motivating current efforts.  Finally, I shall argue that the biggest mysteries are likely 
to be ones we are not currently aware of, and that bearing this in mind is important as it 
encourages a more exploratory, as opposed to strictly hypothesis driven, approach.

1 Helen Wills Neuroscience Institute and School of Optometry, UC Berkeley
baolshausen@berkeley.edu

©          Nature Publishing Group1985

Information Processing Strategies and Pathways 

in the Primate Visual System. 
 

David C. Van Essen 
and 

Charles H. Anderson 
Department of Anatomy & Neurobiology 

Washington University School of Medicine 
St. Louis, MO 

 
 
 

 

INTRODUCTION 
 

The mammalian visual pathway is an amazingly complex and intricate system, capable of processing vast amounts of 
sensory information for use in the precise control of both immediate and long-term behavior. In many respects, the 
system is very well engineered for efficient extraction and encoding of information. To give just one example, it is 
well known that the spacing between photoreceptors in the region of highest acuity is closely matched to the limits of 
resolution imposed by the physical optics of the eye (Snyder & Miller, 1977). In this chapter, we consider how the 
notion of "good engineering" can help to understand information processing strategies used throughout the visual 
system. While some aspects of human vision are mentioned, our analysis will focus on the macaque monkey,  
which has a superb visual system very similar to that of humans. 
 
Our analysis starts in the retina, where there is a highly selective pruning of the information that enters the eye. In 
addition, a number of sophisticated data compression schemes are introduced to obtain efficient utilization of the 
information-carrying capacities of the optic nerve. It is important to understand the representations that emerge from 
these operations, because they impose major constraints on what can occur at subsequent stages of analysis in the 
visual cortex. 
 
Several major pathways, including the "parvocellular" and "magnocellular" streams, originate within the retina and 
diversify within the cortex, producing a rich set of data pathways interconnecting a multitude of higher visual areas. 
The organization of visual cortex will be discussed at the coarse-grained level of large neural ensembles (areas, layers, 
and compartments) and also at the fine-grained level of individual neurons and local network architecture. Where 
possible, systems and computational issues that relate to neuronal architecture will be considered. If evolutionary 
pressures have driven the entire system towards some near-optimal configuration, the properties of individual 
components should be related to system performance as a whole. 
 
This chapter also emphasizes the need for dynamic control of the flow and form of information in the brain, an aspect 
of neural systems that is often overlooked. In general, our perceptions of the world are not derived from isolated, 
instantaneous glances. Rather, our eyes are in constant motion, moving between selected points of interest. Internal 
representations of the world are built up over the course of many of these saccades and are continuously updated as the 
external world changes. An analogous process takes place within the brain in the form of selective visual attention, 
where detailed scrutiny is applied only to objects within a restricted, but dynamically changing, portion of the visual 

                                     
. In: An Introduction to Neural and Electronic Networks, 2nd ed., 1995, Academic 
Press, Zornetzer et al., eds., pp. 45-76 

Live Dense Reconstruction with a Single Moving Camera

Richard A. Newcombe and Andrew J. Davison
Department of Computing
Imperial College London

London, UK
[rnewcomb,ajd]@doc.ic.ac.uk

Abstract

We present a method which enables rapid and dense re-
construction of scenes browsed by a single live camera. We
take point-based real-time structure from motion (SFM) as
our starting point, generating accurate 3D camera pose es-
timates and a sparse point cloud. Our main novel con-
tribution is to use an approximate but smooth base mesh
generated from the SFM to predict the view at a bundle of
poses around automatically selected reference frames span-
ning the scene, and then warp the base mesh into highly
accurate depth maps based on view-predictive optical flow
and a constrained scene flow update. The quality of the re-
sulting depth maps means that a convincing global scene
model can be obtained simply by placing them side by side
and removing overlapping regions. We show that a clut-
tered indoor environment can be reconstructed from a live
hand-held camera in a few seconds, with all processing per-
formed by current desktop hardware. Real-time monocu-
lar dense reconstruction opens up many application areas,
and we demonstrate both real-time novel view synthesis and
advanced augmented reality where augmentations interact
physically with the 3D scene and are correctly clipped by
occlusions.

1. Introduction
Real-time monocular camera tracking (alternatively

known as real-time SFM or monocular SLAM) has recently
seen great progress (e.g. [3, 5]). However, by design such
systems build only sparse feature-based scene models, op-
timised to permit accurate and efficient live camera pose
estimation. Their application to problems where more is
needed from a vision system than pure camera positioning
has therefore been limited.

In many of the main potential application domains of
real-time monocular SLAM, it is desirable for the same
video input to be used both to estimate ego-motion and to

Figure 1. Partial reconstruction generated live from a single mov-
ing camera. We render the reconstructed surface’s normal map
(left) and how this surface is built from four local reconstructions
(right). The insert shows an overview of the reconstructed scene.

construct a detailed environment model. In mobile robotics,
a vision system should ideally enable not just raw locali-
sation but general spatial awareness and scene understand-
ing. In augmented reality, knowledge of camera positioning
alone permits the stable addition of virtual 3D objects to
video but not the occlusion handling and object/real scene
interaction that a scene model allows.

The dense stereo literature in computer vision has long
aimed at the reconstruction of continuous surfaces from sets
of registered images, and there are now many examples of
impressive results [11]. However, this work has previously
been unavailable to real-time applications due to computa-
tional cost and other restrictions.

Attempts at real-time monocular tracking and dense
modelling to date have had limited results. Pan et al. [8]
recently presented a system for live modelling of simple ob-
jects by tetrahedralisation of an SFM point cloud and visi-
bility reasoning, but in this case high accuracy is only pos-
sible for multi-planar scenes.

The work closest in spirit to ours is that of Pollefeys et
al. [10], who constructed an advanced, real-time system tar-
geted at the dense modelling of urban scenes from a multi-
camera rig mounted on a vehicle, aided if necessary by GPS
and IMU data. Real-time SFM, plane sweep stereo and

1498978-1-4244-6985-7/10/$26.00 ©2010 IEEE

See the class 
website to 
download 
these 
papers ...

Real-time demo:  
state-of-the-art 
computer vision 
(2 GPUs + CPU, 
high-end chips).
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(a) (b) (c) (d) (e)
Figure 2. Live dense reconstruction pipeline overview. (a) Online structure from motion provides real-time camera pose estimates and a
point map. (b) An implicit ‘base surface’ is fitted to the point map, and the zero level set is polygonised into a ‘base mesh’. (c) Local
bundles of cameras with partial visible surface overlap are selected around reference poses P ref . (d) The base model surface is sampled at
every pixel in a given reference frame, and deformed into a photo-consistent dense local model using dense correspondence measurements.
(e) All local reconstructions are integrated into the global surface model and redundant vertices are trimmed.

points R3 7! R, f(x) = 0. A reconstructed mesh is ex-
tracted by polygonising the function’s zero level set [1].

In our application, speed is crucial in obtaining an up to
date base model. Globally optimal non-parametric surface
fitting techniques have suffered from high computational
cost in solving large, dense systems of equations [13, 4].
In more recent years large reductions in the computational
cost of reconstruction have traded global optimality for hier-
archical, coarse-to-fine solutions. In particular, radial basis
functions with finite support have enabled the dense system
of constraints to be made sparse.

We use a state of the art multi-scale compactly supported
radial basis function (MSCSRBF) technique for 3D scat-
tered data interpolation [7]. This method combines some of
the best aspects of global and local function approximation
and is particularly suited to the sparse, approximately ori-
ented, point cloud obtained from the SFM processing stage,
in particular retaining the ability to interpolate over large,
low density regions.

Polygonisation of the zero level set, using the method of
Bloomenthal [1], is also aided by MSCSRBF since the ma-
jority of computation when evaluating the implicit surface
is performed at previous levels of the function hierarchy.
In practice we are able to run base surface reconstruction
every time a new key-frame is generated, maintaining an
up-to-date base model.

2.4. Constrained Scene Flow Dense Reconstruction
Now we detail our novel, simple and iterative dense

depth map reconstruction algorithm which relies on high
quality camera tracking and the base model obtained in the
previous section. In Section 2.6 we then show that the qual-
ity of the depth maps allows a simple local mesh model in-
tegration pipeline to be used to sequentially build a dense
global model.

Each reference frame has a grey-scale image IRef and
projection matrix P

Ref

= K

h
Rref

cw
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i
, to-

gether with n � 1 other nearby comparison frames
IC

i2(1...n). K is the known camera calibration matrix. This

set of frames constitutes a camera bundle. A method for
automatically selecting the frames in a camera bundle from
the live stream is outlined in Section 2.7.

2.4.1 Scene Motion and Image Motion

To illuminate our method, it useful to think in terms of n

static cameras viewing a deformable surface — although of
course our method is only applicable to a rigid surface, and
the deformation we discuss is only of the estimate of its
shape. Our goal is to use dense image measurements across
the camera bundle to deform the base surface estimate into
a new, more accurate shape.
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2.4.2 Optimising the Base Mesh

Our dense base mesh provides a prediction of the position
(and normal) of the visible surface elements in every frame
of the bundle. We wish to use image correspondence infor-
mation to obtain the vertex updates �x

j

required to deform

1500

age. We therefore obtain a base model mesh in a given refer-
ence frame with reduced false discontinuities by smoothing
the predicted reference view depth map. We use a Gaussian
kernel with a support of 15 pixels. The smoothed depth map
is then triangulated and transformed back into the global
frame for use in view prediction.

2.5.3 Iterating Model Prediction

We further utilise the model predictive optical flow by per-
forming multiple iterations of the reconstruction algorithm.
Prior to triangulation a denoised version of the depth map
D0 is constructed by minimising a g-weighted TV-L1 de-
noising functional:

E
d

=

Z

⌦

�|D(x)� D0
(x)|dx +

Z

⌦

g(x)|rD0|dx , (12)

where g(|rI

ref

|) = exp(�↵|rI

ref

|�) maps the gradient
magnitude between 0 and 1, we use ↵ = 10, � = 1. The
TV-L1 model has been shown to effectively remove struc-
ture below a certain scale while preserving image contrast
and all larger scale structures in the image [9]. Here, the
isotropic regularisation weight g from the reference image
ensures that strong image boundaries, often indicators of
object boundaries, are not smoothed over in the depth map,
thereby providing a form of segmentation prior on the con-
struction of D0 [14].

D0 is then triangulated and used in place of the original
base model, improving view prediction and and the qual-
ity of optical flow computation, and ultimately increasing
photo-consistency in the reconstructed model. Figure 5 il-
lustrates the results of processing a second iteration.

2.6. Local Model Integration
A number of algorithms have been developed to enable

the fusion of multiple depth maps, traditionally obtained
from structured light and range scanners, into a global
model [11]. These methods can be broadly split into two
categories. Those in the first class make of use of the com-
puted depth maps, dense oriented point samples, or volu-
metric signed distance functions computed from the depth
maps to fit a globally consistent function that is then polygo-
nised. This class of algorithm includes optimal approaches
[2, 20], though is less amenable to larger scale reconstruc-
tions due to prohibitively large memory requirements for
the volumetric representation of the global functions. It is
noted however that recent advances in solving variational
problems efficiently on GPU hardware increase the possi-
bility of using such methods in the future [18]. The second
class of algorithms work directly on the partial mesh re-
constructions. One of the earliest methods, zippered poly-
gon meshes [12], obtained a consistent mesh topology by

Figure 5. A local surface reconstruction using a total of four im-
ages. From one scene flow iteration and associated error measures
(top left). A second iteration results in high photo consistency (top
right), indicated by red colouring. The resulting Phong shaded
reconstruction (bottom left) and a synthesised view using the ref-
erence camera image to texture the surface model (bottom right).

removing overlapping regions to form meshes that are con-
nected at the new boundaries. [6] have demonstrated real
time fusion of noisy depth maps to obtain a set of depth
maps with reduced errors and free space violations that
are then polygonised. Sparse solution methods such as the
method used in the base mesh construction pipeline in this
paper [7] and [4] are also currently computationally infea-
sible when a finer grain polygonisation of the level set is
desired to achieve every-pixel mapping.

Due to the consistent quality of the depth maps pro-
duced we have found that a very simple approach can suf-
fice. Given a newly triangulated mesh obtained at reference
P

ref , we render a depth map of the currently integrated
dense reconstruction into P

ref and remove the vertices in
the new model where the distance to the current vertex is
within ✏

dist

of the new depth value. We also remove less
visible vertices with high solution error in the new mesh
where E

v

< 0.9 and E

s

> 1e

�3.

2.7. Camera Bundle Selection
Each local reconstruction requires a camera bundle, con-

sisting of a reference view and a number of nearby com-
parison views, and we aim to select camera bundles to span
the whole scene automatically. As the camera browses the
scene the integrated model is projected into the virtual cur-
rent camera, enabling the ratio of pixels in the current frame
that cover the current reconstruction, V

r

, to be computed.
We maintain a rolling buffer of the last 60 frames and cam-
era poses from which to select bundle members.

When V
r

is less than an overlap constant ✏

r

= 0.3 a new

1503

“Stands on shoulders” of 30 years of CV research
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Early Days
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... in the 1960s 
almost no one 
realized that machine 
vision was difficult. 

... the idea that 
extracting edges and 
lines from images 
might be at all 
difficult simply did 
not occur to those 
who had not tried
to do it.
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Optical illusions, why do they exist?

We see optical 
illusions because 
the assumptions 
the brain makes 
are not always 
true.

The “vision problem” is an ill-posed problem. 
The brain turns vision into a well-posed problem 
by making assumptions about the physical world.
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Well-posed rules:

Vision: the “inverse problem” 
of computer graphics. 

Computer graphics is well-posed. Vision is not.
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Regularization: Adding “extra terms” to the 
equations of vision, to make them well-posed.

“Extra 
terms” 
capture 
assumptions 
about the 
physical 
world.

Turns vision into an (expensive) optimization problem.
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FIGURE 8 Architecture of P and M inputs to area V1. The diagram shows a l-mm2 patch of V1. with inputs from P cells terminating in layer 

4Cb (front face) and inputs from M cells terminating in layer 4Ca (righface). Groups of axons associated with a single sampling node are bundled 
together by the small loops in the white matter. The actual density of P and M inputs and the extent and degree of overlap of axonal arbors within 
each layer are indicated semi-quantitatively. This figure also shows two manifestations of modular organization within V1: ocular dominance 

stripes, in which there is sharp segregation of the inputs from left and right eyes in layer 4, and cytochrome oxidase "blobs,-- shown as circular 
patches on the surface of the cortex that are positioned along the center of each ocular dominance stripe. The spacing of lettering on the left 
provides a more accurate indication of the relative thickness of different layers than does the actual figure, in which layer 4C has been expanded 

for clarity. 

 

Each square millimeter of cortex receives on average about 800 P cell afferents (400 per eye) and about 80 M cell 

afferents (40 per eye).  In relation to the P and M sampling lattices outlined previously, each square millimeter is 

supplied by about 120 sampling nodes from each eye for the P system (represented by loops around sets of P cell 

inputs) and about 12 sampling nodes from each eye for the M system. 
 

V1 has many more distinct layers than are found in other cortical areas, which stems in large part from the segregation 

of P and M pathways (Hubel & Wiesel, 1977, Fitzpatrick, Lund, & Blasdel, 1985). P inputs terminate mainly within a 

thin sheet known as layer 4Cb, whereas M inputs terminate immediately above, in layer 4Ca. In each of these layers 

there is also a clear segregation of inputs for the two eyes. This is manifested by an alternating series of ocular 

dominance stripes. each approximately 0.5 mm wide and receiving inputs exclusively from one eye. 

 

The axonal arbors of P cell afferents are relatively compact, with a typical arbor diameter of 150-250, �mg which is 

reflected in the horizontal extent of axons drawn in the figure (Blasdel & Lund, 1983). Dendritic arbors of cells in 

layer 4Cb are also about 150-200 µm in diameter (Lund, 1988). Based on these numbers and on the density of P cell 

afferents, it follows that each cell in layer 4Cb can potentially be in physical contact with about 100 P cells. We 

estimate that each neuron in layer 4Cb receives about 100 geniculo-cortical synapses, based on the data of O'Kusky 

and Colonnier (1982) and Blasdel and Lund (1983). Likewise, each cell in layer 4Ca receives a total of about 100 

5x5 “pixels” 
from motion 
code of the 

retina
14x14 “pixels” from 

“spatial” code in the retina

V1: A part 
of cortex 
where parts 
of the 
optimization 
may occur. 

3mm 1mm

1m
m

100,000 neurons dedicated to a 
small “window” of the visual field. 

“Cartoon”
neuron:
“Analog 
logic gate” 
with 10,000 
inputs ...
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Human 
neocortex: 
the 
dimensions 
of a large 
dinner 
napkin 
(unfolded).

Power: 
20W 
(for 
entire 
brain)
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of our ignorance is vast.  It is not simply a matter of filling in holes here and there, rather 
we are missing something fundamental.

How is sophisticated vision possible in tiny nervous systems?

Much effort in neuroscience is expended to understand how neural circuits in the visual 
cortex of cats and monkeys enable their perceptual abilities.  An often unstated 
assumption behind these studies is that mammalian cortex is uniquely suited for gaining 
insight into the neural mechanisms of perception.  But one must begin questioning this 
assumption when confronted with the highly sophisticated visual capabilities found in 
nervous systems that are smaller by several orders of magnitude.

Consider for example the jumping spider (Figure 4).  Unlike other spiders that use a 
web to extend their sensory space, this animal relies entirely upon vision to localize 
prey, identify potential mates, and navigate complex terrain.  It does so using a highly 
elaborate visual system comprising four pairs of eyes: one pair of frontal facing principal 
eyes (antero-median eyes) provide a high-resolution image over a narrow field of view, 
while the other three pairs provide lower resolution images over a wide field of view and 
are mounted on different parts of the head so as to provide 360º coverage of the entire 
visual field (Land 1985).  Interestingly, the retinae of the antero-median eyes are highly 
elongated in the vertical direction so as to essentially form a one-dimensional array of 
photoreceptors.  These retinae move from side to side within the head in a smooth 
(approximately 1 Hz) scanning motion to perform pattern analysis (Land 1969).  The 
jumping spider uses its low resolution system to detect targets or objects of interest, and 
then orients its body to position the target within the field of view of the high-resolution 
antero-median eyes for more detailed spatial analysis via scanning (Land 1971). 

Figure 4: a) Jumping 
spider (Habronattus). 
b) Jumping spider 
visual system, showing 
antero-median, antero-
lateral, and posterior-
lateral eyes. c,d) 
orienting behavior of a 
one day old jumping 
spider (lower right) 
during prey capture of 
a fruit fly. (a,b from 
Wayne Maddisonʼs 
Tree of Life;  c,d video 
frames filmed by Bruno 
Olshausen and Wyeth 
Bair in the Bower lab, 
Caltech 1991).

a b

c d
1200 photocells in a 
vertical strip; both 
eyes scan together 
horizontally at 1 Hz

Jumping spider: < 100,00 neurons in its brain

of our ignorance is vast.  It is not simply a matter of filling in holes here and there, rather 
we are missing something fundamental.

How is sophisticated vision possible in tiny nervous systems?

Much effort in neuroscience is expended to understand how neural circuits in the visual 
cortex of cats and monkeys enable their perceptual abilities.  An often unstated 
assumption behind these studies is that mammalian cortex is uniquely suited for gaining 
insight into the neural mechanisms of perception.  But one must begin questioning this 
assumption when confronted with the highly sophisticated visual capabilities found in 
nervous systems that are smaller by several orders of magnitude.

Consider for example the jumping spider (Figure 4).  Unlike other spiders that use a 
web to extend their sensory space, this animal relies entirely upon vision to localize 
prey, identify potential mates, and navigate complex terrain.  It does so using a highly 
elaborate visual system comprising four pairs of eyes: one pair of frontal facing principal 
eyes (antero-median eyes) provide a high-resolution image over a narrow field of view, 
while the other three pairs provide lower resolution images over a wide field of view and 
are mounted on different parts of the head so as to provide 360º coverage of the entire 
visual field (Land 1985).  Interestingly, the retinae of the antero-median eyes are highly 
elongated in the vertical direction so as to essentially form a one-dimensional array of 
photoreceptors.  These retinae move from side to side within the head in a smooth 
(approximately 1 Hz) scanning motion to perform pattern analysis (Land 1969).  The 
jumping spider uses its low resolution system to detect targets or objects of interest, and 
then orients its body to position the target within the field of view of the high-resolution 
antero-median eyes for more detailed spatial analysis via scanning (Land 1971). 

Figure 4: a) Jumping 
spider (Habronattus). 
b) Jumping spider 
visual system, showing 
antero-median, antero-
lateral, and posterior-
lateral eyes. c,d) 
orienting behavior of a 
one day old jumping 
spider (lower right) 
during prey capture of 
a fruit fly. (a,b from 
Wayne Maddisonʼs 
Tree of Life;  c,d video 
frames filmed by Bruno 
Olshausen and Wyeth 
Bair in the Bower lab, 
Caltech 1991).

a b

c d
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Optic Flow
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X

y

dy/dt

dx/dtOptic Flow

Notate a movie with 
arrows to show speed 
and direction.
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Several popular algorithms ...

You may use 
any of these 
algorithms as 
the basis of 
your project. 

In the slides 
that follow, 
we describe 
the Horn 
and Schunck 
approach. See class website for papers.

34Tuesday, September 11, 12



t

(x+   x,y+    y)δδ

t+   tδ

(x,y)

Figure 1: The image at position (x, y, t) is the same as at (x + !x, y + !y, t + !t)

where H.O.T. are the Higher Order Terms, which we assume are small and can safely be ignored. Using the above
two equations we obtain:

"I

"x
!x +

"I

"y
!y +

"I

"t
!t = 0 or

"I

"x

!x

!t
+

"I

"y

!y

!t
+

"I

"t

!t

!t
!"#$

=1

= 0 and finally :

"I

"x
vx +

"I

"y
vy +

"I

"t
= 0. (3)

Here vx = !x
!t and vy = !y

!t are the x and y components of image velocity or optical flow2 and "I
"x , "I

"y and "I
"t

are image intensity derivatives at (x, y, t). We normally write these partial derivatives as:

Ix =
"I

"x
, Iy =

"I

"y
and It =

"I

"t
. (4)

Note the di!erence between (vx, vy) which are the x and y components of optical flow and (Ix, Iy, It) which are
intensity derivatives. This equation can be rewritten more compactly3 as:

(Ix, Iy) · (vx, vy) = !It (5)

or as:
"I · #v = !It, (6)

where "I = (Ix, Iy) is the spatial intensity gradient and #v = (vx, vy) is the image velocity or optical flow
at pixel (x, y) at time t. "I · #v = !It is called the 2D Motion Constraint Equation and is 1 equation in
2 unknowns (a line) as shown in Figure 2b. This is a consequence of the aperture problem: there is usually
insu"cient local image intensity structure to measure full image velocity, but su"cient structure to measure the
component normal to the local intensity structure. Figure 2a shows one example of the aperture problem, where
a line moving up and to the right is viewed through a circular aperture. In this case, it is impossible to recover
the correct full image velocity, but only the image velocity normal to the line. The problem of computing full
image velocity then becomes finding an additional constraint that yields a second di!erent equation in the same
unknowns.

Normal velocity then is a local phenomenon and occurs when there is insu"cient local intensity structure to allow
a full image velocity to be recovered. In this case, only the component of velocity normal to the local intensity
structure (for example, an edge), #vn, can be recovered. The tangential component of the velocity, #vt, cannot be
recovered. As shown in Figure 2b, the 2D Motion Constrain Equation yields a line in #v = (vx, vy) space. One
velocity on this line is the correct velocity. The velocity with the smallest magnitude on that line is the normal
velocity #vn. The magnitude and direction of the normal velocity, #vn = vnn̂ can be computed solely in terms of the

2We use these terms interchangeably.
3Note that we ignore the transpose symbol T when we can to keep our equations “cleaner”. Thus !I · !vT becomes !I · !v. Both

!I and !v are column vectors. The meaning should be obvious from the context.

3

Basic idea

A brightness 
pattern E()
moves (δx, δy) 
in time δt. 

If the move is small, we can expand:

After rearranging (next slide) ...
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One equation with two unknowns!

Computed from pixels

dy/dt

dx/dt

This actually has physical significance ...
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The aperture problem

Each bottom 
scenario could 
explain the top 
animation.

This underlies an optical illusion ...
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The barberpole illusion

Both patterns are actually moving down 
and to the right. But the bar shape of the 
aperture on the right creates the illusion 
of pure downward motion. 

If you don’t see it at first, try blinking ...
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The barberpole illusion

Barberpoles rotate 
horizontally, but 
we see vertical 
movement ...

Now, back to the math ...
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Partial derivatives of pixels

Change notation, and regularize ...

To create a second equation, we assume that 
velocity varies smoothly almost everywhere.  
To do so, we minimize:

The local averages act as “knowns”, and so we 
now have “two equations and two unknowns”.
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The optimization problem

Where:

and α is chosen based on the expected S/N ratio.

Two questions left:

(1) How to calculate:

(2) How to do optimization (!)
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Computing

To calculate partial 
derivatives for the 
point in the center 
of an 8-pixel cube:

x

y

t
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Computing

Note: Values used in 
time “k+1” computations 
only use averages from 
time “k” ...

x

y

t
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(2) How to do optimization ...

To compute a “better” approximation un+1, vn+1 

given un, vn, compute the expressions:

In practice, one iteration of this equation per 
frame works well, when using the values 
computed in the prior frame as a starting point

See paper to learn how to derive this ...
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Optic flow block diagram
Camera input frames

Large SRAMs 
for image data, etc.

Hardwired Optic Flow Algorithm

A research group in Spain did this design in an 
FPGA and documented it very completely 

(see paper on class website)

dy/dtdx/dt
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5.4. Hardware implementation

To make operational tests of a real system, an artificial vision system has been
constructed according to the scheme represented in Fig. 19. The optical flow estima-
tor is implemented with a FPGA and some FIFO memory chips.

Outside of the FPGAs there are frame and line delayers for gradient calculators
and line delayers for Laplacian calculators. Signals from the delay banks are con-
trolled by the FPGA. As each image in the sequence has a resolution of 256 · 256
pixels, the FIFO delayers for gradient calculus have capacities of 64Kbytes to store
a frame and 256 bytes to store a line. These FIFO memories are commercially avail-
able from di!erent semiconductor manufacturers [24,9]. To calculate Laplacians in
the feedback loop it is necessary to use small FIFO memories, 256 · 9 bits, to store
previous lines of two directions of the optical flow.

The storage of a 256 · 256 pixel image frame requires a FIFO memory of 64Kby-
tes and to store a video line requires a FIFO memory with 256 bytes. The use of this
amount of memory within the commercial FPGA [2,51] is, at the moment, nonvia-
ble. In Table 3, the memory capacities of several of the current FPGAs appear. The
capacities in this table appear in numbers of bits and not in bytes. Therefore, to store
an image frame 524,288 bits are required, and 2048 bits for a line. In addition, the

Fig. 19. Block diagram of the hardware implementation of the optical flow estimator.
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use of this external memory needs other present resources in the FPGA. For these
reasons, a decision has been taken to consider that the delay circuit of the video
frame is made outside of the FPGA, using commercial FIFO memories. The line de-
layer will be made inside or outside of the FPGA depending on the capacity available
in the used FPGA.

To store the image, the memory used has been the IDT7208 made by Integrated
Device Technology [24] that has a capacity of 64K · 9 bits. The line memories reside
in the used FPGA. FPGA selected device has been the EPF20K300EQC240-2X of
the APEX 20K family from Altera. In Table 4, the basic features of this circuit
can be seen [2].

The device EP20K300EQC240-2 has 240 pins (152 are input/output pins, 69 are
for power supply and 19 are dedicated pins). In the final implementation 38 pins for
inputs, 31 for outputs, 7018 logic elements, and 12,288 RAM bits have been re-
quired. The remaining pins have been used for testing purposes. In Fig. 20 a photog-
raphy of the system prototype is shown.

In terms of computation throughput, this system fulfils the specified real time con-
strains, 60 images per second with 256 · 256 image resolution. In Table 5 the perfor-
mance of the system is compared with other similar systems. The Dı́az et al. [11]
system uses the Lucas and Kanade algorithm (L&K) and the Cobos et al. [7] system
uses the Horn and Schunck algorithm (H&S).

6. Future research

This optical flow estimator has been designed with the latest FPGAs that have the
feature of in-system programmability (ISP). This feature permits us to adjust the

Table 3
Memory capacities of some commercial FPGAs

Manufacturer Device Maximum device capacity of RAM memory (bits)

Altera APEX EP20K1500 442,368
Altera APEX EP20K400 212,992
Altera FLEX EPF10K200 98,304
Xilinx XC4085 100,352
Xilinx Virtex XCV1000 131,072
Xilinx Spartan XC2S200 57,344

Table 4
Summary of the used FPGA features

Characteristics EP20K300

Gate number 300,000
Logic elements (LEs) 11,520
Logic array blocks (LABs) 1,152
Embedded array blocks 72
RAM bits 147,456
User I/O pins 152
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