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Memory: Technology and Patterns

Memory, the 10,000 ft view.  Latency, 
from Steve Wozniak to the power wall.

Break

How SRAM works.  The memory 
technology available on logic dies.

Memory design patterns.  Ways to 
use SRAM in your project designs.

How DRAM works.  Memory design 
when low cost per bit is the priority.
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40% of 
this ARM 
CPU is 
devoted to 
SRAM 
cache.


But the 
role of 
cache in 
computer 
design has 
varied 
widely 
over time.
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1977: DRAM faster than microprocessors

 Apple ][ (1977)

Steve 
WozniakSteve 

Jobs

 CPU: 1000 ns
 DRAM: 400 ns
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1980-2003, CPU speed outpaced DRAM ...
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Q. How do architects address this gap? 
A. Put smaller, faster “cache” memories 

between CPU and DRAM.  
Create a “memory hierarchy”.
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Caches: Variable-latency memory ports 
Lower Level

Memory
Upper Level

Memory
To Processor

From Processor

Blk X

Blk Y

Small, fast Large, 
slow 

From
CPU

To CPU

Data in upper 
memory 
returned with 
lower latency.  

Data in lower 
level returned 
with higher 
latency.

Data

Address
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Programs with locality cache well ...

Donald J. Hatfield, Jeanette Gerald: Program 
Restructuring for Virtual Memory. IBM Systems 
Journal 10(3): 168-192 (1971)
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The caching algorithm in one slide

Temporal locality: Keep most recently 
accessed data closer to processor.

Spatial locality: Move contiguous blocks 
in the address space to upper levels.

Lower Level
Memory

Upper Level
Memory

To Processor

From Processor

Blk X

Blk Y
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2005 Memory Hierarchy: Apple iMac G5

 iMac G5
1.6 GHz
$1299.00

Reg L1 
Inst

L1 
Data L2 DRAM Disk

Size 1K 64K 32K 512K 256M 80G
Latency
(cycles) 1 3 3 11 160 1E+07

Let programs address a memory space that scales 
to the disk size, at a speed that is usually as fast 

as register access

Managed 
by compiler

Managed 
by hardware

Managed by OS,
hardware,
application

 Goal: Illusion of large, fast, cheap memory
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512K
L2

90 nm, 58 M 
transistors

PowerPC 970 FX
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Latency: A closer look

Reg L1 
Inst

L1 
Data L2 DRAM Disk

Size 1K 64K 32K 512K 256M 80G
Latency
(cycles) 1 3 3 11 160 1E+07
Latency

(sec) 0.6n 1.9n  1.9n 6.9n 100n 12.5m

Hz 1.6G 533M 533M 145M 10M 80
Architect’s latency toolkit: 

Read latency: Time to return first byte of a random access

(1) Parallelism.  Request data from N 1-bit-wide memories at the 
same time.  Overlaps latency cost for all N bits.  Provides N times 
the bandwidth.  Requests to N memory banks (interleaving) have 
potential of N times the bandwidth. 
(2) Pipeline memory.  If memory has N cycles of latency, 
 issue a request each cycle, receive it N cycles later. 
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TABLE II
VOLUMETRIC COMPARISONS FOR HDD, NAND, AND TAPE COMPONENTS

(YE 2010)

read transducer is 1.0 F. HDD and TAPE magnetic recording bit
cells are characterized by an aspect ratio, i.e. a bit aspect ratio or
BAR or bit width/bit length. Typical BARs for HDD bit cells are

4–7. Typical BARs for TAPE bit cells are 100–130. Refer-
ring to Table I HDD areal density goals in 2014 will also stress
minimum feature processing as is the case with NAND. On the
other hand, TAPE minimum features are over a factor of 100
larger in the 2014 time frame due to the large BAR for TAPE
bit cells, This suggests that areal density goals will be achieved
for TAPE with minimum lithographic impact.

IV. VOLUMETRIC EXAMPLES

For SCM products, areal density capabilities must be trans-
lated into device capacities. Here the true technology metric be-
comes not only cost per bit but also bit per unit volume. The
volumetric requirement is what equalizes the disparity in areal
density between HDD and TAPE. The volumetric advantage for
NAND is diminished by the cost of the bit. Volumetric compar-
isons for YE 2010 components are shown in Table II.

The parameters used in determining the device volumes were
a 62 mm disk drive form factor for the NAND Drive, a 95 mm
disk drive form factor for the HDD Drive, and a standard LTO
form factor for the tape cartridge. At the YE 2010 time point,
all technologies have comparable volumetric densities, within
20%. Yet as noted in Table I, the areal density of tape is a factor
of 200 to 300 smaller than the areal density of NAND Flash and
HDD. Tape volumetric efficiency comes from the thickness of
the media in comparison with the thickness of a disk substrate
or a silicon substrate. Tape media is 6 m thick; disk substrates
are 800 m to 1000 m thick, and silicon substrates are 600 um
thick but usually thinned during the packaging process below
the 200 m range. The prices shown in Table II are approximate
and reflect values in 4Q 2010. In principle, assuming areal den-
sity improves equally, i.e., 40% annual increases for all three
SCM technologies, volumetric density for the SCM technolo-
gies remains equivalent.

V. AREAL DENSITY ASSESSMENTS FOR NAND,
HDD, AND TAPE

Lithography requirements play a major role in assessing fu-
ture areal density increases for NAND flash, HDD, and TAPE.
In addition, investment costs for new technology development
in media strategies (patterning, thermal assist) drive HDD areal

Fig. 4. Intel Micron 8 GB NAND flash device, 2 bit per cell, 25 nm minimum
feature, 16.5 mm 10.1 mm [5].

Fig. 5. Thermal assist HDD transducer with additional optical components
(laser, reflector) from Seagate [6].

density increases. Mechanical issues related to flexible media
drive TAPE areal density increases.

The “state of the art” NAND devices are 8 GB chips, 166
mm in area, built with 25 nm minimum features using a 2 bit
per cell design that yields a cell size of [5]. Only 73% of
the chip area is used for memory cell storage. Fig. 4 shows the
chip design for an Intel/Micron product. Note the area of the
chip not used for memory storage. The local areal density is 330
Gbit/in . An assessment of the future of NAND Flash rests on
both economics and on technology. Technology addresses the
ability to shrink the bit cell size through lithography. As noted
in Section III, the 40% per year roadmap goals force NAND
to minimum features of 12 nm in the 2014 time period since
moving to 3 or 4 bit per cell flash designs are limited by data in-
tegrity due to multiple re-write or longevity problems associated
with smaller cells. Lithography alone will limit areal density in-
creases in NAND flash and as seen in Fig. 3 a likely lithography
feature of 16 nm (midway between the ITRS and the Intel/Mi-
cron projections) would be achievable in the 2014 timeframe.

The economics of NAND are driven by basic wafer costs for
a 25 mask process of $1500. In 2010 there are 384 8 GB chips
using 25 nm features on a 300 mm diameter Si wafer today
yielding 3000 GB per wafer or $0.50/GB just at the wafer level
(unpackaged). Contrast this price with the $0.07/GB price for a
completed and fully operation hard disk drive. For the 2014 time
point, 32 GB chips using 12 nm features will result in 12000 GB
of memory on a 300 mm diameter Si wafer at $0.125/GB at the
wafer level (unpackaged). In view of ITRS roadmaps alone, a
better assessment for the NAND landscape in 2014 would be at
best 16 nm features (i.e. an annual reduction in minimum feature

Capacitance and memory

Intel Micron 8 GB NAND flash device, 2 bit per cell, 25 nm minimum feature, 16.5 mm  by 10.1 mm.
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State is coded as the 
amount of energy stored 
by a device.

+++ +++

--- ---

Storing computational state as charge

State is read by 
sensing the amount 

of energy

+++ +++

--- ---

1.5V 

Problems: noise changes Q (up or down), 
parasitics leak or source Q. Fortunately, 

Q cannot change instantaneously, but that only 
gets us in the ballpark.
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How do we fight noise and win?
Store more energy 
than we expect 
from the noise.

Q = CV.  To store more 
charge, use a bigger V or 

make a bigger C. 
Cost: Power, chip size.

Example: 1 bit per capacitor.
Write 1.5 volts on C.

To read C, measure V.
V > 0.75 volts is a “1”. 
V < 0.75 volts is a “0”.

Cost: Could have stored many bits on that capacitor.

Represent state
as charge in ways that 
are robust to noise.

Correct small state errors 
that are introduced by noise.

Ex: read C every 1 ms
Is V > 0.75 volts?
Write back 1.5V 
(yes) or 0V (no).Cost: Complexity.
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Dynamic Memory Cells
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DRAM cell: 1 transistor, 1 capacitor

Vdd

Capacitor 

“Word Line”“Bit Line”

p-

oxide
n+ n+

oxide
------

“Bit Line”

Word Line and Vdd run on “z-axis”

Vdd

Diode  
leakage 
current.

Why 
Vcap 
values 
start 
out at  
ground.

Vcap

Word
 Line

Vdd

“Bit Line”
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A 4 x 4 DRAM array (16 bits) ....
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Invented after SRAM, by Robert Dennard

www.FreePatentsOnline.com

www.FreePatentsOnline.com

www.FreePatentsOnline.com
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DRAM Circuit Challenge #1: Writing

Vdd

Vdd - Vth.  Bad, we store less 
charge.  Why do we not get Vdd?

Vdd
Vdd

Ids = k [Vgs -Vth]^2 ,  
but “turns off” when Vgs <= Vth!

Vgs

Vc

Vgs = Vdd - Vc.  When Vdd - Vc == Vth, charging effectively stops!
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DRAM Challenge #2: Destructive Reads

Vdd

Vc -> 0

+++++++

+++++++   (stored charge from cell)

0 -> Vdd

Word Line

Raising the word line removes the 
charge from every cell it connects to!

DRAMs write back after each read.

Vgs

Bit Line
(initialized 
to a low  
voltage)
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DRAM Circuit Challenge #3a: Sensing

Assume Ccell = 1 fF
Bit line may have 2000 nFet drains, 
assume bit line C of 100 fF, or 100*Ccell.
Ccell holds Q = Ccell*(Vdd-Vth)

dV = [Ccell*(Vdd-Vth)] / [100*Ccell]
dV = (Vdd-Vth) / 100 ≈ tens of millivolts! 

In practice, scale array to get a 60mV signal.

When we dump this charge onto the 
bit line, what voltage do we see?

Ccell100*Ccell
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DRAM Circuit Challenge #3b: Sensing

Compare the bit line against the voltage on a 
“dummy” bit line.

How do we reliably sense a 60mV signal?

...

“Dummy” bit line. 
Cells hold no charge.

?-
+Bit line to sense

Dummy bit line

“sense amp”
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DRAM Challenge #4: Leakage ...

Vdd

Bit Line
+++++++

Word Line

p-

oxide
n+ n+

oxide
------

Solution: “Refresh”, by rewriting cells at 
regular intervals (tens of milliseconds)

Parasitic currents 
leak away charge.

Diode leakage ...
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DRAM Challenge #5: Cosmic Rays ...

Vdd

Bit Line
+++++++

Word Line

p-

oxide
n+ n+

oxide
------

Cosmic ray hit.

Solution: Store extra bits to detect and 
correct random bit flips (ECC).

Cell capacitor holds 25,000 electrons (or 
less).  Cosmic rays that constantly 
bombard us can release the charge!
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DRAM Challenge #6: Yield

Solution: add extra bit lines (i.e. 80 when 
you only need 64). During testing, find the 
bad bit lines, and use high current to burn 
away “fuses” put on chip to remove them.

If one bit is bad, do we throw chip away?

...

Extra bit lines. 
Used for “sparing”.
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DRAM Challenge #7: Scaling

Each generation of IC technology,  
we shrink width and length of cell.

dV ≈ 60 mV= [Ccell*(Vdd-Vth)] / [100*Ccell]

Solution: Constant Innovation of Cell Capacitors!

Problem 1: Number of arrays per chip grows!

If Ccell and drain capacitances scale together, 
number of bits per bit line stays constant.

Problem 2: Vdd may need to scale down too!
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Poly-diffusion Ccell is ancient history

Vdd

Capacitor 

“Word Line”“Bit Line”

p-

oxide
n+ n+

oxide
------

“Bit Line”

Word Line and Vdd run on “z-axis”

Word
 Line

Vdd

“Bit Line”
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Early replacement: “Trench” capacitors
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The 
companies 
that kept 
scaling 
trench 
capacitors

for 
commodity 
DRAM chips

went out of 
business.

Final generation of trench capacitors
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Samsung 
90nm 
stacked 
capacitor 
bitcell.

DRAM: the field for material and process innovation
Arabinda Das

http://www.eetimes.com/document.asp?doc_id=1276895&
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Cell access transistors for the 4 leading vendors

Chipmakers turn to new process for sub-nm DRAM cells 
Jeongdong Choe, TechInsights

http://www.eetimes.com/document.asp?doc_id=1280921&
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Fig. 14. Chip photograph and summary table.

Fig. 15. Measured shmoo plot of tCK versus VDD showing 3.3 Gb/s operation at 1.14 V and measured eye diagram at 2.6 Gb/s.

power consists of core power and I/O power. Considering op-
eration and standby portion of system, system power reduction
reaches to 30% of system with DDR3.

VI. SUMMARY

A 3.2 Gb/s/pin DDR4 SDRAM is implemented in a 30 nm
CMOS 3-metal process. DDR4 SDRAM adopts lower supply
voltage to reduce power consumption compared with previous
DDR3 SDRAM. There are various features to guarantee stable
transaction at higher speed like 3.2 Gb/s. Bank group architec-
ture is adopted and used actively to increase data rate without in-
creasing burst length. DBI and CRC functions are implemented
with data-bus systemminimizing area and performance penalty.
CA parity scheme is used to check and inform the error of com-
mand and address path. Dual error detection scheme is com-
posed of CRC and CA parity. To enhance the basic receivability
of buffer, gain enhanced buffer for command and address pins,
and wide commonmode range buffer for DQ pins are presented.
PVT tolerant data fetch scheme is also implemented to secure
fetch margin in low voltage and high speed operation. Finally,

adaptive DLL scheme is adopted by using analog and digital
delay line according to frequency and voltage. By using this
scheme, the jitter requirement of DDR4 SDRAM can be sat-
isfied at a high frequency and power consumption can be saved
at a low frequency.
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A 1.2 V 30 nm 3.2 Gb/s/pin 4 Gb DDR4 SDRAM
With Dual-Error Detection and PVT-Tolerant

Data-Fetch Scheme
Kyomin Sohn, Taesik Na, Indal Song, Yong Shim, Wonil Bae, Sanghee Kang, Dongsu Lee, Hangyun Jung,
Seokhun Hyun, Hanki Jeoung, Ki-Won Lee, Jun-Seok Park, Jongeun Lee, Byunghyun Lee, Inwoo Jun,
Juseop Park, Junghwan Park, Hundai Choi, Sanghee Kim, Haeyoung Chung, Young Choi, Dae-Hee Jung,
Byungchul Kim, Jung-Hwan Choi, Seong-Jin Jang, Chi-Wook Kim, Jung-Bae Lee, and Joo Sun Choi

Abstract—A 1.2 V 4 Gb DDR4 SDRAM is presented in a 30 nm
CMOS technology. DDR4 SDRAM is developed to raise memory
bandwidth with lower power consumption compared with DDR3
SDRAM. Various functions and circuit techniques are newly
adopted to reduce power consumption and secure stable transac-
tion. First, dual error detection scheme is proposed to guarantee
the reliability of signals. It is composed of cyclic redundancy
check (CRC) for DQ channel and command-address (CA) parity
for command and address channel. For stable reception of high
speed signals, a gain enhanced buffer and PVT tolerant data fetch
scheme are adopted for CA and DQ respectively. To reduce the
output jitter, the type of delay line is selected depending on data
rate at initial stage. As a result, test measurement shows 3.3 Gb/s
DDR operation at 1.14 V.

Index Terms—CMOS memory integrated circuits, CRC, DDR4
SDRAM, DLL, error detection, parity, PVT-tolerant data-fetch
scheme.

I. INTRODUCTION

C URRENTLY, DDR3 SDRAM is widely used as a main
memory of PC and server systems. It provides reason-

able performance focusing on the reliability of data retention.
However, the explosive growth of mobile devices such as smart
phones and tablet PCs requires a very large number of server
systems [1]. And, higher performance server systems are re-
quired due to the advent of high-bandwidth network and the rise
of high-capacity multimedia content. A main memory of server
system also has to have the low power and high performance
features because it is one of the critical components of server
systems [2].
DDR4 SDRAM is regarded as the next generation memory

for the computing and server systems. In comparison with
precedent DDR3 SDRAM, major changes are supply voltage
of 1.2 V, pseudo open drain I/O interface, and high data rate
from 1.6 Gb/s to 3.2 Gb/s.
Table I shows the comparison table of DDR3 and DDR4

SDRAM. First, target data rate is doubled to 3.2 Gb/s/pin which

Manuscript received April 17, 2012; revised June 27, 2012; accepted July 02,
2012. Date of publication September 28, 2012; date of current versionDecember
31, 2012 This paper was approved by Guest Editor Yasuhiro Takai.
The authors are with Samsung Electronics, Gyeonggi-Do 445-701, Korea

(e-mail: Kyomin.sohn@samsung.com).
Color versions of one or more of the figures in this paper are available online

at http://ieeexplore.ieee.org.
Digital Object Identifier 10.1109/JSSC.2012.2213512

TABLE I
COMPARISON TABLE OF DDR3 AND DDR4 SDRAM

can cause signal integrity problem. And, supply voltages are
lowered from 1.5 V to 1.2 V which is a key factor to reduce
power consumption. VDD and VDDQ are lowered to 1.2 V, but,
VPP is added to reduce the burden of charge pump and its typ-
ical value is 2.5 V. A reference voltage for DQ (VREFDQ) is
changed from external to internal which is tightly related with
the change of termination method. Termination method for DQ
is changed from center-tapped-termination (CTT) to pseudo-
open-drain (POD). In other words, the termination voltage of
DQ is not the half of VDDQ, but just VDDQ. POD is also
used in Graphics DDR5 (GDDR5) SDRAM and useful to re-
duce power consumption. Unlike GDDR5, a channel environ-
ment of main memory can be varied according to system con-
figuration [3]. It causes variable optimal reference voltage so
that VREFDQ should be generated internally. In view point
of cell array architecture, bank group architecture is actively
used to raise data rate without the increase of core operating
frequency which is described in Section II. Finally, there are
various new functions introduced in DDR4 SDRAM. There are
CA parity, CRC (cyclic redundancy check), DBI (data-bus in-
version), gear-down mode, CAL (command address latency),
PDA (per DRAM addressability), MPR (multi-purpose regis-
ters), FGREF (fine granularity refresh), and TCAR (temperature
compensated auto refresh). Among them, MPR function is im-
proved from MPR of DDR3 in point of flexibility and quantity.
CA parity, CRC and DBI functions will be explained concretely
in Section II and Section III.

0018-9200/$31.00 © 2012 IEEE

From JSSC, and 
Arabinda Das
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In the labs: Vertical cell transistors ...
SONG et al.: A 31 ns RANDOM CYCLE VCAT-BASED 4F DRAM 881

Fig. 1. (a) The cross section of surrounding-gate vertical channel access tran-
sistor (VCAT). (b) The schematic diagram of VCAT-based 4F DRAM cell
array.

capacitors and surrounding gate VCATs on buried bit line (BL)
[7]. The buried BL’s are made by n+ doping and patterning
through dry etching. The simple structure is advantageous in ac-
complishing small BL capacitance unlike the complicated struc-
ture in conventional planar DRAM, let alone the large cou-
pling ratio between neighboring BL’s. The diameter of channel
is trimmed by pillar formation and following wet etching. The
WL’s are implemented by the self-align process for gate for-
mation and following damascene process for connecting gate
poly-Si’s [7]. Although WL-WL coupling disturbance could be
a possible issue, actually, the coupling ratio can be sustained
by optimizing gate-to-source overlap capacitance which plays
a role of reducing the WL-WL coupling ratio. For resistances,
both WL and BL have high resistance due to the material con-
straint for which some architectural and circuital solutions are
proposed in the following section.

Stack capacitor technology shows the more advanced
progress rather than trench capacitor technology in both terms
of scalability and performance [2]. The improvement is ex-
pected to continue by finding the solutions for its height and
dielectric material. With mechanically robust scheme such as
MESH-CAP structure, the capacitor height can be increased
more than 20% than that of the conventional one [2]. Further-
more, the continued development of high-K dielectric and metal
electrode would prolong the stack capacitor scheme down to
30 nm node [2]. The minimum required storage capacitance
can be determined by considering both good and adverse effect
of the decrease in BL total capacitance and the increase in
BL-BL coupling ratio, respectively.

Surrounding-gate VCAT is a potent solution for the access
transistor considering its superior short channel immunity and
higher current driving capability. Previously, we have reported
the feasibility of bulk-silicon based surrounding gate VCAT [7].
By intensive optimization of channel and source/drain doping
profile, the off state channel leakage and the junction leakage is
successfully reduced to sub femto-Ampere level.

Fig. 2 shows the – characteristic of a fabricated
VCAT compared with a conventional recessed channel access
transistor (RCAT). For VCAT, the diameter and height of
pillar and the channel length are 30 nm, 250 nm and 120 nm,
respectively. The fabricated VCAT shows much larger turn-on

Fig. 2. – transfer characteristic of a fabricated VCAT by 80 nm
technology.

Fig. 3. – characteristics of fabricated VCATs and RCATs.

current, about 30 A at 1.2 V and better sub-
threshold swing than RCAT. Furthermore, it exhibits excellent
drain-induced barrier lowering (DIBL) behavior, which is
essential for stable retention characteristics under the dynamic
mode operations.

The fabricated VCAT has an excellent – characteristic
due to the small subthreshold swing, 80 mV/dec., showing
more than twice in than RCAT at similar level, repre-
sented in Fig. 3. current was extracted by the extrapolation
of – curve in the subthreshold region. It is observed that

can be sustained within sub-femto-Ampere level with
appropriate negative biasing for VCAT, 0.8 V, which
can be shifted to a higher level by adopting advanced metal
gate process in the future. However, the final level of WL low
voltage at retention mode was determined through the mea-
surement evaluation for retention characteristics. The resultant
value was about 1.0 V. The down shift can be explained by
extra negative biasing required for inhibiting WL-WL coupling
disturbance. The large variation in Ion is attributed to the big
variation in threshold voltage which is sensitive to channel
doping, pillar diameter, gate height and gate-to-source overlap
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A 31 ns Random Cycle VCAT-Based 4F DRAM
With Manufacturability and Enhanced Cell Efficiency

Ki-Whan Song, Jin-Young Kim, Jae-Man Yoon, Sua Kim, Huijung Kim, Hyun-Woo Chung, Hyungi Kim,
Kanguk Kim, Hwan-Wook Park, Hyun Chul Kang, Nam-Kyun Tak, Dukha Park, Woo-Seop Kim, Member, IEEE,

Yeong-Taek Lee, Yong Chul Oh, Gyo-Young Jin, Jeihwan Yoo, Donggun Park, Senior Member, IEEE,
Kyungseok Oh, Changhyun Kim, Senior Member, IEEE, and Young-Hyun Jun

Abstract—A functional 4F DRAM was implemented based
on the technology combination of stack capacitor and sur-
rounding-gate vertical channel access transistor (VCAT). A high
performance VCAT has been developed showing excellent Ion-Ioff
characteristics with more than twice turn-on current compared
with the conventional recessed channel access transistor (RCAT).
A new design methodology has been applied to accommodate
4F cell array, achieving both high performance and manufac-
turability. Especially, core block restructuring, word line (WL)
strapping and hybrid bit line (BL) sense-amplifier (SA) scheme
play an important role for enhancing AC performance and cell
efficiency. A 50 Mb test chip was fabricated by 80 nm design
rule and the measured random cycle time (tRC) and read latency
(tRCD) are 31 ns and 8 ns, respectively. The median retention
time for 88 Kb sample array is about 30 s at 90 C under dynamic
operations. The core array size is reduced by 29% compared with
conventional 6F DRAM.

Index Terms—4F , cell efficiency, core architecture, DRAM, hy-
brid sense-amplifier (SA), stack capacitor, surrounding-gate ver-
tical channel access transistor (VCAT).

I. INTRODUCTION

A S IS well known, traditional workhorses for DRAM cost
down have been lithography process and scale-down

technology since the beginning of DRAM business. So, we
are very accustomed to the technology roadmap reflecting the
scale-down philosophy such that design rule should be shrunk
in order to get more number of gross dies per wafer [1].

However, the semiconductor industry is facing a difficult
situation as the DRAM technology reaches to sub-50 nm of
minimum feature size (F) because it is hard to expect to achieve
a great economic gain from technology scaling due to the huge
investment for next-generation photolithography equipment
and new fabrication lines. In fact, the price of photo lithography
tools increases sharply from KrF to ArF, and ArF to EUV
transition.
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Thus, the innovative cell size reduction technology which
does not necessarily accompany scale-down in ‘F’ gains weight
again these days. Although 6F has been believed to be the ap-
proximate limit of memory cells without going to MLC tech-
nology, we have checked the possibility of paradigm shift to 4F
DRAM in this work.

For the realization of 4F DRAM, some basic technology
should be supported such as a cross-point cell consisting of a
three-dimensional vertical channel transistor and a much denser
cell capacitor; The news about the successful development of
storage capacitor technology down to 30 nm would make 4F
DRAM more challengeable [2]–[4]. A new design method-
ology should be developed as well as process technology.
What is most important is how to implement the fine-pitched
bit line sensing amplifier without severely decreasing the cell
efficiency.

Even though some of the previous studies introduced tran-
sistor level candidates or conceptual design approaches for 4F
DRAM [5]–[8], any feasible solution for manufacture has not
been proposed yet. This paper demonstrates not only an op-
timum 4F DRAM integration technology but also new core de-
sign techniques such as sense-amplifier (SA) rotation, conjunc-
tion restructuring, word line (WL) strapping, SA hybridization
and so on [9].

First, the proposed integration process and related issues
are introduced in Section II. Second, the optimum core archi-
tecture and circuital solutions for 4F DRAM are suggested
in Section III. Finally, measurement results are disclosed in
Section IV.

II. PROCESS TECHNOLOGY

Many kinds of technology candidates have been proposed for
the realization of 4F DRAM cell such as molded-gate VCAT
with buried strap junction, surrounding gate VCAT with trench
capacitor, cross-point cell on SOI wafer, and so on [5], [10],
[11]. By scrutinizing the technology environment in terms of
manufacturability, process compatibility, scalability and cost ef-
fectiveness, we determined the basic process integration archi-
tecture. The combination of stack capacitor and surrounding
gate VCAT can make full use of the most advanced capacitor
and transistor technology, whereas some problems like buried
strap out-diffusion and electrical cross-talk have been reported
for the combination of trench capacitor and VCAT scheme [12],
[13].

Fig. 1 shows the cross section of the VCAT and schematic
diagram of bulk-Si based 4F cell array which consists of stack

0018-9200/$26.00 © 2010 IEEE
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Memory Arrays

DDR2 SDRAM
MT47H128M4 – 32 Meg x 4 x 4 banks
MT47H64M8 – 16 Meg x 8 x 4 banks
MT47H32M16 – 8 Meg x 16 x 4 banks

Features
! VDD = +1.8V ±0.1V, VDDQ = +1.8V ±0.1V

! JEDEC-standard 1.8V I/O (SSTL_18-compatible)

! Differential data strobe (DQS, DQS#) option

! 4n-bit prefetch architecture

! Duplicate output strobe (RDQS) option for x8

! DLL to align DQ and DQS transitions with CK

! 4 internal banks for concurrent operation

! Programmable CAS latency (CL)

! Posted CAS additive latency (AL)

! WRITE latency = READ latency - 1 tCK

! Selectable burst lengths: 4 or 8

! Adjustable data-output drive strength

! 64ms, 8192-cycle refresh

! On-die termination (ODT)

! Industrial temperature (IT) option

! Automotive temperature (AT) option

! RoHS-compliant

! Supports JEDEC clock jitter specification

Options1 Marking
! Configuration  
" 128 Meg x 4 (32 Meg x 4 x 4 banks) 128M4
" 64 Meg x 8 (16 Meg x 8 x 4 banks) 64M8
" 32 Meg x 16 (8 Meg x 16 x 4 banks) 32M16
! FBGA package (Pb-free) – x16  
" 84-ball FBGA (8mm x 12.5mm) Rev. F HR
! FBGA package (Pb-free) – x4, x8  
" 60-ball FBGA (8mm x 10mm) Rev. F CF
! FBGA package (lead solder) – x16  
" 84-ball FBGA (8mm x 12.5mm) Rev. F HW
! FBGA package (lead solder) – x4, x8  
" 60-ball FBGA (8mm x 10mm) Rev. F JN
! Timing – cycle time  
" 2.5ns @ CL = 5 (DDR2-800) -25E
" 2.5ns @ CL = 6 (DDR2-800) -25
" 3.0ns @ CL = 4 (DDR2-667) -3E
" 3.0ns @ CL = 5 (DDR2-667) -3
" 3.75ns @ CL = 4 (DDR2-533) -37E
! Self refresh  
" Standard None
" Low-power L
! Operating temperature  
" Commercial (0°C # TC # 85°C) None
" Industrial (–40°C # TC # 95°C;

–40°C # TA # 85°C)
IT

" Automotive (–40°C # TC, TA  # 105°C) AT
! Revision :F

Note: 1. Not all options listed can be combined to
define an offered product. Use the Part
Catalog Search on www.micron.com for
product offerings and availability.

512Mb: x4, x8, x16 DDR2 SDRAM
Features

PDF: 09005aef82f1e6e2
512MbDDR2.pdf - Rev. O 7/09 EN 1 Micron Technology, Inc. reserves the right to change products or specifications without notice.

©2004 Micron Technology, Inc. All rights reserved.

Products and specifications discussed herein are subject to change by Micron without notice.
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Bit Line
“Column” 

“Word Line”
“Row” 

People 
buy 

DRAM for 
the bits.
“Edge” 
circuits 

are 
overhead.

So, we 
amortize 
the edge 
circuits 
over big 
arrays.
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8192 
rows

16384 
columns

134 217 728 usable bits
(tester found good bits in bigger array)

1 

o
f 

8
1
9
2 

d
e
c
o
d
e
r

13-bit 
row 

address 
input

16384 bits delivered by sense amps

Select requested bits, send off the chip

A “bank” of 128 Mb (512Mb chip -> 4 banks)

In reality, 16384 columns are 
divided into 64 smaller arrays.
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Recall DRAM Challenge #3b: Sensing

Compare the bit line against the voltage on a 
“dummy” bit line.

How do we reliably sense a 60mV signal?

[...]

“Dummy” bit line. 
Cells hold no charge.

?-
+Bit line to sense

Dummy bit line

“sense amp”
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8192 
rows

16384 
columns

134 217 728 usable bits
(tester found good bits in bigger array)

1 

o
f 

8
1
9
2 

d
e
c
o
d
e
r

13-bit 
row 

address 
input

16384 bits delivered by sense amps

Select requested bits, send off the chip

“Sensing” is row read into sense amps
Slow!  This 2.5ns period DRAM (400 MT/s) can 

do row reads at only 55 ns ( 18 MHz).

DRAM has high latency to first bit out. A fact of life.
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An ill-timed refresh may add to latency 

Vdd

Bit Line
+++++++

Word Line

p-

oxide
n+ n+

oxide
------

Parasitic currents leak 
away charge.

Diode leakage ...

Solution: “Refresh”, by rewriting cells at 
regular intervals (tens of milliseconds)
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8192 
rows

16384 
columns

134 217 728 usable bits
(tester found good bits in bigger array)

1 

o
f 

8
1
9
2 

d
e
c
o
d
e
r

13-bit 
row 

address 
input

16384 bits delivered by sense amps

Select requested bits, send off the chip

Latency is not the same as bandwidth!
What if we want all of the 16384 bits? 

In row access time (55 ns) we can do 
22 transfers at 400 MT/s.  

16-bit chip bus -> 22 x 16 = 352 bits << 16384
Now the row access time looks fast! 

Thus, push to 
faster DRAM 

interfaces
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8192 
rows

16384 
columns

134 217 728 usable bits
(tester found good bits in bigger array)

1 

o
f 

8
1
9
2 

d
e
c
o
d
e
r

13-bit 
row 

address 
input

16384 bits delivered by sense amps

Select requested bits, send off the chip

Sadly, it’s rarely this good ...
What if we want all of the 16384 bits? 

 The “we” for a CPU would be the 
program running on the CPU.

Recall Amdalh’s law: If 20% of the memory 
accesses need a new row access ... not good. 
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DRAM latency/bandwidth chip features
Columns: Design the right interface
for CPUs to request the subset of a 
column of data it wishes:

16384 bits delivered by sense amps

Select requested bits, send off the chip
Interleaving: Design the right interface 
to the 4 memory banks on the chip, so
several row requests run in parallel.

Bank 1 Bank 2 Bank 3 Bank 4
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Off-chip interface for the Micron part ...
Note!  This example is best-case!  

To access a new row, a slow ACTIVE 
command must run before the READ.

A clocked bus: 
200 MHz clock, 

data transfers on 
both edges (DDR).

CAS Latency (CL)

The CAS latency (CL) is defined by bits M4–M6, as shown in Figure 34 (page 72). CL is
the delay, in clock cycles, between the registration of a READ command and the availa-
bility of the first bit of output data. The CL can be set to 3, 4, 5, 6, or 7 clocks, depending
on the speed grade option being used.

DDR2 SDRAM does not support any half-clock latencies. Reserved states should not be
used as an unknown operation otherwise incompatibility with future versions may result.

DDR2 SDRAM also supports a feature called posted CAS additive latency (AL). This fea-
ture allows the READ command to be issued prior to tRCD (MIN) by delaying the
internal command to the DDR2 SDRAM by AL clocks. The AL feature is described in
further detail in Posted CAS Additive Latency (AL) (page 78).

Examples of CL = 3 and CL = 4 are shown in Figure 35; both assume AL = 0. If a READ
command is registered at clock edge n, and the CL is m clocks, the data will be available
nominally coincident with clock edge n + m (this assumes AL = 0).

Figure 35: CL

DO
 n + 3

DO
 n + 2

DO
 n + 1

CK

CK#

Command

DQ

DQS, DQS#

CL = 3 (AL = 0)

READ

T0 T1 T2

Don’t careTransitioning data

NOP NOP NOP

DO
 n

T3 T4 T5

NOP NOP

T6

NOP

DO
 n + 3

DO
 n + 2

DO
 n + 1

CK

CK#

Command

DQ

DQS, DQS#

CL = 4 (AL = 0)

READ

T0 T1 T2

NOP NOP NOP

DO
 n

T3 T4 T5

NOP NOP

T6

NOP

Notes: 1. BL = 4.
2. Posted CAS# additive latency (AL) = 0.
3. Shown with nominal tAC, tDQSCK, and tDQSQ.

512Mb: x4, x8, x16 DDR2 SDRAM
Mode Register (MR)

PDF: 09005aef82f1e6e2
512MbDDR2.pdf - Rev. O 7/09 EN 75 Micron Technology, Inc. reserves the right to change products or specifications without notice.

©2004 Micron Technology, Inc. All rights reserved.

DRAM is controlled via 
commands 

(READ, WRITE, 
REFRESH, ...)

Synchronous data 
output.
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Opening a row before reading ...Figure 52: Bank Read – with Auto Precharge

 

  4-bit
prefetch

CK

CK#

CKE

A10

Bank address

tCK tCH tCL

RA

tRCD

tRAS

tRC

tRP

CL = 3

DM

T0 T1 T2 T3 T4 T5 T7n T8nT6 T7 T8

DQ6

DQS, DQS#

Case 1: tAC (MIN) and tDQSCK (MIN) 

Case 2: tAC (MAX) and tDQSCK (MAX) 

DQ6

DQS, DQS#

tRPRE

tRPRE

tRPST

tRPST

tDQSCK (MIN)

tDQSCK (MAX) 

tLZ (MIN)

tLZ (MAX) 

tAC (MIN)tLZ (MIN)

tHZ (MAX)tAC (MAX)tLZ (MAX)

DO
 n

NOP1NOP1Command1 ACT

RA Col n

Bank x

RA

RA

Bank x

ACT

Bank x

NOP1 NOP1 NOP1 NOP1 NOP1

tHZ  (MIN)

Don’t CareTransitioning Data

READ2,3

Address

AL = 1

tRTP

Internal
precharge

4

55

5 5

DO
 n

Notes: 1. NOP commands are shown for ease of illustration; other commands may be valid at
these times.

2. BL = 4, RL = 4 (AL = 1, CL = 3) in the case shown.
3. The DDR2 SDRAM internally delays auto precharge until both tRAS (MIN) and tRTP (MIN)

have been satisfied.
4. Enable auto precharge.
5. I/O balls, when entering or exiting High-Z, are not referenced to a specific voltage level,

but to when the device begins to drive or no longer drives, respectively.
6. DO n = data-out from column n; subsequent elements are applied in the programmed

order.

512Mb: x4, x8, x16 DDR2 SDRAM
READ

PDF: 09005aef82f1e6e2
512MbDDR2.pdf - Rev. O 7/09 EN 96 Micron Technology, Inc. reserves the right to change products or specifications without notice.

©2004 Micron Technology, Inc. All rights reserved.

Figure 52: Bank Read – with Auto Precharge

 

  4-bit
prefetch

CK

CK#

CKE

A10

Bank address

tCK tCH tCL

RA

tRCD

tRAS

tRC

tRP

CL = 3

DM

T0 T1 T2 T3 T4 T5 T7n T8nT6 T7 T8

DQ6

DQS, DQS#

Case 1: tAC (MIN) and tDQSCK (MIN) 

Case 2: tAC (MAX) and tDQSCK (MAX) 

DQ6

DQS, DQS#

tRPRE

tRPRE

tRPST

tRPST

tDQSCK (MIN)

tDQSCK (MAX) 

tLZ (MIN)

tLZ (MAX) 

tAC (MIN)tLZ (MIN)

tHZ (MAX)tAC (MAX)tLZ (MAX)

DO
 n

NOP1NOP1Command1 ACT

RA Col n

Bank x

RA

RA

Bank x

ACT

Bank x

NOP1 NOP1 NOP1 NOP1 NOP1

tHZ  (MIN)

Don’t CareTransitioning Data

READ2,3

Address

AL = 1

tRTP

Internal
precharge

4

55

5 5

DO
 n

Notes: 1. NOP commands are shown for ease of illustration; other commands may be valid at
these times.

2. BL = 4, RL = 4 (AL = 1, CL = 3) in the case shown.
3. The DDR2 SDRAM internally delays auto precharge until both tRAS (MIN) and tRTP (MIN)

have been satisfied.
4. Enable auto precharge.
5. I/O balls, when entering or exiting High-Z, are not referenced to a specific voltage level,

but to when the device begins to drive or no longer drives, respectively.
6. DO n = data-out from column n; subsequent elements are applied in the programmed

order.

512Mb: x4, x8, x16 DDR2 SDRAM
READ

PDF: 09005aef82f1e6e2
512MbDDR2.pdf - Rev. O 7/09 EN 96 Micron Technology, Inc. reserves the right to change products or specifications without notice.

©2004 Micron Technology, Inc. All rights reserved.

55 ns between row opens.

15 ns 15 ns 

Auto-Precharge 
READ  
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However, we can read columns quickly

Figure 45: Consecutive READ Bursts

CK

CK#

Command READ NOP READ NOP NOP NOP NOP

Address Bank,
Col n

Bank,
Col b

Command READ NOP READ NOP NOP NOP

Address Bank,
Col n

Bank,
Col b

RL = 3

CK

CK#

DQ

DQS, DQS#

RL = 4

DQ

DQS, DQS#

DO
n

DO
b

DO
n

DO
b

T0 T1 T2 T3 T3n T4nT4 T5 T6T5n T6n

T0 T1 T2 T3T2n

NOP

T3n T4nT4 T5 T6T5n T6n

Don’t CareTransitioning Data

tCCD

tCCD

Notes: 1. DO n (or b) = data-out from column n (or column b).
2. BL = 4.
3. Three subsequent elements of data-out appear in the programmed order following

DO n.
4. Three subsequent elements of data-out appear in the programmed order following

DO b.
5. Shown with nominal tAC, tDQSCK, and tDQSQ.
6. Example applies only when READ commands are issued to same device.

512Mb: x4, x8, x16 DDR2 SDRAM
READ

PDF: 09005aef82f1e6e2
512MbDDR2.pdf - Rev. O 7/09 EN 90 Micron Technology, Inc. reserves the right to change products or specifications without notice.

©2004 Micron Technology, Inc. All rights reserved.

Note: This is a “normal read” (not Auto-Precharge).  
Both READs are to the same bank, but different columns. 
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8192 
rows

16384 
columns

134 217 728 usable bits
(tester found good bits in bigger array)

1 

o
f 

8
1
9
2 

d
e
c
o
d
e
r

13-bit 
row 

address 
input

16384 bits delivered by sense amps

Select requested bits, send off the chip

Column reads select from the 16384 bits here

Why can we read columns quickly?
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Interleave: Access all 4 banks in parallel

Can also do other commands on banks concurrently.

Figure 43: Multibank Activate Restriction

 

Command

Don’t Care

T1T0 T2 T3 T4 T5 T6 T7

tRRD (MIN)

Row Row

READACT ACT NOP

tFAW (MIN)

Bank address

CK#

Address

CK

T8 T9

Col

Bank a

ACTREAD READ READACT NOP

RowCol RowCol Col

Bank cBank b Bank dBank c Bank e

ACT

Row

T10

Bank dBank bBank a

Note: 1. DDR2-533 (-37E, x4 or x8), tCK = 3.75ns, BL = 4, AL = 3, CL = 4, tRRD (MIN) = 7.5ns,
tFAW (MIN) = 37.5ns.

512Mb: x4, x8, x16 DDR2 SDRAM
ACTIVATE

PDF: 09005aef82f1e6e2
512MbDDR2.pdf - Rev. O 7/09 EN 87 Micron Technology, Inc. reserves the right to change products or specifications without notice.

©2004 Micron Technology, Inc. All rights reserved.

Interleaving: Design the right interface 
to the 4 memory banks on the chip, so
several row requests run in parallel.

Bank a Bank b Bank c Bank d
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Only part of a bigger story ...

Figure 4: 64 Meg x 8 Functional Block Diagram
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Figure 5: 32 Meg x 16 Functional Block Diagram
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Only part of a bigger story ...
State Diagram

Figure 2: Simplified State Diagram
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Burst Length

Burst length is defined by bits M0–M2, as shown in Figure 34. Read and write accesses
to the DDR2 SDRAM are burst-oriented, with the burst length being programmable to
either four or eight. The burst length determines the maximum number of column loca-
tions that can be accessed for a given READ or WRITE command.

When a READ or WRITE command is issued, a block of columns equal to the burst
length is effectively selected. All accesses for that burst take place within this block,
meaning that the burst will wrap within the block if a boundary is reached. The block is
uniquely selected by A2–Ai when BL = 4 and by A3–Ai when BL = 8 (where Ai is the most
significant column address bit for a given configuration). The remaining (least signifi-
cant) address bit(s) is (are) used to select the starting location within the block. The
programmed burst length applies to both read and write bursts.

Figure 34: MR Definition
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charge, a row access, and a column access for a total of
seven cycles per reference, or 56 cycles for all eight refer-
ences. If we reschedule these operations as shown in Figure
1B they can be performed in 19 cycles.

The following section discusses the characteristics of mod-
ern DRAM architecture. Section 3 introduces the concept of
memory access scheduling and the possible algorithms that
can be used to reorder DRAM operations. Section 4
describes the streaming media processor and benchmarks
that will be used to evaluate memory access scheduling.
Section 5 presents a performance comparison of the various
memory access scheduling algorithms. Finally, Section 6
presents related work to memory access scheduling.

2  Modern DRAM Architecture

As illustrated by the example in the Introduction, the order
in which DRAM accesses are scheduled can have a dra-
matic impact on memory throughput and latency. To
improve memory performance, a memory controller must
take advantage of the characteristics of modern DRAM.

Figure 2 shows the internal organization of modern
DRAMs. These DRAMs are three-dimensional memories
with the dimensions of bank, row, and column. Each bank
operates independently of the other banks and contains an
array of memory cells that are accessed an entire row at a
time. When a row of this memory array is accessed (row
activation) the entire row of the memory array is transferred
into the bank’s row buffer. The row buffer serves as a cache
to reduce the latency of subsequent accesses to that row.
While a row is active in the row buffer, any number of reads
or writes (column accesses) may be performed, typically
with a throughput of one per cycle. After completing the

available column accesses, the cached row must be written
back to the memory array by an explicit operation (bank
precharge) which prepares the bank for a subsequent row
activation. An overview of several different modern DRAM
types and organizations, along with a performance compari-
son for in-order access, can be found in [4].

For example, the 128Mb NEC µPD45128163 [13], a typical
SDRAM, includes four internal memory banks, each com-
posed of 4096 rows and 512 columns. This SDRAM may be
operated at 125MHz, with a precharge latency of 3 cycles
(24ns) and a row access latency of 3 cycles (24ns). Pipe-
lined column accesses that transfer 16 bits may issue at the
rate of one per cycle (8ns), yielding a peak transfer rate of
250MB/s. However, it is difficult to achieve this rate on
non-sequential access patterns for several reasons. A bank
cannot be accessed during the precharge/activate latency, a
single cycle of high impedance is required on the data pins
when switching between read and write column accesses,
and a single set of address lines is shared by all DRAM
operations (bank precharge, row activation, and column
access). The amount of bank parallelism that is exploited
and the number of column accesses that are made per row
access dictate the sustainable memory bandwidth out of
such a DRAM, as illustrated in Figure 1 of the Introduction.

A memory access scheduler must generate a schedule that
conforms to the timing and resource constraints of these
modern DRAMs. Figure 3 illustrates these constraints for
the NEC SDRAM with a simplified bank state diagram and
a table of operation resource utilization. Each DRAM oper-
ation makes different demands on the three DRAM
resources: the internal banks, a single set of address lines,
and a single set of data lines. The scheduler must ensure that

Figure 1. Time to complete a series of memory references without (A) and with (B) access reordering.
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Abstract

The bandwidth and latency of a memory system are strongly

dependent on the manner in which accesses interact with
the “3-D” structure of banks, rows, and columns character-

istic of contemporary DRAM chips. There is nearly an order

of magnitude difference in bandwidth between successive

references to different columns within a row and different

rows within a bank. This paper introduces memory access
scheduling, a technique that improves the performance of a
memory system by reordering memory references to exploit

locality within the 3-D memory structure. Conservative

reordering, in which the first ready reference in a sequence

is performed, improves bandwidth by 40% for traces from

five media benchmarks. Aggressive reordering, in which

operations are scheduled to optimize memory bandwidth,
improves bandwidth by 93% for the same set of applica-

tions. Memory access scheduling is particularly important

for media processors where it enables the processor to make

the most efficient use of scarce memory bandwidth.

1  Introduction

Modern computer systems are becoming increasingly lim-
ited by memory performance. While processor performance
increases at a rate of 60% per year, the bandwidth of a mem-
ory chip increases by only 10% per year making it costly to
provide the memory bandwidth required to match the pro-
cessor performance [14] [17]. The memory bandwidth bot-
tleneck is even more acute for media processors with
streaming memory reference patterns that do not cache well.
Without an effective cache to reduce the bandwidth
demands on main memory, these media processors are more

often limited by memory system bandwidth than other com-
puter systems.

To maximize memory bandwidth, modern DRAM compo-
nents allow pipelining of memory accesses, provide several
independent memory banks, and cache the most recently
accessed row of each bank. While these features increase
the peak supplied memory bandwidth, they also make the
performance of the DRAM highly dependent on the access
pattern. Modern DRAMs are not truly random access
devices (equal access time to all locations) but rather are
three-dimensional memory devices with dimensions of
bank, row, and column. Sequential accesses to different
rows within one bank have high latency and cannot be pipe-
lined, while accesses to different banks or different words
within a single row have low latency and can be pipelined.

The three-dimensional nature of modern memory devices
makes it advantageous to reorder memory operations to
exploit the non-uniform access times of the DRAM. This
optimization is similar to how a superscalar processor
schedules arithmetic operations out of order. As with a
superscalar processor, the semantics of sequential execution
are preserved by reordering the results.

This paper introduces memory access scheduling in which
DRAM operations are scheduled, possibly completing
memory references out of order, to optimize memory sys-
tem performance. The several memory access scheduling
strategies introduced in this paper increase the sustained
memory bandwidth of a system by up to 144% over a sys-
tem with no access scheduling when applied to realistic syn-
thetic benchmarks. Media processing applications exhibit a
30% improvement in sustained memory bandwidth with
memory access scheduling, and the traces of these applica-
tions offer a potential bandwidth improvement of up to
93%.

To see the advantage of memory access scheduling, con-
sider the sequence of eight memory operations shown in
Figure 1A. Each reference is represented by the triple (bank,
row, column). Suppose we have a memory system utilizing
a DRAM that requires 3 cycles to precharge a bank, 3 cycles
to access a row of a bank, and 1 cycle to access a column of
a row. Once a row has been accessed, a new column access
can issue each cycle until the bank is precharged. If these
eight references are performed in order, each requires a pre-

1. Scott Rixner is an Electrical Engineering graduate student at 
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From:
charge, a row access, and a column access for a total of
seven cycles per reference, or 56 cycles for all eight refer-
ences. If we reschedule these operations as shown in Figure
1B they can be performed in 19 cycles.

The following section discusses the characteristics of mod-
ern DRAM architecture. Section 3 introduces the concept of
memory access scheduling and the possible algorithms that
can be used to reorder DRAM operations. Section 4
describes the streaming media processor and benchmarks
that will be used to evaluate memory access scheduling.
Section 5 presents a performance comparison of the various
memory access scheduling algorithms. Finally, Section 6
presents related work to memory access scheduling.

2  Modern DRAM Architecture

As illustrated by the example in the Introduction, the order
in which DRAM accesses are scheduled can have a dra-
matic impact on memory throughput and latency. To
improve memory performance, a memory controller must
take advantage of the characteristics of modern DRAM.

Figure 2 shows the internal organization of modern
DRAMs. These DRAMs are three-dimensional memories
with the dimensions of bank, row, and column. Each bank
operates independently of the other banks and contains an
array of memory cells that are accessed an entire row at a
time. When a row of this memory array is accessed (row
activation) the entire row of the memory array is transferred
into the bank’s row buffer. The row buffer serves as a cache
to reduce the latency of subsequent accesses to that row.
While a row is active in the row buffer, any number of reads
or writes (column accesses) may be performed, typically
with a throughput of one per cycle. After completing the

available column accesses, the cached row must be written
back to the memory array by an explicit operation (bank
precharge) which prepares the bank for a subsequent row
activation. An overview of several different modern DRAM
types and organizations, along with a performance compari-
son for in-order access, can be found in [4].

For example, the 128Mb NEC µPD45128163 [13], a typical
SDRAM, includes four internal memory banks, each com-
posed of 4096 rows and 512 columns. This SDRAM may be
operated at 125MHz, with a precharge latency of 3 cycles
(24ns) and a row access latency of 3 cycles (24ns). Pipe-
lined column accesses that transfer 16 bits may issue at the
rate of one per cycle (8ns), yielding a peak transfer rate of
250MB/s. However, it is difficult to achieve this rate on
non-sequential access patterns for several reasons. A bank
cannot be accessed during the precharge/activate latency, a
single cycle of high impedance is required on the data pins
when switching between read and write column accesses,
and a single set of address lines is shared by all DRAM
operations (bank precharge, row activation, and column
access). The amount of bank parallelism that is exploited
and the number of column accesses that are made per row
access dictate the sustainable memory bandwidth out of
such a DRAM, as illustrated in Figure 1 of the Introduction.

A memory access scheduler must generate a schedule that
conforms to the timing and resource constraints of these
modern DRAMs. Figure 3 illustrates these constraints for
the NEC SDRAM with a simplified bank state diagram and
a table of operation resource utilization. Each DRAM oper-
ation makes different demands on the three DRAM
resources: the internal banks, a single set of address lines,
and a single set of data lines. The scheduler must ensure that

Figure 1. Time to complete a series of memory references without (A) and with (B) access reordering.

11

(0,0,0)

(1,1,2)

(1,0,1)

(1,1,1)

(1,0,0)

(0,1,3)

(0,0,1)

(0,1,0)

P A C

292827262524232221191817161514131210987654321 20 39383736353433323130 4443424140

P A C
P A C

P A C
P A C

P A C
P A C

P A C

4948474645 50 565554535251

11

(0,0,0)

(1,1,2)

(1,0,1)

(1,1,1)

(1,0,0)

(0,1,3)

(0,0,1)

(0,1,0)

P A C

191817161514131210987654321

P A

C
P

C
P A

C

A C

C

C

C

Time (Cycles)

R
e
fe

re
n
c
e
s
 (

B
a
n
k
, 
R

o
w

, 
C

o
lu

m
n
)

R
e
fe

re
n
c
e
s
 (

B
a
n
k
, 
R

o
w

, 
C

o
lu

m
n

)

Time (Cycles) DRAM Operations:

P: bank precharge (3 cycle occupancy)

A: row activation (3 cycle occupancy)

C: column access (1 cycle occupancy)

(A) Without access scheduling (56 DRAM Cycles)

(B) With access scheduling (19 DRAM Cycles)

129



UC Regents S16 © UCBCS 250  L07: Memory

Memory Packaging



UC Regents S16 © UCBCS 250  L07: Memory

From DRAM chip to DIMM module ...
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 256MB, 512MB, 1GB (x72, ECC, SR) 240-Pin DDR2 SDRAM RDIMM
Functional Block Diagrams

Functional Block Diagrams
Figure 2:  Functional Block Diagram – Raw Card A Non-Parity
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Figure 2:  Functional Block Diagram – Raw Card A Non-Parity
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RDQS    RDQS# 

DQ 
DQ 
DQ 
DQ 
DQ 
DQ 
DQ 
DQ 

DQ24 
DQ25 
DQ26 
DQ27 
DQ28 
DQ29 
DQ30 
DQ31 

DM/       NU/   CS# DQS DQS# 
RDQS    RDQS# 

DQ 
DQ 
DQ 
DQ 
DQ 
DQ 
DQ 
DQ 

DQ56 
DQ57 
DQ58 
DQ59 
DQ60 
DQ61 
DQ62 
DQ63 

DM/       NU/   CS# DQS DQS# 
RDQS    RDQS# 

DQ 
DQ 
DQ 
DQ 
DQ 
DQ 
DQ 
DQ 

CB0 
CB1 
CB2 
CB3 
CB4 
CB5 
CB6 
CB7 

DM/       NU/   CS# DQS DQS# 
RDQS    RDQS# 

U3 

U4 

U5 

U12 

U11 

PLL 

U7 

CK0 
CK0# 

DDR2 SDRAM 
DDR2 SDRAM 
DDR2 SDRAM 
DDR2 SDRAM 
DDR2 SDRAM
DDR2 SDRAM
DDR2 SDRAM
DDR2 SDRAM
DDR2 SDRAM
Register

RESET# 

U8 

U6 

VREF 

VSS 

DDR2 SDRAM 

DDR2 SDRAM 

VDD/VDDQ

VDDSPD SPD EEPROM

DDR2 SDRAM 

R 
E 
G 
I 
S 
T 
E 
R 

S0#
BA[2/1:0]

A[13/12:0]
RAS#
CAS#
WE#

CKE0
ODT0

RESET# 

RS0#: DDR2 SDRAM
RBA[2/1:0]: DDR2 SDRAM
RA[13/12:0]: DDR2 SDRAM
RRAS#: DDR2 SDRAM
RCAS#: DDR2 SDRAM
RWE#: DDR2 SDRAM
RCKE0: DDR2 SDRAM
RODT0: DDR2 SDRAM

VSS

Each RAM chip 
responsible for 
8 lines of the 
64 bit data bus 
(U5 holds the 
check bits).

Commands sent 
to all 9 chips, 
qualified by 

per-chip 

select lines.



UC Regents Fall 2013 © UCBCS 250  L10: Memory

MacBook Air ... too thin to use DIMMs
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Macbook Air
To

p
Bo

tt
om

4GB DRAM soldered to the main board

Core i5: CPU + DRAM controller
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Original iPad (2010) “Package-in-Package”

Cut-away 
side view

128MB SDRAM dies (2)
Apple A4 SoC

Dies connect using bond wires and solder balls ...



UC Regents S16 © UCBCS 250  L07: Memory

7. Thermal Management
Generally, stacked die packages including a DRAM device

require careful thermal management. The maximum junction
temperature of DRAM (typically 85°C) strictly limits the
maximum power consumption.
We conducted a thermal simulation in the practical

dimensions shown in Table 2. We took a 15 mm square
SMAFTI package as a test structure which contains 9-strata
stacked DRAM and a Logic die. We set the power
consumption ratio of PLogic:PDRAM to 9:1. In our power-
effective DRAM architecture, the total power consumption of
a 9-strata stacked DRAM module will not exceed twice that
of single DRAM power because only the accessed will layer
would be activated.

The thermal resistances (Oja) simulated in Computational
Fluid Dynamics (CFD) are shown in Fig. 20. A stacked

}Silicon lid

DRAM
with TSV

~~~~ }FTI~~~~~~~~T

I CMOS logic

Figure 18. Cross-sectional image of stacked DRAM
interconnected to CMOS logic die

DRAM line is slightly upward of a reference single DRAM
line for about four percentage points. This means a stacked
DRAM structure does not have a disadvantage respect to
thermal management. With the help of optional structures,
such as a lid or a heat sink, thermal resistance can be lowered
further. Figure 21 shows the effect of various thermal
managements in the case of a single DRAM. Even a lid
attachment can reduce thermal resistance over 20 percentage
points.

Inside a module, micro-bumps behave as heat conductors
so as to release the logic device heat upward. The ultra-thin
interposer does not prevent thermal flow between the logic
and DRAM dice either. These results indicate that a SMAFTI
package can manage the expected power of a large capacity
stacked DRAM SiP.

Table 2. Specification of thermal simulation model

Package size 15.0 mm x 15.0 mm

DRAM die size 12.7 mm x 10.35 mm

Logic die size 5.31 mm x 5.31 mm

Number of stacked DRAM 9-strata or single die

BGA pin count / pitch 500 pin / 0.5mm pitch
Power consumption ratio 9: 1

(KLogic PDRAM)
PCB size (JEDEC STD) 101.5 mm x 114.3 mm

_ x 1.6 mm (4-layers)

Figure 19. Demonstrated prototype operation
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5. Interconnection Reliability
A high temperature storage test of micro-bump

interconnections was carried out using a stacked TSV-TEG
sample. Aging behavior during thermal treatment at a fixed-
point cross-section was observed using the method described
below. A fine cross-section of micro-bump interconnection
was exposed by mechanical polishing and Ar ion milling.
After SEM observation of the initial conditions, the sample
was baked at 150 °C in an Ar atmosphere. The baked sample
was treated with a focused ion beam (FIB) technique, and
SEM observation was repeated. These processes were
repeated at 0 (initial condition), 100, 300, and 500 hours of
aging. The SEM observation results are shown in Fig. 16.
Soon after bond forming at the welding potion, Cu6Sn5 as the
dominant intermetallic layer and tin oxide involving small
voids were observed at the initial interface near the Ni
surface. A Cu3Sn layer of about 0.4 pim was formed on the Cu
interface. As the aging progressed, the Cu3Sn intermetallic
layer grew from Cu pillar bump side to the Ni bump side, and
reached the Ni surface at 300 hours. At 500 hours, Kirkendall
voids were observed at the interface of the Cu/Cu3Sn and
Cu3Sn/Ni layers. During this aging process, the growth of the
Ni-Sn intermetallic layer could barely be observed. This
indicates that Cu supplied from pillar bumps in Sn solder may
have suppressed Ni diffusion into solder [10], and could
prevent the degradation of the thin backside bumps.

6. Stacked DRAM Packaging and Operation
A prototype package structure including stacked DRAM

and a CMOS logic device was fabricated to verify our
concept. The package structure and specifications are shown
in Fig. 17 and Table 1, respectively. The memory capacity of
a single DRAM die is 512 Mbit, and the total memory
capacity of 2-strata memory is 1 Gbit. A DRAM die has 1,560
TSVs inside and micro-bumps on both surfaces. On the
stacked 2-strata memory, a silicon lid with dummy micro-
bumps was bonded. The CMOS logic device includes a
memory I/F circuit and a serializer/deserializer. The logic
device is connected to the stacked DRAM through
feedthrough vias of the FTI in a pitch of 50 ptm.

Figure 18 shows a cross-sectional image of a prototype
sample. The stacked DRAM with poly-Si TSVs, the FTI, and
a bumped CMOS logic device as designed can be clearly
observed.

Operation tests of the DRAM cells were carried out with a
memory tester, using a 2-strata stacked DRAM on a silicon
interposer prepared separately from this SMAFTI sample, and
normal operation for all cells was confirmed.

Figure 19 shows measured signals of read/write operation
to the DRAM cells in SMAFTI package. It was confirmed
that the CMOS logic device cooperated with the DRAM with
TSV, and high-speed signals were transmitted through the
FTI wiring without significant degradation.

Gbit stacked DRAM with TSV
(512 Mbit x 2 strata)

Molded resin Silicon lid

-W 5A^ .
FTI CMOs lrgi BGA

Figure 16. Fixed-point cross-sectional observation of the
aging behavior of micro-bump interconnection
during thermal treatment at 150 °C

Figure 17. Prototype package structure

Table 1. Specification of prototype sample

DRAM die size 10.7 mm x 13.3 mm

DRAM die thickness 50 ptm
TSV count in DRAM 1,560
DRAM capacity 512 Mbit/die x 2 strata

CMOS logic die size 17.5 mm x 17.5 mm
CMOS logic die thickness 200 ptm
CMOS logic bump count 3,497
CMOS logic process 0.18 pim CMOS
DRAM-logic FTI via pitch 50 ptm
Package size 33 mm x 33 mm
BGA terminal 520 pin / 1mm pitch
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Figure 21. Effect of optional structures; (a) t
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underfilling, (c) Lid attachment, z

sink attachment

Figure 22. Temperature distribution of a lid;

8. Conclusions
A 3D stacked memory integrated on a logic device using

SMAFTI technology was developed as a general-purpose 3D-
LSI integration platform. DRAM process compatible TSVs
and a D2W multi-layer sequential die stacking process using

2.0 micro-bump interconnections were developed for this
packaging technology. As a result, a SMAFTI package
including a 2-strata DRAM die with a logic device was

successfully completed. Operation of the actual device was
first demonstrated as a 3D-LSI with the DRAM introducing
TSVs on the CMOS logic device. Furthermore, the thermal
simulation results indicate the availability of SMAFTI
package for logic and 3D stacked memory integrated SiPs.
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5. Interconnection Reliability
A high temperature storage test of micro-bump

interconnections was carried out using a stacked TSV-TEG
sample. Aging behavior during thermal treatment at a fixed-
point cross-section was observed using the method described
below. A fine cross-section of micro-bump interconnection
was exposed by mechanical polishing and Ar ion milling.
After SEM observation of the initial conditions, the sample
was baked at 150 °C in an Ar atmosphere. The baked sample
was treated with a focused ion beam (FIB) technique, and
SEM observation was repeated. These processes were
repeated at 0 (initial condition), 100, 300, and 500 hours of
aging. The SEM observation results are shown in Fig. 16.
Soon after bond forming at the welding potion, Cu6Sn5 as the
dominant intermetallic layer and tin oxide involving small
voids were observed at the initial interface near the Ni
surface. A Cu3Sn layer of about 0.4 pim was formed on the Cu
interface. As the aging progressed, the Cu3Sn intermetallic
layer grew from Cu pillar bump side to the Ni bump side, and
reached the Ni surface at 300 hours. At 500 hours, Kirkendall
voids were observed at the interface of the Cu/Cu3Sn and
Cu3Sn/Ni layers. During this aging process, the growth of the
Ni-Sn intermetallic layer could barely be observed. This
indicates that Cu supplied from pillar bumps in Sn solder may
have suppressed Ni diffusion into solder [10], and could
prevent the degradation of the thin backside bumps.

6. Stacked DRAM Packaging and Operation
A prototype package structure including stacked DRAM

and a CMOS logic device was fabricated to verify our
concept. The package structure and specifications are shown
in Fig. 17 and Table 1, respectively. The memory capacity of
a single DRAM die is 512 Mbit, and the total memory
capacity of 2-strata memory is 1 Gbit. A DRAM die has 1,560
TSVs inside and micro-bumps on both surfaces. On the
stacked 2-strata memory, a silicon lid with dummy micro-
bumps was bonded. The CMOS logic device includes a
memory I/F circuit and a serializer/deserializer. The logic
device is connected to the stacked DRAM through
feedthrough vias of the FTI in a pitch of 50 ptm.

Figure 18 shows a cross-sectional image of a prototype
sample. The stacked DRAM with poly-Si TSVs, the FTI, and
a bumped CMOS logic device as designed can be clearly
observed.

Operation tests of the DRAM cells were carried out with a
memory tester, using a 2-strata stacked DRAM on a silicon
interposer prepared separately from this SMAFTI sample, and
normal operation for all cells was confirmed.

Figure 19 shows measured signals of read/write operation
to the DRAM cells in SMAFTI package. It was confirmed
that the CMOS logic device cooperated with the DRAM with
TSV, and high-speed signals were transmitted through the
FTI wiring without significant degradation.

Gbit stacked DRAM with TSV
(512 Mbit x 2 strata)

Molded resin Silicon lid

-W 5A^ .
FTI CMOs lrgi BGA

Figure 16. Fixed-point cross-sectional observation of the
aging behavior of micro-bump interconnection
during thermal treatment at 150 °C

Figure 17. Prototype package structure

Table 1. Specification of prototype sample

DRAM die size 10.7 mm x 13.3 mm

DRAM die thickness 50 ptm
TSV count in DRAM 1,560
DRAM capacity 512 Mbit/die x 2 strata

CMOS logic die size 17.5 mm x 17.5 mm
CMOS logic die thickness 200 ptm
CMOS logic bump count 3,497
CMOS logic process 0.18 pim CMOS
DRAM-logic FTI via pitch 50 ptm
Package size 33 mm x 33 mm
BGA terminal 520 pin / 1mm pitch
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Abstract
A general-purpose 3D-LSI platform technology for a

high-capacity stacked memory integrated on a logic device
was developed for high-performance, power-efficient, and
scalable computing. SMAFTI technology [1-5], featuring an
ultra-thin organic interposer with high-density feedthrough
conductive vias, was introduced for interconnecting the 3D
stacked memory and the logic device. A DRAM-compatible
manufacturing process was realized through the use of a "via-
first" process and highly doped poly-Si through-silicon-vias
(TSVs) for vertical traces inside memory dice. A multilayer
ultra-thin die stacking process using micro-bump
interconnection technology was developed, and Sn-Ag/Cu
pillar bumps and Au/Ni backside bumps for memory dice
were used for this technology. The vertical integration of
stacked DRAM with TSVs and a logic device in a BGA
package has been successfully achieved, and actual device
operation has been demonstrated for the first time as a 3D-
LSI with the DRAM introducing TSVs on the logic device.

1. Introduction
From mobile terminals to supercomputers, maximum

computing power using limited resources such as power
consumption and volume is required for next-generation
information processing devices. The 3D integrated logic
device with stacked memory matches this objective because
the shortest and highly-parallel connection between logic and
high-capacity memory avoids the von Neumann bottleneck,
reduces the power consumption due to long-distance and
high-frequency signal transmission, and realizes the highest
device density. For these requirements, we have developed
the SMAFTI technology to be a general purpose 3D-LSI
integration platform featuring a high-density interposer,
inserted between semiconductor devices; and a micro-
assembly process on silicon wafer.

2. Concept, Structure, and Process
Figure 1 shows the concept of a system integration using

SMAFTI technology. A thin interposer with high-density
feedthrough vias, called a feedthrough interposer (FTI), is
inserted between a high-capacity memory and a logic device.
The area-arrayed feedthrough vias interconnect the memory
die and the logic die directly, and the logic device can access
to high-capacity memory through a wide-band and low-
latency electrical path. The FTI consists of Cu wiring and a
polyimide dielectric, and has a wiring rule on the scale of
about 10 pim. This high-density and low-impedance wiring
layer enables seamless interconnection between
semiconductor circuits and system boards, and also provides
sufficient power supply capacity for face-to-face bonded
semiconductor devices without TSV technology.

Nevertheless, recent trends of system architecture, such as
multiple processor cores in a single die, are such that greater

Vertical bus 3D stacked memory
\ ~~/

FTI Processor die

Vertical bus

FTI

3D shared memory
/

Processor cores

K n-yl-apacty ivil
Power I! I

Spl Processor

Feedthrough Interposer (FTI)

Imory

Signal

High-Density
Feedthrough Vias

Vertical bus 3D local memory cores

-U) AL I
FTI Processor cores

Figure 1. Basic concept of system integration using
SMAFTI technology

Figure 2. Three-dimensional integration examples using
SMAFTI technology introducing stacked
memory
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Break

Play:
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Static Memory Circuits
Dynamic Memory: Circuit remembers 
for a fraction of a second.

Non-volatile Memory: Circuit remembers 
for many years, even if power is off.

Static Memory: Circuit remembers 
as long as the power is on.
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Recall DRAM cell: 1 T + 1 C
“Word Line”

Bit Line

“Column” 

“Row” 

Word
 Line

Vdd

“Bit Line”

“Row” 

“Column” 
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Idea: Store each bit with its complement
x 

“Row” 

Gnd Vdd 

Vdd Gnd 
We can use the redundant 

representation to compensate  
for noise and leakage.

Why? 

x

y y
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Case #1: y = Gnd, y = Vdd ...
x 

“Row” 

Gnd Vdd 
I     ds

I     sd

x

y y
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Case #2: y = Vdd, y = Gnd ...
x 

“Row” 

Gnd Vdd 

I     sd

I     ds

x

y y
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Combine both cases to complete circuit

x 

Gnd 
Vdd Vdd Gnd Vth Vth 

noise noise 

“Cross- 
coupled 

inverters” 

x

y y
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SRAM Challenge #1: It’s so big!

Capacitors are 
usually 

“parasitic” 
capacitance 
of wires and 
transistors.

Cell has  
both 

transistor 
types

Vdd  
AND  
Gnd

More 
contacts, 

more 
devices, 
two bit 
lines ...

SRAM area is 6X-10X DRAM area, same generation ...
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Challenge #2: Writing is a “fight” 
When word line goes high, bitlines “fight” with cell 

inverters to “flip the bit” -- must win quickly!  
Solution: tune W/L of cell & driver transistors

Initial 
state 
Vdd

Initial 
state 
Gnd

Bitline  
drives  
Gnd

Bitline  
drives  

Vdd
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Challenge #3: Preserving state on read
When word line goes high on read, cell inverters must drive 

large bitline capacitance quickly,  
to preserve state on its small cell capacitances 

Cell 
state 
Vdd

Cell 
state 
Gnd

Bitline  
a big 

capacitor

Bitline  
a big 

capacitor
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Adding More Ports

15

BitA BitA

WordlineA

WordlineB

BitB BitB

Wordline

Read Bitline

Differential 
Read or Write 

ports

Optional Single-ended 
Read port
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SRAM array: like DRAM, but non-destructive
4/12/04 ©UCB Spring 2004

CS152 / Kubiatowicz    
Lec19.13

° Why do computer designers need to know about RAM 
technology?

• Processor performance is usually limited by memory bandwidth

• As IC densities increase, lots of memory will fit on processor chip

- Tailor on-chip memory to specific needs

- Instruction cache

- Data cache

- Write buffer

° What makes RAM different from a bunch of flip-flops?
• Density: RAM is much denser

Random Access Memory (RAM) Technology

4/12/04 ©UCB Spring 2004
CS152 / Kubiatowicz    

Lec19.14

Static RAM Cell

6-Transistor SRAM Cell

bit bit

word
(row select)

bit bit

word

° Write:
1. Drive bit lines (bit=1, bit=0)

2.. Select row

° Read:
1. Precharge bit and bit to Vdd or Vdd/2 => make sure equal!

2.. Select row

3.  Cell pulls one line low

4. Sense amp on column detects difference between bit and bit

replaced with pullup
to save area

10

0 1

4/12/04 ©UCB Spring 2004
CS152 / Kubiatowicz    

Lec19.15

Typical SRAM Organization: 16-word x 4-bit

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

SRAM

Cell

- +Sense Amp - +Sense Amp - +Sense Amp - +Sense Amp

: : : :

Word 0

Word 1

Word 15

Dout 0Dout 1Dout 2Dout 3

- +
Wr Driver &

Precharger - +
Wr Driver &

Precharger - +
Wr Driver &

Precharger - +
Wr Driver &

Precharger

A
d

d
ress D

e
co

d
er

WrEn

Precharge

Din 0Din 1Din 2Din 3

A0

A1

A2

A3

Q: Which is longer:

word line or 

bit line?

4/12/04 ©UCB Spring 2004
CS152 / Kubiatowicz    

Lec19.16

° Write Enable is usually active low (WE_L)

° Din and Dout are combined to save pins:
• A new control signal, output enable (OE_L) is needed

• WE_L is asserted (Low), OE_L is disasserted (High)

- D serves as the data input pin

• WE_L is disasserted (High), OE_L is asserted (Low)

- D is the data output pin

• Both WE_L and OE_L are asserted:

- Result is unknown.  Don’t do that!!!

° Although could change VHDL to do what desire, must do 
the best with what you’ve got (vs. what you need)

A

DOE_L

2 Nwords

x  M bit

SRAM

N

M

WE_L

Logic Diagram of a Typical SRAM

Write
Driver

Write
Driver

Write
Driver

Write
Driver

Word and bit lines slow down as array grows larger! 
Architects specify number of rows and columns. 

Parallel 
Data 
I/O 
Lines

Add muxes 
to select 
subset of bits

How could we pipeline this memory?
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Building Larger Memories

14

Bit cells
D
e
c

I/O

Bit cells

I/O

Bit cells
D
e
c

Bit cells

Bit cells
D
e
c

I/O

Bit cells

I/O

Bit cells
D
e
c

Bit cells

Bit cells
D
e
c

I/O

Bit cells

I/O

Bit cells
D
e
c

Bit cells

Bit cells
D
e
c

I/O

Bit cells

I/O

Bit cells
D
e
c

Bit cells

Large arrays constructed by 
tiling multiple leaf arrays, sharing 
decoders and I/O circuitry

e.g., sense amp attached to 
arrays above and below

Leaf array limited in size to 
128-256 bits in row/column due 
to RC delay of wordlines and 
bitlines

Also to reduce power by only 
activating selected sub-bank

In larger memories, delay and 
energy dominated by I/O wiring
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SRAM vs DRAM, pros and cons

DRAM has a 6-10X density advantage 
at the same technology generation.

Big win for DRAM

SRAM is much faster: transistors 
drive bitlines on reads.
SRAM easy to design in logic 
fabrication process (and premium 
logic processes have SRAM add-ons)

SRAM has deterministic latency: 
its cells do not need to be refreshed.

SRAM advantages
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Flip Flops Revisited



UC Regents Fall 2013 © UCBCS 250  L10: Memory

Recall: Static RAM cell (6 Transistors)

x! x 

Gnd 
Vdd Vdd Gnd Vth Vth 

noise noise 

“Cross- 
coupled 

inverters” 



UC Regents S16 © UCBCS 250  L07: Memory

Recall: Positive edge-triggered flip-flop

D Q A flip-flop “samples” right before 
the edge, and then “holds” value.

Spring 2003 EECS150 – Lec10-Timing Page 14

Delay in Flip-flops

• Setup time results from delay 

through first latch.

• Clock to Q delay results from 

delay through second latch.

D

clk

Q

setup time clock to Q delay

clk

clk’

clk

clk

clk’

clk’

clk

clk’

Sampling 
circuit

Spring 2003 EECS150 – Lec10-Timing Page 14

Delay in Flip-flops

• Setup time results from delay 

through first latch.

• Clock to Q delay results from 

delay through second latch.

D

clk

Q

setup time clock to Q delay

clk

clk’

clk

clk

clk’

clk’

clk

clk’

Holds 
value

16 Transistors:  Makes an SRAM look compact!
What do we get for the 10 extra transistors?  

Clocked logic semantics.
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Small Memories from Stdcell Latches

Add additional ports by replicating 
read and write port logic (multiple 
write ports need mux in front of latch)

Expensive to add many ports

6
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 D
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Clk
Write Address Write Data Read Address

Clk

Combinational logic for 
read port (synthesized)

Optional read output latch

Data held in 
transparent-low 

latches

Write by 
clocking latch



Figure 3: Using the raw area data, the physical implementation team can get a more accurate area estimation early in the 
RTL development stage for floorplanning purposes. This shows an example of this graph for a 1-port, 32-bit-wide SRAM.

Synthesized, custom, and SRAM-based register files, 40nm

For small 
register 
files, logic 
synthesis is 
competitive.


Not clear if 
the SRAM 
data points 
include area 
for register 
control, etc.

Register

file 

compiler

Synthesis

SRAMS

Bhupesh Dasila

http://www.edn.com/user/Bhupesh%20Singh%20Dasila
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Memory Design 
Patterns

18



UC Regents S16 © UCBCS 250  L07: Memory

When register files get big, they get slow.

R1
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...

R31
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Q

R0 - The constant 0 Q
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D
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En
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.

.

.

sel(ws)

5

WE

wd
32

Even worse: adding ports slows down as O(N2) ...

Why? Number of loads on each  
Q goes as O(N), and the wire length  
to port mux goes as O(N).
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True Multiport Example: Itanium-2 Regfile
Intel Itanium-2 [Fetzer et al, IEEE JSSCC 2002]

21

1434 IEEE JOURNAL OF SOLID-STATE CIRCUITS, VOL. 37, NO. 11, NOVEMBER 2002

Fig. 2. Register file circuit and timing diagram.

Fig. 3. Double-pumped pulse clock generator circuit and timing diagram.

stages of logic. To prevent pulse degradation, a pulsewidth-con-
trol feedback delay is inserted between the decoder and the word
line. The word line muxing, internal to the register, captures
pulses during the write phase of the system clock and holds the
write signal at high value until the end of the phase, giving the
write mechanism more than a pulse width to write data into the
register. Since writes are single ended through a nFET pass gate,
one leg of the cell is floated using a virtual ground, which im-
proves timing and cell writeability. This technique is demon-
strated in silicon to work at 1 V.

B. Operand Bypass Datapath
The integer datapath bypassing is divided into four stages, to

afford more timing critical inputs the least possible logic delay
to the consuming ALUs. Critical L1 cache return data must flow
through only one level of muxing before arriving at the ALU in-
puts, while DET and WRB data, available from staging latches,
have the longest logic path to the ALUs. This allows the by-
passing of operands from 34 possible results to occur in a half
clock cycle, enabling a single-cycle cache access and instruc-
tion execution.
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True Multiport Memory

Problem: Require simultaneous read and write access by multiple 
independent agents to a shared common memory.

Solution: Provide separate read and write ports to each bit cell for each 
requester

Applicability: Where unpredictable access latency to the shared 
memory cannot be tolerated.

Consequences: High area, energy,  and delay cost for large number of  
ports.  Must define behavior when multiple writes on same cycle to same 
word (e.g., prohibit, provide priority, or combine writes).

20
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NAWATHE et al.: IMPLEMENTATION OF AN 8-CORE, 64-THREAD, POWER-EFFICIENT SPARC SERVER ON A CHIP 7

Fig. 2. Niagara2 block diagram.

Fig. 3. Niagara2 die micrograph.

two FBDIMM channels. These three major I/O interfaces are
serializer/deserializer (SerDes) based and provide a total pin
bandwidth in excess of 1 Tb/s. All the SerDes are on chip.
The high levels of system integration truly makes Niagara2 a
“server-on-a-chip”, thus reducing system component count,
complexity and power, and hence improving system reliability.

B. SPARC Core Architecture

Fig. 4 shows the block diagram of the SPARC Core. Each
SPARC core (SPC) implements the 64-bit SPARC V9 instruc-
tion set while supporting concurrent execution of eight threads.
Each SPC has one load/store unit (LSU), two Execution units
(EXU0 and EXU1), and one Floating Point and Graphics Unit
(FGU). The Instruction Fetch unit (IFU) and the LSU contain an
8-way 16 kB Instruction cache and a 4-way 8 kB Data cache re-
spectively. Each SPC also contains a 64-entry Instruction-TLB
(ITLB), and a 128-entry Data-TLB (DTLB). Both the TLBs are
fully associative. The memory Management Unit (MMU) sup-
ports 8 K, 64 K, 4 M, and 256 M page sizes and has Hardware

Fig. 4. SPC block diagram.

Fig. 5. Integer pipeline: eight stages.

Fig. 6. Floating point pipeline: 12 stages.

TableWalk to reduce TLB miss penalty. “TLU” in the block dia-
gram is the Trap Logic Unit. The “Gasket” performs arbitration
for access to the Crossbar. Each SPC also has an advanced Cryp-
tographic/Stream Processing Unit (SPU). The combined band-
width of the eight Cryptographic units from the eight SPCs is
sufficient for running the two 10 Gb Ethernet ports encrypted.
This enables Niagara2 to run secure applications at wire speed.

Fig. 5 and Fig. 6 illustrate the Niagara2 integer and floating
point pipelines, respectively. The integer pipeline is eight stages
long. The floating point pipeline has 12 stages for most opera-
tions. Divide and Square-root operations have a longer pipeline.

Authorized licensed use limited to: Univ of Calif Berkeley. Downloaded on September 18, 2009 at 17:03 from IEEE Xplore.  Restrictions apply. 

Crossbar networks: many CPUs sharing cache banks

Each DRAM channel: 50 GB/s Read, 25 GB/s Write BW.
Crossbar BW: 270 GB/s total (Read + Write).

(Also shared by an I/O port, not shown)

Sun Niagara II: 8 cores, 4MB L2, 4 DRAM channels
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Banked Multiport Memory

Problem: Require simultaneous read and write access by multiple 
independent agents to a large shared common memory.

Solution: Divide memory capacity into smaller banks, each of which has 
fewer ports.  Requests are distributed across banks using a fixed hashing 
scheme.  Multiple requesters arbitrate for access to same bank/port.

Applicability: Requesters can tolerate variable latency for accesses.  
Accesses are distributed across address space so as to avoid “hotspots”.

Consequences: Requesters must wait arbitration delay to determine if 
request will complete. Have to provide interconnect between each 
requester and each bank/port. Can have greater, equal, or lesser number of 
banks*ports/bank compared to total number of external access ports.

23
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Banked Multiport Memory

Bank 0 Bank 1 Bank 2 Bank 3

24

Arbitration and Crossbar

Port BPort A



CS250, UC Berkeley, Fall 2012Lecture 9, Memory

Stream-Buffered Multiport Memory
Problem: Require simultaneous read and write access by multiple 
independent agents to a large shared common memory, where each 
requester usually makes multiple sequential accesses.

Solution: Organize memory to have a single wide port. Provide each 
requester with an internal stream buffer that holds width of data returned/
consumed by each memory access. Each requester can access own stream 
buffer without contention, but arbitrates with others to read/write stream 
buffer from memory.

Applicability: Requesters make mostly sequential requests and can 
tolerate variable latency for accesses.

Consequences: Requesters must wait arbitration delay to determine if 
request will complete. Have to provide stream buffers for each requester. 
Need sufficient access width to serve aggregate bandwidth demands of all 
requesters, but wide data access can be wasted if not all used by requester. 
Have to specify memory consistency model between ports (e.g., provide 
stream flush operations).

26
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Stream-Buffered Multiport Memory

27

Arbitration

Port AStream Buffer A

Port BStream Buffer B

Wide Memory
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Cached Multiport Memory

Problem: Require simultaneous read and write access by multiple 
independent agents to a large shared common memory.

Solution: Provide each access port with a local cache of recently touched 
addresses from common memory, and use a cache coherence protocol to 
keep the cache contents in sync.

Applicability: Request streams have significant temporal locality, and 
limited communication between different ports.

Consequences: Requesters will experience variable delay depending on 
access pattern and operation of cache coherence protocol.  Tag overhead in 
both area, delay, and energy/access. Complexity of cache coherence 
protocol.

29
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Cached Multiport Memory

Cache A

30

Arbitration and Interconnect

Port BPort A

Cache B

Common Memory



UC Regents Spring 2005 © UCBCS 152 L14: Cache I

The 

arbiter


and

interconnect

on the last 
slide is how 

the two 
caches on 
this chip


share 

access to 

DRAM.

ARM CPU
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Replicated-State Multiport Memory

Problem: Require simultaneous read and write access by multiple 
independent agents to a small shared common memory. Cannot tolerate 
variable latency of access.

Solution: Replicate storage and divide read ports among replicas.  Each 
replica has enough write ports to keep all replicas in sync.

Applicability: Many read ports required, and variable latency cannot be 
tolerated.

Consequences: Potential increase in latency between some writers and 
some readers.

31
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Replicated-State Multiport Memory

32

Copy 0 Copy 1

Write Port 0 Write Port 1

Read Ports
Example: Alpha 21264  

Regfile clusters
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Memory: Technology and Patterns

Memory, the 10,000 ft view.  Latency, 
from Steve Wozniak to the power wall.

Break

How SRAM works.  The memory 
technology available on logic dies.

Memory design patterns.  Ways to 
use SRAM in your project designs.

How DRAM works.  Memory design 
when low cost per bit is the priority.
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NAND Flash Memory

Device physics ...
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The physics of non-volatile memory

p-

n+

Vd

n+

Vs
dielectric

Vg

dielectric

Two gates. But the 
middle one  
is not connected.I     ds

I     ds
Vs

Vd
V  g

“Floating gate”. 

2. 10,000 electrons on floating gate shift 
transistor threshold by 2V.
3. In a memory array, shifted transistors 
hold “0”, unshifted hold “1”.

1. Electrons “placed” on floating gate stay 
there for many years (ideally).

++
+

--
-

++
+ --
-



UC Regents Fall 2013 © UCBCS 250  L10: Memory

Moving electrons on/off floating gate

p-

n+

Vd

n+

Vs
dielectric

Vg

dielectric

1. Hot electron injection 
and tunneling produce tiny 
currents, thus writes are 
slow.

A high drain voltage  
injects “hot electrons”  
onto floating gate.

A high gate voltage  
“tunnels” electrons off 
of floating gate.

2. High voltages damage 
the floating gate.   

Too many writes and a bit 
goes “bad”. 
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NAND Flash Memory

Architecture ...
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Flash: Disk Replacement 
Presents memory to the 
CPU as a set of pages.

2048 Bytes 64 Bytes+

(user data) (meta data)

Page format:

1GB Flash: 512K pages
2GB Flash: 1M pages
4GB Flash: 2M pages

Chip “remembers”  
for 10 years.
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Reading a Page ... Flash 
Memory

8-bit data or address
(bi-directional)

Bus Control
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Page address in: 175 ns

First byte out: 10,000 ns

Clock out page bytes: 
52,800 ns

33 MB/s Read Bandwidth
Samsung 

K9WAG08U1A
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Writing a Page ...
A page lives in a block of 64 pages:
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To write a page:
1. Erase all pages in the block  
(cannot erase just one page).

Time: 1,500,000 ns

2. May program each page 
individually, exactly once.

Time: 200,000 ns 
per page.

1GB Flash: 8K blocks
2GB Flash: 16K blocks
4GB Flash: 32K blocks

Block lifetime: 100,000 erase/program cycles.
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Block Failure
Even when new, not all blocks work!
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1GB: 8K blocks, 160 may be bad.
2GB: 16K blocks, 220 may be bad.
4GB: 32K blocks, 640 may be bad.

During factory testing, Samsung writes good/bad 
info for each block in the meta data bytes.

2048 Bytes 64 Bytes+

(user data) (meta data)

After an erase/program, chip can say “write failed”, and block 
is now “bad”. OS must recover (migrate bad block data to a 
new block).  Bits can also go bad “silently” (!!!).
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Flash controllers: Chips or Verilog IP ...
Flash memory controller manages write lifetime 
management, block failures, silent bit errors ...

Software sees a “perfect” disk-like storage device.



UC Regents Fall 2013 © UCBCS 250  L10: Memory

Recall: iPod 2005 ...
Flash  
memory

Flash 
controller
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CMOS Bistable

Cross-coupled inverters used to hold state in CMOS

“Static” storage in powered cell, no refresh needed
If a storage node leaks or is pushed slightly away from correct 
value, non-linear transfer function of high-gain inverter 
removes noise and recirculates correct value

To write new state, have to force nodes to opposite state

2

D D

“1” “0”

D D

“0” “1”

Flip State



CS250, UC Berkeley, Fall 2012Lecture 9, Memory

CMOS Transparent Latch
Latch transparent (output follows input) when clock is 
high, holds last value when clock is low

3

Optional 
Input Buffer

Optional 
Output Buffer

D Q

Clk Clk

Clk

Clk

D Q

Clk

D Q

Clk

Schematic 
Symbols

Transparent on clock low

Transmission gate switch with 
both pMOS and nMOS passes 

both ones and zeros well
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Latch Operation

4

D Q
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Clock High
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Q

Clock Low
Latch Holding
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Flip-Flop as Two Latches

5
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Small Memories from Stdcell Latches

Add additional ports by replicating 
read and write port logic (multiple 
write ports need mux in front of latch)

Expensive to add many ports

6

W
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Clk
Write Address Write Data Read Address

Clk

Combinational logic for 
read port (synthesized)

Optional read output latch

Data held in 
transparent-low 

latches

Write by 
clocking latch
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6-Transistor SRAM (Static RAM)

7

Large on-chip memories built from arrays of static RAM 
bitcells, where each bit cell holds a bistable (cross-
coupled inverters) and two access transistors.

Other clocking and access logic factored out into 
periphery

Bit Bit

Wordline
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Intel’s 22nm SRAM cell

8

Sept%2009

22%nm%SRAM%Test%Chip

0.092%um2 is%the%smallest%SRAM%cell%
in%working%circuits%reported%to%date

0.092 um2 SRAM cell 
for high density applications

0.108 um2 SRAM cell 
for low voltage applications

[Bohr, Intel, Sept 2009]
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General SRAM Structure

9

Address 
Decode 

and 
Wordline 

Driver

Differential Read Sense Amplifiers

Differential Write Drivers

Bitline Prechargers

Address

Write Data Read Data

Usually maximum of 
128-256 bits per row 

or column

Clk

Clk
Write Enable
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Address Decoder Structure

10

A1A0 A3A2

2:4 
Predecoders

Clocked Word 
Line Enable

Address

Word Line 0

Word Line 1

Word Line 15

Unary 1-of-4 
encoding
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Read Cycle

11

1) Precharge bitlines and senseamp

1)

2) Pulse wordlines, develop bitline differential voltage

2)

Bitline differential

Clk

Bit/Bit

Wordline

Sense

Data/Data

3) Disconnect bitlines from senseamp, activate 
sense pulldown, develop full-rail data signals

3) Full-rail swing

Pulses generated by internal self-timed signals, often 
using “replica” circuits representing critical paths

Clk

Sense

DataData

From 
Decoder

Wordline 
Clock

Prechargers

Sense Amp

Storage Cells

BitBit

Output Set-Reset 
Latch
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Write Cycle

12

1) Precharge bitlines

1)

Clk

Bit/Bit

Wordline

2) Open wordline, pull down one bitline full rail

2)

Clk

Write Data

From 
Decoder

Wordline 
Clock

Prechargers

Storage Cells

BitBit

Write Enable

Write-enable can be controlled on a 
per-bit level.  If bit lines not driven 

during write, cell retains value (looks 
like a read to the cell).
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Column-Muxing at Sense Amps

13

Sel1

Clk

Sel0

From 
Decoder

Wordline 
Clock

Sense Amp

Difficult to pitch match sense amp to tight SRAM bit cell spacing 
so often 2-8 columns share one sense amp.  Impacts power 
dissipation as multiple bitline pairs swing for each bit read.

Data Data
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Building Larger Memories

14

Bit cells
D
e
c

I/O

Bit cells

I/O

Bit cells
D
e
c

Bit cells

Bit cells
D
e
c

I/O

Bit cells

I/O

Bit cells
D
e
c

Bit cells

Bit cells
D
e
c

I/O

Bit cells

I/O

Bit cells
D
e
c

Bit cells

Bit cells
D
e
c

I/O

Bit cells

I/O

Bit cells
D
e
c

Bit cells

Large arrays constructed by 
tiling multiple leaf arrays, sharing 
decoders and I/O circuitry

e.g., sense amp attached to 
arrays above and below

Leaf array limited in size to 
128-256 bits in row/column due 
to RC delay of wordlines and 
bitlines

Also to reduce power by only 
activating selected sub-bank

In larger memories, delay and 
energy dominated by I/O wiring
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Adding More Ports

15

BitA BitA

WordlineA

WordlineB

BitB BitB

Wordline

Read Bitline

Differential 
Read or Write 

ports

Optional Single-ended 
Read port
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Memory Compilers
In ASIC flow, memory compilers used to generate layout 
for SRAM blocks in design

Often hundreds of memory instances in a modern SoC
Memory generators can also produce built-in self-test (BIST) 
logic, to speed manufacturing testing, and redundant rows/
columns to improve yield

Compiler can be parameterized by number of words, 
number of bits per word, desired aspect ratio, number of 
sub banks, degree of column muxing, etc.

Area, delay, and energy consumption complex function of 
design parameters and generation algorithm
Worth experimenting with design space

Usually only single read or write port SRAM and one 
read and one write SRAM generators in ASIC library

16
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Small Memories

17

Compiled SRAM arrays usually have a high overhead due 
to peripheral circuits, BIST, redundancy. 

Small memories are usually built from latches and/or flip-
flops in a stdcell flow

Cross-over point is usually around 1K bits of storage
Should try design both ways
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Memory Design 
Patterns

18
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Multiport Memory Design Patterns
Often we require multiple access ports to a common 
memory

True Multiport Memory
As describe earlier in lecture, completely independent read 
and write port circuitry

Banked Multiport Memory
Interleave lesser-ported banks to provide higher bandwidth

Stream-Buffered Multiport Memory
Use single wider access port to provide multiple narrower 
streaming ports

Cached Multiport Memory
Use large single-port main memory, but add cache to service 

19
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True Multiport Memory

Problem: Require simultaneous read and write access by multiple 
independent agents to a shared common memory.

Solution: Provide separate read and write ports to each bit cell for each 
requester

Applicability: Where unpredictable access latency to the shared 
memory cannot be tolerated.

Consequences: High area, energy,  and delay cost for large number of  
ports.  Must define behavior when multiple writes on same cycle to same 
word (e.g., prohibit, provide priority, or combine writes).

20
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True Multiport Example: Itanium-2 Regfile
Intel Itanium-2 [Fetzer et al, IEEE JSSCC 2002]

21

1434 IEEE JOURNAL OF SOLID-STATE CIRCUITS, VOL. 37, NO. 11, NOVEMBER 2002

Fig. 2. Register file circuit and timing diagram.

Fig. 3. Double-pumped pulse clock generator circuit and timing diagram.

stages of logic. To prevent pulse degradation, a pulsewidth-con-
trol feedback delay is inserted between the decoder and the word
line. The word line muxing, internal to the register, captures
pulses during the write phase of the system clock and holds the
write signal at high value until the end of the phase, giving the
write mechanism more than a pulse width to write data into the
register. Since writes are single ended through a nFET pass gate,
one leg of the cell is floated using a virtual ground, which im-
proves timing and cell writeability. This technique is demon-
strated in silicon to work at 1 V.

B. Operand Bypass Datapath
The integer datapath bypassing is divided into four stages, to

afford more timing critical inputs the least possible logic delay
to the consuming ALUs. Critical L1 cache return data must flow
through only one level of muxing before arriving at the ALU in-
puts, while DET and WRB data, available from staging latches,
have the longest logic path to the ALUs. This allows the by-
passing of operands from 34 possible results to occur in a half
clock cycle, enabling a single-cycle cache access and instruc-
tion execution.
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Itanium-2 Regfile Timing

22
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A Fully Bypassed Six-Issue Integer Datapath and
Register File on the Itanium-2 Microprocessor

Eric S. Fetzer, Mark Gibson, Anthony Klein, Naomi Calick, Chengyu Zhu, Eric Busta, and Baker Mohammad

Abstract—The six-issue integer datapath of the second-genera-
tion ItaniumMicroprocessor is described. Pulse techniques enable
a high-speed, 20-ported, 128-entry, 65-bit register file with only
12 wordlines per register. A four-stage operand bypass network
achieves a fully bypassed design with operands sourced from 34 lo-
cations with 16 destinations. To control this network, over 280 by-
pass comparators are utilized. Using half a clock for execution and
half a clock for bypass, each result is available for the next instruc-
tion. Functional units are pre-enabled, reducing power consump-
tion by 15% while eliminating a stage of result muxing and im-
proving performance. The part is fabricated in a six-layer, 18- m
process and operates at 1.0 GHz at 1.5 V, consuming less than 130
W in about 420 mm .

Index Terms—Digital integrated circuits, integrated circuit de-
sign, integrated circuit noise, microprocessors, registers.

I. INTRODUCTION

THE Itanium-2 microprocessor, the second implementa-
tion of the Itanium architecture, features an explicitly

parallel architecture. This architecture lends itself to a highly
superscalar implementation. Highly superscalar designs require
larger register files (RFs) to feed multiple execution units
and complex bypass networks to keep data freely moving
through the system. The Itanium-2 microprocessor incorporates
a six-issue integer datapath (IEU) with a 20-ported, 128-entry,
65-bit-wide RFs. To prevent data hazards, integer operands
are fully bypassed through four stages of bypass multiplexing
with each of the 12 integer operands and four data cache
addresses sourced from 34 possible results (RF, instruction
field, two L1 data caches, six arithmetic and logic (ALU) EXE
stages (Fig. 1), eight DET stages, eight WRB-stage integers,
six WRB-stage multimedia, and various architected registers).
All IEU operations require a half cycle for execution and a
half cycle for bypass, allowing each ALU result to be used in
the next cycle as a source for ALU or data cache addresses.
In this paper, we detail circuit and analysis techniques used to
complete this high-performance design.

Manuscript received March 15, 2002; revised June 10, 2002.
E. S. Fetzer, M. Gibson, A. Klein, and E. Busta are with Hewlett-Packard

Company, Fort Collins, CO 80528-9599 USA (e-mail: eric.fetzer@hp.com;
mark.gibson@hp.com; anthony.klein@hp.com; eric.busta@hp.com).
N. Calick and C. Zhu are with Intel Corporation, Fort Collins, CO 80525USA

(e-mail: naomi.b.calick@intel.com; chengyu.zhu@intel.com).
B. Mohammad is with Intel Corporation, Chandler, AZ 85226 USA (e-mail:

baker.mohammad@intel.com).
Digital Object Identifier 10.1109/JSSC.2002.803948

Fig. 1. IEU state and timing diagram.

II. DATAPATH

A. RF
The 20-ported RF is 2.2 mm and incorporates 12 read and

eight write ports. To accomplish all required bypassing, RF
reads occur simultaneously with the first two stages of bypass
and ALU execution (Fig. 1). As the RF read is dumped onto
the read data bit line, the RF word line decoder is sent the
address for the write. During the read, the write data is also
bypassed along the write bit lines reusing these bit lines for
a bypass from the six-issue multimedia unit to the integer
datapath. Single-ended read performance is maintained with a
two-level bit line structure saving wires and reducing delay (by
removing self-timed path margin) relative to sense-amp designs
of the past [1], [2]. Registers are banked in arrays of 16 with bit
lines in the second metal layer. The bit lines are then repeated
and promoted to the fourth metal layer to drive the outputs
to the middle bypass mux in the integer and multimedia units
(MMU).
In a standard register file, 20 ports would require 20 word

lines per register. Such a design would have exceeded area and
timing constraints. Double pumping the word lines achieves
same cycle reads and writes with a single wire. Each register
has only 12 word lines and a shared control wire (WRITEH).
WRITEH determines the read/write directionality of the word
line with selection internal to each register (Fig. 2). The word
line decoder decodes read and write register addresses. To do
this the decoder is clocked with a pulse on the rising and falling
edge of the clock. The register address is statically decoded with
the results of the high- and low-order bits being strobed by the
double pumped pulse clock (PCK2X) generated by the circuit
shown in Fig. 3. Pulses do not propagate well through many

0018-9200/02$17.00 © 2002 IEEE
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Banked Multiport Memory

Problem: Require simultaneous read and write access by multiple 
independent agents to a large shared common memory.

Solution: Divide memory capacity into smaller banks, each of which has 
fewer ports.  Requests are distributed across banks using a fixed hashing 
scheme.  Multiple requesters arbitrate for access to same bank/port.

Applicability: Requesters can tolerate variable latency for accesses.  
Accesses are distributed across address space so as to avoid “hotspots”.

Consequences: Requesters must wait arbitration delay to determine if 
request will complete. Have to provide interconnect between each 
requester and each bank/port. Can have greater, equal, or lesser number of 
banks*ports/bank compared to total number of external access ports.

23
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Banked Multiport Memory

Bank 0 Bank 1 Bank 2 Bank 3

24

Arbitration and Crossbar

Port BPort A
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Banked Multiport Memory Example

25

Despite these potential advantages of a unified cache, all 
of which apply to the i486 CPU, the Pentium microprocessor 
uses separate code and data caches. The reason is that the 
superscalar design and branch prediction demand more band- 
width than a unified cache similar to that of the i486 CPU can 
provide. First, efficient branch prediction requires that the 
destination of a branch be accessed simultaneously with data 
references of previous instructions executing in the pipeline. 
Second, the parallel execution of data memory references 
requires simultaneous accesses for loads and stores. Third, in 
the context of the overall Pentium microprocessor design, 
handling self-modifying code for separate code and data 
caches is only marginally more complex than for a unified 
cache. 

The instruction cache and data cache are each 8-Kbyte, 
two-way associative designs with 32-byte lines. 

Programs executing on the i486 CPU typically generate 
more data memory references than when executing on RISC 
microprocessors. Measurements on Integer SPEC benchmarks 
show 0.5 to 0.6 data references per instruction for the i486 
CPU4 and only 0.17 to 0.33 for the Mips processor.j This 
difference results directly from the limited number (eight) of 
registers for the X86 architecture, as well as procedure-calling 
conventions that require passing all parameters in memory. 
A small data cache is adequate to capture the locality of the 
additional references. (After all, the additional references have 
sufficient locality to fit in the register file of the RISC micro- 
processors.) The Pentium microprocessor implements a data 
cache that supports dual accesses by the U pipe and V pipe 
to provide additional bandwidth and simplify compiler in- 
struction scheduling algorithms. 

Figure 7 shows that the address path to the translation 
look-aside buffer and data cache tags is a fully dual-ported 
structure. The data path, however, is single ported with eight- 
way interleaving of 32-bit-wide banks. When a bank conflict 
occurs, the U pipe assumes priority, and the V pipe stalls for 
a clock cycle. The bank conflict logic also serves to eliminate 
data dependencies between parallel memory references to a 
single location. For memory references to double-precision 
floating-point data, the CPU accesses consecutive banks in 
parallel, forming a single 64-bit path. 

The design team considered a fully dual-ported structure 
for the data cache, but feasibility studies and performance 
simulations showed the interleaved structure to be more ef- 
fective. The dual-ported structure eliminated bank conflicts, 
but the SRAM cell would have been larger than the cell used 
in the interleaved scheme, resulting in a smaller cache and 
lower hit ratio for the allocated area. Additionally, the han- 
dling of data dependencies would have been more complex. 

With a write-through cache-consistency protocol and 32- 
bit data bus, the i486DX2 CPU uses buses 80 percent of the 
time; 85 percent of all bus cycles are writes. (The i486DX2 
CPU has a core pipeline that operates at twice the bus clock's 

Dual-ported 
TLB 

Bank 
conflict 

detection 7 7 

I I I 

Dual-ported 
cache tags 

Figure 7. Dual-access data cache. 

Singe-ported and 
interleaved 

b cache data 

frequency.) For the Pentium microprocessor, with its higher 
performance core pipelines and 64-bit data bus, using a write- 
back protocol for cache consistency was an obvious enhance- 
ment. The write-back protocol uses four states: modified, 
exclusive, shared, and invalid (MESI). 

Self-modifying code. One challenging aspect of the 
Pentium microprocessor's design was supporting self-modi- 
fying code compatibly. Compatibility requires that when an 
instruction is modified followed by execution of a taken branch 
instruction, subsequent executions of the modified instruc- 
tion must use the updated value. This is a special form of 
dependency between data stores and instruction fetches. 

The interaction between branch predictions and self-modi- 
fying code requires the most attention. The Pentium CPU 
fetches the target of a taken branch before previous instruc- 
tions have completed stores, so dedicated logic checks for 
such conditions in the pipeline and flushes incorrectly fetched 
instructions when necessary. The CPU thoroughly verifies 
predicted branches to handle cases in which an instruction 
entered in the branch target buffer might be modified. The 
same mechanisms used for consistency with external memory 
maintain consistency between the code cache and data cache. 

Floating-point pipeline 
The i486 CPU integrated the floating-point unit (FPU) on 

chip, thus eliminating overhead of the communication proto- 
col that resulted from using a coprocessor. Bringing the FPU 
on chip substantially boosted performance in the i486 CPU. 
Nevertheless, due to limited devices available for the FPU, its 
microarchitecture was based on a partial multiplier array and 
a shift-and-add data path controlled by microcode. Floating- 
point operations could not be pipelined with any other 
floating-point operations; that is, once a floating-point in- 
struction is invoked, all other floating-point instructions stall 
until its completion. 

The larger transistor budget available for the Pentium mi- 
croprocessor permits a completely new approach in the de- 
sign of the floating-point microarchitecture. The aggressive 

June 1993 15 

Pentium (P5) 8-way interleaved data cache, with two ports

[Alpert et al, IEEE Micro, May 1993]
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Stream-Buffered Multiport Memory
Problem: Require simultaneous read and write access by multiple 
independent agents to a large shared common memory, where each 
requester usually makes multiple sequential accesses.

Solution: Organize memory to have a single wide port. Provide each 
requester with an internal stream buffer that holds width of data returned/
consumed by each memory access. Each requester can access own stream 
buffer without contention, but arbitrates with others to read/write stream 
buffer from memory.

Applicability: Requesters make mostly sequential requests and can 
tolerate variable latency for accesses.

Consequences: Requesters must wait arbitration delay to determine if 
request will complete. Have to provide stream buffers for each requester. 
Need sufficient access width to serve aggregate bandwidth demands of all 
requesters, but wide data access can be wasted if not all used by requester. 
Have to specify memory consistency model between ports (e.g., provide 
stream flush operations).

26
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Stream-Buffered Multiport Memory

27

Arbitration

Port AStream Buffer A

Port BStream Buffer B

Wide Memory
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Stream-Buffered Multiport Examples
IBM Cell microprocessor local store

28

 

The SPUs SIMD support can perform operations on sixteen 8-bit integers, eight 16-bit integers, four 32-bit
integers, or four single-precision floating-point numbers per cycle. At 3.2GHz, each SPU is capable of performing
up to 51.2 billion 8-bit integer operations or 25.6GFLOPs in single precision. Figure 3 shows the main functional
units in an SPU: (1) an SPU floating point unit for single-precision, double-precision, and integer multiplies; (2)
an even SPU fixed-point unit for arithmetic, logical operations, and word shifts; (3) an odd SPU fixed-point unit
for permutes, shuffles, and quadword rotates; (4) an SPU control unit for instruction sequencing and branch
execution; (5) an SPU local store unit for load and stores; also to supply instructions to the control unit; (6) an
SPU channel/DMA transport which is responsible for controlling input and output through the MFC.

As Figure 3 shows, each functional unit is assigned to one of the two execution pipelines. The floating point and
fixed point units are on the even pipeline while the rest of the functional units are on the odd pipeline. The SPU
can issue and complete up to two instructions per cycle, one on each of the execution pipelines. A dual issue
occurs when a group of fetched instructions has two issueable instructions, one of which is executed by a unit on
the even pipeline and the other executed by a unit on the odd pipeline.

There are three types of instruction fetches: flush-initiated fetches, inline prefetches, and hint fetches. To fetch
instructions, the instruction fetch logic reads 32 instructions at a time into its instruction line buffer (ILB), from
which two instructions at a time are sent to the issue logic. When the operands are ready, the issue logic sends the
instructions to the functional units for execution. Functional unit pipelines vary from two to seven cycles. Hint
instructions can preload instructions into the ILB.

Features such as a deterministic LS access time, simple issue rules, software-inserted branch hints, a large register
file, and so on, are exposed to the compiler and applications for performance tuning. With some tuning efforts, we
have seen a wide variety of applications approach the theoretical IPC of 2 in the SPU. The SPEs have DMA
support for excellent data streaming bandwidth that is much higher than many modern processors.

The Element Interconnect Bus

The Element Interconnect Bus (EIB) in the Cell BE allows for communication among the PPE, the SPEs, the off-
chip memory, and the external I/O (see Figure 4). The EIB consists of one address bus and four 16B-wide data
rings, two of which run clockwise and the other two counter-clockwise. Each ring can potentially allow up to three
concurrent data transfers as long as their paths do not overlap. The EIB operates at half the speed of the
processor.

Each requestor on the EIB starts with a small number of initial command credits to send out requests on the bus.
The number of credits is the size of the command buffer inside the EIB for that particular requestor. One

[Chen et al., IBM, 2005]
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Cached Multiport Memory

Problem: Require simultaneous read and write access by multiple 
independent agents to a large shared common memory.

Solution: Provide each access port with a local cache of recently touched 
addresses from common memory, and use a cache coherence protocol to 
keep the cache contents in sync.

Applicability: Request streams have significant temporal locality, and 
limited communication between different ports.

Consequences: Requesters will experience variable delay depending on 
access pattern and operation of cache coherence protocol.  Tag overhead in 
both area, delay, and energy/access. Complexity of cache coherence 
protocol.

29
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Cached Multiport Memory

Cache A

30

Arbitration and Interconnect

Port BPort A

Cache B

Common Memory



CS250, UC Berkeley, Fall 2012Lecture 9, Memory

Replicated-State Multiport Memory

Problem: Require simultaneous read and write access by multiple 
independent agents to a small shared common memory. Cannot tolerate 
variable latency of access.

Solution: Replicate storage and divide read ports among replicas.  Each 
replica has enough write ports to keep all replicas in sync.

Applicability: Many read ports required, and variable latency cannot be 
tolerated.

Consequences: Potential increase in latency between some writers and 
some readers.

31
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Replicated-State Multiport Memory

32

Copy 0 Copy 1

Write Port 0 Write Port 1

Read Ports
Example: Alpha 21264  

Regfile clusters
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Memory Hierarchy Design Patterns

33

Use small fast memory together large slow memory to 
provide illusion of large fast memory.

Explicitly managed local stores

Automatically managed cache hierarchies


