
Virtual Memory 

Consider a call to the following (delayed-branch MIPS) assembly function with the following initial page 
table. Assume that pages are 4KiB and that all page faults (but not protection faults) can be serviced by 
the OS without evicting pages, $sp is initially 0x6004, $ra is initially 0x1040, and $a0 is initially 0x1. 

Assembly Function  Initial Page Table (excerpt) 

(Virtual) 

Address 

Instruction  Virtual Page 

Number 

(not stored) 

Page 

Valid 

Page 

Dirty 

Permissions Physical 

Page 

Number 

0x2004 Foo: addiu $sp, $sp, -4  0 0 0 none 4 

0x2008 beq $a0, $zero, Skip  1 1 0 read, exec 5 

0x200C sw $ra, 0($sp)     #delay slot 2 0 0 read, exec 1 

0x2010 jal Foo  3 0 0 none 1 

0x2014 addiu $a0, $a0, -1 #delay slot 4 0 0 read, write 12 

0x2018 Skip: lw $ra, 0($sp)  5 1 0 read, write 3 

0x201C jr $ra  6 1 0 read, write 2 

0x2020 addiu $sp, $sp, 4  #delay slot … … … … ... 

 
What virtual address is $ra saved to in the first call to Foo? What physical address is this? What about in 
the second call (the recursive call) to Foo? 

First call:  $ra is saved to VA 0x6000  PA 0x2000 

Second call:  $ra is saved to VA 0x5ffc  PA 0x3FFC 

Where will page faults occur in the execution of this code? 

A page fault will occur when the computer attempts to read the first instruction.  

The VA is 0x2004, but the page table entry for VPN 2 is invalid. 

After any changes in the TLB are flushed to the page table, what will have changed in the page table as a 
result of running the above code? 

The dirty bits for page table entries 5 and 6 will be set to 1 because they have been written to. 

The valid bit for the 2nd page table entry (this is the page with the instructions) will be set to 1 

The permissions for this entry may also change when it is validated. 

Suppose $a0 were initially 0xC00 instead of 0x1. What additional traps will occur? 

This is a tricky one.  $a0 is not used to directly access memory, but what it does do is determine 

the number of recursive calls to Foo.  The key here is that each call to Foo will decrement $sp by 

4 and store $ra at that location.  So by increasing the counter $a0, the new range of accessed 

addresses starts from 0x6000 and decrements a total of 0xC00 * 4 = 3*2^12 addresses, or 3 

pages. 



MapReduce 
Divide a large data set into many smaller pieces for independent parallel processing.  Combine and 
process intermediate results to obtain final result.  Execution goes as follows: 

0) User program breaks the input files into small pieces and starts up many copies of the program 
on different machines.  One copy is the Master and assigns work to the many Workers. 

1) Map Task:  Reads an input file fragment/shard and parses key/value pairs that are passed 
through the Map function and buffered in memory. 

2) Data Shuffle:  Buffered pairs are written to disk and partitioned.  Locations of the partitioned 
regions are passed to the Master, who forwards these to Reduce workers. 

3) Reduce Task:  Reads buffered data and sorts by key.  Key/value pairs are passed through Reduce 
function and saved to an output file. 

4) When all tasks are completed, control returns to the user program. 

Use pseudocode to write the MapReduce functions necessary to solve the below questions: 
 

1. Computing every student’s GPA (Total achieved grade points / Total possible grade points): 
Input Key-Value Pairs: {student_name, (course_number, grade_value_in_course)} 
 

map(Object key, Object value): reduce(Object key, Iterable value): 

 
2. Computing every team’s win rate (Number of wins / Number of matches): 

Input Key-Value Pairs: {match_name, (winning_team, losing_team)} 
 

map(Object key, Object value): reduce(Object key, Iterable value): 



3. A) Computing the number of every coin in every person’s possession (quarter, dimes, etc): 
Input Key-Value Pairs: {person_name, coin_name} 
 

map(Object key, Object value): reduce(Object key, Iterable value): 

 
B) Computing the amount of money every person has: 
Input Key-Value Pairs: Output Key-Value Pairs of part A 
 

map(Object key, Object value): reduce(Object key, Iterable value): 

 


